

    
      
          
            
  
PyODPS: ODPS Python SDK and data analysis framework

PyODPS [https://github.com/aliyun/aliyun-odps-python-sdk] is the Python SDK of MaxCompute. It supports basic actions on MaxCompute objects and the DataFrame framework for ease of data analysis on MaxCompute.

Installation

PyODPS supports Python 2.6 and later versions (including Python 3). After installing PIP in the system, you only need to run

pip install pyodps





The related dependencies of PyODPS are automatically installed.

Note that for Linux and MacOS users, installing Cython before installation of PyODPS can accelerate data upload and download via MaxCompute Tunnel.

Windows users with appropriate [https://wiki.python.org/moin/WindowsCompilers] versions of Visual C++ and Cython can also enjoy this acceleration.

Quick start

Firstly, use an Alibaba Cloud account to initialize an MaxCompute (ODPS) entrance object, as shown in the following code. Parameters of `ODPS` function should be replaced with your account and project information. Asterisks should be removed.

from odps import ODPS

o = ODPS('**your-access-id**', '**your-secret-access-key**', '**your-default-project**',
            endpoint='**your-end-point**')





After completing initialization, you can operate tables, resources, and functions.

We provide elementary functions for major MaxCompute objects, including list, get, exist, create and delete.

We will elaborate every object in the next chapters. If not mentioned, the variable o represents the MaxCompute (ODPS) entrance object.
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Installation instructions

We recommend that you use pip to install Python on MaxCompute (PyODPS) when you have access to the Internet. For more information about installing pip, see instructions on installing pip [https://pip.pypa.io/en/stable/installing/] .

Make sure that you install the correct versions of setuptools and requests. If you do not use the Windows operating system, you can install Cython by the following code to increase the Tunnel upload and download speed:

pip install setuptools>=3.0
pip install requests>=2.4.0
pip install greenlet>=0.4.10  # optional; tunnel upload can be accelerated
pip install cython>=0.19.0  # optional; not recommended for Windows users





If you have installed correct [https://wiki.python.org/moin/WindowsCompilers] Visual C++ and Cython versions in the Windows operating system, you can also increase the speed of the process by using Tunnel.

Install PyODPS by using the following code:

pip install pyodps





Check whether the installation has been completed:

python -c "from odps import ODPS"





If your version of Python is not the default version, run the following code after installing pip:

/home/tops/bin/python2.7 -m pip install setuptools>=3.0





Repeat these steps to install your version of Python.





          

      

      

    

  

    
      
          
            
  
Platform instructions

Python on MaxCompute (PyODPS) can be used as a node on data development platforms such as DataWorks. These platforms provide the PyODPS running environment and allow scheduling and execution. Therefore, you do not need to manually create the ODPS object. To migrate from these platforms to local PyODPS, see the following migration instructions:



	Instructions for running MaxCompute in DataWorks

	Migration from a platform to local PyODPS









          

      

      

    

  

    
      
          
            
  
Instructions for running MaxCompute in DataWorks


Create flow nodes

Flow nodes include the Python on MaxCompute (PyODPS) node. You can create the PyODPS node.

[image: _images/d2-node-en.png]



Use the ODPS object

The PyODPS node in DataWorks includes global variable odps or o, which is the ODPS object. You do not need to manually define the ODPS object.

print(o.exist_table('pyodps_iris'))








Execute SQL statements

For more information, see Execute SQL statements .


Note

Instance tunnel is not enabled by default on Dataworks, thus 10000 records can be fetched at most. When instance tunnel is enabled, reader.count illustrates the number of records, and limitation should be disabled to fetch all data by iteration.



In order to enable instance tunnel globally, do as the code shown below.

options.tunnel.use_instance_tunnel = True
options.tunnel.limit_instance_tunnel = False  # disable limitation to fetch all data

with instance.open_reader() as reader:
    # you can fetch all data by instance tunnel





Also you can add tunnel=True to open_reader to enable instance tunnel for this reader only, and add limit=False to disable limitation and fetch all data.

with instance.open_reader(tunnel=True, limit=False) as reader:
    # use instance tunnel and fetch all data without limitation





Note that some project may limit downloading all data from tables, therefore you may get a permission error after configuring these options. You may contact your project owner for help, or process data in MaxCompute rather than download and process them locally.




DataFrame


Execution

To execute DataFrame in DataWorks, you need to explicitly call automatically executed actions such as execute and head .

from odps.df import DataFrame

iris = DataFrame(o.get_table('pyodps_iris'))
for record in iris[iris.sepal_width < 3].execute():  # filtering will be executed immediately with execute() called
    # process every record





To call automatically executed actions for print, set options.interactive to True.

from odps import options
from odps.df import DataFrame

options.interactive = True  # configure at the start of code

iris = DataFrame(o.get_table('pyodps_iris'))
print(iris.sepal_width.sum())  # sum() will be executed immediately because we use print here








Print details

To print details, you need to set options.verbose. By default, this parameter is set to True in DataWorks. The system prints the logview and other details during operation.






Obtain scheduling parameters

Different from SQL nodes in DataWorks, to avoid invading your Python code which might lead to unpredictable consequences, PyODPS nodes DOES NOT automatically replace placeholder strings like ${param_name}. Instead, PyODPS node will create a dict named args in global variables, which contains all the scheduling parameters. For instance, if you set ds=${yyyymmdd} in Schedule -> Parameter in DataWorks, you can use the following code to obtain the value of ds:

print('ds=' + args['ds'])





ds=20161116





Specifically, if you want to get the table partition ds=${yyyymmdd}, the code below can be used:

o.get_table('table_name').get_partition('ds=' + args['ds'])








Feature restriction

DataWorks does not have the matplotlib library. Therefore, the following features may be restricted:


	DataFrame plot function




Custom functions in DataFrame need to be submitted to MaxCompute before execution. Due to Python sandbox, third-party libraries which are written in pure Python or referencing merely numpy can be executed without uploading auxiliary libraries. Other libraries including Pandas should be uploaded before use. See support for third-party libraries for more details. Code outside custom functions can use pre-installed Numpy and Pandas in DataWorks. Other third-party libraries with binary codes are not supported currently.

For compatibility reasons, options.tunnel.use_instance_tunnel in DataWorks is set to False by default. To enable Instance Tunnel globally, you need to manually set options.tunnel.use_instance_tunnel to True.

For implementation reasons, the Python atexit package is not supported. You need to use the try - finally structure to implement related features.




Usage restrictions

To avoid pressure on the gateway of DataWorks when running PyODPS in DataWorks, the CPU and memory usage is restricted. DataWorks provides central management for this restriction.

If the system displays Got killed, this indicates an out-of-memory error and that the process has been terminated. Therefore, we do not recommend starting local data operations.

However, the preceding restriction does not work on SQL and DataFrame tasks (except to_pandas) that are initiated by PyODPS.







          

      

      

    

  

    
      
          
            
  
Migration from a platform to local PyODPS

If Python on MaxCompute (PyODPS) does not have the required packages or resources, and you need to debug PyODPS locally, then you need to migrate to a local PyODPS environment.

For more information about installing PyODPS, see Installation instruction. You need to use PyODPS to manually create the ODPS object. Use the following statement on PyODPS to generate the template that is required for creating the ODPS object, and then modify the template using the following code:

print("\nfrom odps import ODPS\no = ODPS(%r, '<access-key>', %r, '<endpoint>')\n" % (o.account.access_id, o.project))





In this code, replace <access-key> and <endpoint> with applicable values. To obtain AccessKeys, move the pointer to the user icon in the upper-right corner in the DataWorks console, and click the accesskeys icon in the displayed menu. To obtain endpoints, see MaxCompute activation and service connections by region [https://www.alibabacloud.com/help/en/doc-detail/34951.htm#MaxCompute%20activation%20and%20service%20connections%20by%20region] , or contact the owner of your project.

Then, place the modified code to the top of all other code.





          

      

      

    

  

    
      
          
            
  
Basic operations

Python on MaxCompute (PyODPS) provides basic operations for ODPS objects. You can follow the Python syntax and use the MaxCompute operations.

The following sections describe basic operations for ODPS objects.



	Projects

	Tables

	SQL

	Instance

	Resources

	Functions

	XFlow and models

	集成 SQLAlchemy









          

      

      

    

  

    
      
          
            
  
Projects

A project [https://www.alibabacloud.com/help/en/doc-detail/27818.htm] is a basic organizational unit of MaxCompute, which is similar to a database.

Call the member function of ODPS entry project, get_project, to obtain a project, as shown in the following code:

project = o.get_project('my_project')  # get project object by name
project = o.get_project()              # get default project





If parameters are not input, the default project will be returned.

You can call exist_project to check whether a project exists.





          

      

      

    

  

    
      
          
            
  
Tables

Tables [https://www.alibabacloud.com/help/en/doc-detail/27819.htm] are the data storage unit in MaxCompute.


Basic operations

Use the list_tables method as the ODPS object to list all tables in a project.

for table in o.list_tables():
    # handle every table





Use exist_table to check whether the specified table exists.

Use get_table to obtain the specified table.

>>> t = o.get_table('dual')
>>> t.schema
odps.Schema {
  c_int_a                 bigint
  c_int_b                 bigint
  c_double_a              double
  c_double_b              double
  c_string_a              string
  c_string_b              string
  c_bool_a                boolean
  c_bool_b                boolean
  c_datetime_a            datetime
  c_datetime_b            datetime
}
>>> t.lifecycle
-1
>>> print(t.creation_time)
2014-05-15 14:58:43
>>> t.is_virtual_view
False
>>> t.size
1408
>>> t.comment
'Dual Table Comment'
>>> t.schema.columns
[<column c_int_a, type bigint>,
 <column c_int_b, type bigint>,
 <column c_double_a, type double>,
 <column c_double_b, type double>,
 <column c_string_a, type string>,
 <column c_string_b, type string>,
 <column c_bool_a, type boolean>,
 <column c_bool_b, type boolean>,
 <column c_datetime_a, type datetime>,
 <column c_datetime_b, type datetime>]
>>> t.schema['c_int_a']
<column c_int_a, type bigint>
>>> t.schema['c_int_a'].comment
'Comment of column c_int_a'





You can also provide the project parameter to obtain the specified table from another project.

>>> t = o.get_table('dual', project='other_project')








Create the table schema

You can initialize a table in two ways. First, you can use columns or combination of columns and partitions columns to initialize the table.

>>> from odps.models import Schema, Column, Partition
>>> columns = [Column(name='num', type='bigint', comment='the column'),
>>>            Column(name='num2', type='double', comment='the column2')]
>>> partitions = [Partition(name='pt', type='string', comment='the partition')]
>>> schema = Schema(columns=columns, partitions=partitions)
>>> schema.columns
[<column num, type bigint>,
 <column num2, type double>,
 <partition pt, type string>]
>>> schema.partitions
[<partition pt, type string>]
>>> schema.names  # get column name of none-partition columns
['num', 'num2']
>>> schema.types  # get column type of none-partition columns
[bigint, double]





Second, you can use Schema.from_lists to initialize the table. This method is easier, but you cannot directly set the comments of the columns and the partitions.

>>> schema = Schema.from_lists(['num', 'num2'], ['bigint', 'double'], ['pt'], ['string'])
>>> schema.columns
[<column num, type bigint>,
 <column num2, type double>,
 <partition pt, type string>]








Create tables

You can use the table schema to create a table in the following way:

>>> table = o.create_table('my_new_table', schema)
>>> table = o.create_table('my_new_table', schema, if_not_exists=True)  # create table only when the table does not exist
>>> table = o.create_table('my_new_table', schema, lifecycle=7)  # configure lifecycle of the table (in days)





An easier way is to use a string in the structure of “field name field type” to create the table, as shown in the following code:

>>> table = o.create_table('my_new_table', 'num bigint, num2 double', if_not_exists=True)
>>> # a tuple like (column list, partition list) can be passed to create a partitioned table
>>> table = o.create_table('my_new_table', ('num bigint, num2 double', 'pt string'), if_not_exists=True)





By default, you can only use the bigint, double, decimal, string, datetime, boolean, map and array types to create a table. If you use public cloud services, you can set options.sql.use_odps2_extension = True to enable more types such as tinyint and struct, as shown in the following code:

>>> from odps import options
>>> options.sql.use_odps2_extension = True
>>> table = o.create_table('my_new_table', 'cat smallint, content struct<title:varchar(100), body string>')








Synchronize table updates

If a table has been updated by another program and has changes in the schema, you can use reload to synchronize the update.

>>> table.reload()








Record

A record is a row record in a table. You can use new_record of a table object to create a new record.

>>> t = o.get_table('mytable')
>>> r = t.new_record(['val0', 'val1'])  # the number of values must be the same with the number of columns in the schema
>>> r2 = t.new_record()  # initializing without values is also acceptable
>>> r2[0] = 'val0' # values can be set via column indices
>>> r2['field1'] = 'val1'  # values can also be set via column names
>>> r2.field1 = 'val1'  # values can also be set via attributes
>>>
>>> print(record[0])  # get the value of Column 0
>>> print(record['c_double_a'])  # get value via column name
>>> print(record.c_double_a)  # get value via attributes
>>> print(record[0: 3])  # slice over the column
>>> print(record[0, 2, 3])  # get multiple values via indices
>>> print(record['c_int_a', 'c_double_a'])  # get multiple values via column names








Obtain table data

You can obtain table data in different ways. First, you can use head to retrieve the first 10,000 or fewer data items in each table.

>>> t = o.get_table('dual')
>>> for record in t.head(3):
>>>     # process every Record object





Then, use open_reader as the table object to open a reader and read the data.

Open the reader using a WITH clause, as shown in the following code:

>>> with t.open_reader(partition='pt=test') as reader:
>>>     count = reader.count
>>>     for record in reader[5:10]  # This line can be executed many times until all records are visited. Parallelism can also be introduced.
>>>         # process one record





Open the reader without using a WITH clause, as shown in the following code:

>>> with t.open_reader(partition='pt=test') as reader:
>>>     count = reader.count
>>>     for record in reader[5:10]  # This line can be executed many times until all records are visited. Parallelism can also be introduced.
>>>         # process one record





直接读取成 Pandas DataFrame:

>>> with t.open_reader(partition='pt=test') as reader:
>>>     pd_df = reader.to_pandas()





利用多进程加速读取：

>>> import multiprocessing
>>> n_process = multiprocessing.cpu_count()
>>> with t.open_reader(partition='pt=test') as reader:
>>>     pd_df = reader.to_pandas(n_process=n_process)





An easier way is to use read_table as the ODPS object, as shown in the following code:

>>> for record in o.read_table('test_table', partition='pt=test'):
>>>     # process one record








Write data to tables

Similar to open_reader, you can use open_writer as the table object to open a writer and write data to the table.

Open the reader using a WITH clause, as shown in the following code:

>>> with t.open_writer(partition='pt=test') as writer:
>>>     records = [[111, 'aaa', True],                 # 这里可以是list
>>>                [222, 'bbb', False],
>>>                [333, 'ccc', True],
>>>                [444, '中文', False]]
>>>     writer.write(records)  # 这里records可以是可迭代对象
>>>
>>>     records = [t.new_record([111, 'aaa', True]),   # 也可以是Record对象
>>>                t.new_record([222, 'bbb', False]),
>>>                t.new_record([333, 'ccc', True]),
>>>                t.new_record([444, '中文', False])]
>>>     writer.write(records)
>>>





If the specified partition does not exist, use the create_partition parameter to create a partition, as shown in the following code:

>>> with t.open_writer(partition='pt=test', create_partition=True) as writer:
>>>     records = [[111, 'aaa', True],                 # a list can be used here
>>>                [222, 'bbb', False],
>>>                [333, 'ccc', True],
>>>                [444, '中文', False]]
>>>     writer.write(records)  # records can also be iterable objects





An easier way is to use write_table as the ODPS object to write data, as shown in the following code:

>>> records = [[111, 'aaa', True],                 # a list can be used here
>>>            [222, 'bbb', False],
>>>            [333, 'ccc', True],
>>>            [444, '中文', False]]
>>> o.write_table('test_table', records, partition='pt=test', create_partition=True)






Note

Note：Every time when write_table is invoked，MaxCompute generates a new file on the server side, which is an expensive operation that reduces the throughput drastically. What’s more, too many files may increase query time on that table. Hence we propose writing multiple records or passing a Python generator object when calling write_table.

When calling `write_table`, new data will be appended to existing data. PyODPS does not provide options to overwrite existing data. When overwriting is needed, you need to explicitly remove existing data in tables by calling table.truncate() en unpartitioned tables or removing partitions in partitioned tables.



使用多进程并行写数据：

每个进程写数据时共享同一个 session_id，但是有不同的 block_id，每个 block 对应服务端的一个文件，
最后主进程执行 commit，完成数据上传。

import random
from multiprocessing import Pool
from odps.tunnel import TableTunnel

def write_records(session_id, block_id):
    # 使用指定的 id 创建 session
    local_session = tunnel.create_upload_session(table.name, upload_id=session_id)
    # 创建 writer 时指定 block_id
    with local_session.open_record_writer(block_id) as writer:
        for i in range(5):
            # 生成数据并写入对应 block
            record = table.new_record([random.randint(1, 100), random.random()])
            writer.write(record)

if __name__ == '__main__':
    N_WORKERS = 3

    table = o.create_table('my_new_table', 'num bigint, num2 double', if_not_exists=True)
    tunnel = TableTunnel(o)
    upload_session = tunnel.create_upload_session(table.name)

    # 每个进程使用同一个 session_id
    session_id = upload_session.id

    pool = Pool(processes=N_WORKERS)
    futures = []
    block_ids = []
    for i in range(N_WORKERS):
        futures.append(pool.apply_async(write_records, (session_id, i)))
        block_ids.append(i)
    [f.get() for f in futures]

    # 最后执行 commit，并指定所有 block
    upload_session.commit(block_ids)








Delete tables

>>> o.delete_table('my_table_name', if_exists=True)  #  delete only when the table exists
>>> t.drop()  # call drop method of the Table object to delete directly








Create a DataFrame

PyODPS provides a DataFrame framework to easily search and operate MaxCompute data. You can use to_df to convert a table to a DataFrame object.

>>> table = o.get_table('my_table_name')
>>> df = table.to_df()








Table partitions


Basic operations

Check if a table is partitioned:

>>> if table.schema.partitions:
>>>     print('Table %s is partitioned.' % table.name)





Iterate through all the partitions in a table:

>>> for partition in table.partitions:
>>>     print(partition.name)
>>> for partition in table.iterate_partitions(spec='pt=test'):
>>>     # iterate over secondary partitions





Check whether the specified partition exists, all field values should be provided:

>>> table.exist_partition('pt=test,sub=2015')





Check whether partitions satisfying provided prefix exist:

>>> # the order of partitions fields of table is pt, sub
>>> table.exist_partitions('pt=test')





Obtain the specified partition:

>>> partition = table.get_partition('pt=test')
>>> print(partition.creation_time)
2015-11-18 22:22:27
>>> partition.size
0








Create partitions

>>> t.create_partition('pt=test', if_not_exists=True)  # create only when the partition does not exist








Delete partitions

>>> t.delete_partition('pt=test', if_exists=True)  # delete only when the partition exists
>>> partition.drop()  # delete directly via the drop method of the partition object










Data upload and download channels


Note

If you just need to upload a small amount of data, we do not recommend using table tunnel directly as there are more convenient read and write methods which wraps table tunnel invocations. However, when your data amount is large and throughput is critical, you may try using table tunnel methods directly.



MaxCompute Tunnel is the data channel of MaxCompute. You can use this to upload data to or download data from MaxCompute.

Note: In a Cython environment, PyODPS compiles C programs during installation to increase the Tunnel upload and download speed when required.


Upload

from odps.tunnel import TableTunnel

table = o.get_table('my_table')

tunnel = TableTunnel(odps)
upload_session = tunnel.create_upload_session(table.name, partition_spec='pt=test')

with upload_session.open_record_writer(0) as writer:
    record = table.new_record()
    record[0] = 'test1'
    record[1] = 'id1'
    writer.write(record)

    record = table.new_record(['test2', 'id2'])
    writer.write(record)

upload_session.commit([0])





也可以使用流式上传的接口：

from odps.tunnel import TableTunnel

table = o.get_table('my_table')

tunnel = TableTunnel(odps)
upload_session = tunnel.create_stream_upload_session(table.name, partition_spec='pt=test')

with upload_session.open_record_writer() as writer:
    record = table.new_record()
    record[0] = 'test1'
    record[1] = 'id1'
    writer.write(record)

    record = table.new_record(['test2', 'id2'])
    writer.write(record)








Download

from odps.tunnel import TableTunnel

tunnel = TableTunnel(odps)
download_session = tunnel.create_download_session('my_table', partition_spec='pt=test')

with download_session.open_record_reader(0, download_session.count) as reader:
    for record in reader:
        # process every record













          

      

      

    

  

    
      
          
            
  
SQL

PyODPS supports MaxCompute SQL queries and provides methods to read SQL results. The execute_sql and run_sql methods return instances .


Note

The commands that are executable in the MaxCompute Console may not be executed as SQL statements in MaxCompute. Use other methods to execute non-DDL/DML statements. For example, use run_security_query method to execute GRANT/REVOKE statements. Use run_xflow or execute_xflow method to execute PAI commands.




Execute SQL statements

>>> o.execute_sql('select * from dual')  #  synchronous way, will block till SQL statement finishes execution
>>>
>>> instance = o.run_sql('select * from dual')  # asynchronous way
>>> print(instance.get_logview_address())  # obtain LogView address
>>> instance.wait_for_success()  # block till the statement finishes








Set runtime parameters

You can use the hints parameter to set runtime parameters. This parameter is a dict type.

>>> o.execute_sql('select * from pyodps_iris', hints={'odps.sql.mapper.split.size': 16})





You can set sql.settings globally. The relevant runtime parameters are automatically added during each execution.

>>> from odps import options
>>> options.sql.settings = {'odps.sql.mapper.split.size': 16}
>>> o.execute_sql('select * from pyodps_iris')  # global hints configured in options.sql.settings will be added








View SQL results

You can execute the open_reader method to retrieve SQL execution results. In the following example, structured data is returned.

>>> with o.execute_sql('select * from dual').open_reader() as reader:
>>>     for record in reader:
>>>         # process every record





When commands such as desc are executed, you can use the reader.raw attribute to get the original execution results.

>>> with o.execute_sql('desc dual').open_reader() as reader:
>>>     print(reader.raw)





If options.tunnel.use_instance_tunnel is set to True when open_reader has been executed, PyODPS calls Instance Tunnel by default. If options.tunnel.use_instance_tunnel is not set to True when open_reader has been executed, PyODPS calls the old Result interface. If you are using an old version of MaxCompute, or an error occurred when calling Instance Tunnel, PyODPS reports a warning and automatically calls the old Result interface instead. If the result of Instance Tunnel does not meet your expectation, set this option to False. When calling open_reader, you can also use the tunnel parameter to specify which result interface to use. For example:

>>> # Use Instance Tunnel
>>> with o.execute_sql('select * from dual').open_reader(tunnel=True) as reader:
>>>     for record in reader:
>>>         # process every record
>>> # Use Results interface
>>> with o.execute_sql('select * from dual').open_reader(tunnel=False) as reader:
>>>     for record in reader:
>>>         # process every record





By default, PyODPS does not limit the size of data that can be read from an Instance. For protected projects, downloading data through the Tunnel is limited. If options.tunnel.limit_instance_tunnel is not set, a data cap is automatically enabled. The number of downloadable data records is set in your project configuration. This is usually set to 10,000. If you want to change the amount of downloadable data, you can add the limit option in open_reader, or set options.tunnel.limit_instance_tunnel to True.

If the MaxCompute version you are using only supports the old Result interface, and you need to read all data, you can export the SQL results to another table and use these methods to read data. This may be limited by project security settings.

同时，PyODPS 支持直接将运行结果数据读成 pandas DataFrame。

>>> # 直接使用 reader 的 to_pandas 方法
>>> with o.execute_sql('select * from dual').open_reader(tunnel=True) as reader:
>>>     # pd_df 类型为 pandas DataFrame
>>>     pd_df = reader.to_pandas()





如果需要使用多核加速读取速度，可以通过 n_process 指定使用进程数

>>> import multiprocessing
>>> n_process = multiprocessing.cpu_count()
>>> with o.execute_sql('select * from dual').open_reader(tunnel=True) as reader:
>>>     # n_process 指定成机器核数
>>>     pd_df = reader.to_pandas(n_process=n_process)








Set alias

Some resources referenced by a UDF are dynamically changing at runtime. You can create an alias for the old resource and use it as a new resource.

from odps.models import Schema

myfunc = '''\
from odps.udf import annotate
from odps.distcache import get_cache_file

@annotate('bigint->bigint')
class Example(object):
    def __init__(self):
        self.n = int(get_cache_file('test_alias_res1').read())

    def evaluate(self, arg):
        return arg + self.n
'''
res1 = o.create_resource('test_alias_res1', 'file', file_obj='1')
o.create_resource('test_alias.py', 'py', file_obj=myfunc)
o.create_function('test_alias_func',
                  class_type='test_alias.Example',
                  resources=['test_alias.py', 'test_alias_res1'])

table = o.create_table(
    'test_table',
    schema=Schema.from_lists(['size'], ['bigint']),
    if_not_exists=True
)

data = [[1, ], ]
# write one row with only one value '1'
o.write_table(table, 0, [table.new_record(it) for it in data])

with o.execute_sql(
    'select test_alias_func(size) from test_table').open_reader() as reader:
    print(reader[0][0])





2





res2 = o.create_resource('test_alias_res2', 'file', file_obj='2')
# When we need to replace resource with value '1' with resource with value '2',
# the only thing we need to do is to use alias argument. Modifying UDFs or resources is not needed.
with o.execute_sql(
    'select test_alias_func(size) from test_table',
    aliases={'test_alias_res1': 'test_alias_res2'}).open_reader() as reader:
    print(reader[0][0])





3








Execute SQL statements in an interactive environment

In ipython and jupyter, you can use SQL plugins to execute SQL statements. Besides, parameterized query is also supported. For details, see Documentation.




Set biz_id

In a few cases, it may be necessary to submit biz_id when submitting SQL statements. Otherwise an error occurs during execution. You can set the biz_id in options globally.

from odps import options

options.biz_id = 'my_biz_id'
o.execute_sql('select * from pyodps_iris')











          

      

      

    

  

    
      
          
            
  
Instance

Tasks such as SQLTask are the basic computing units in MaxCompute. When executed, a Task is instantiated as a MaxCompute instance [https://www.alibabacloud.com/help/en/doc-detail/27825.htm].


Basic operations

You can call list_instances to retrieve all the instances in the project. You can use exist_instance to determine if an instance exists, and use get_instance to retrieve instances.

>>> for instance in o.list_instances():
>>>     print(instance.id)
>>> o.exist_instance('my_instance_id')





You can call stop_instance on an odps object to stop an instance, or call the stop method on an instance object.




Retrieve LogView address

For a SQL task, you can call the get_logview_address method to retrieve the LogView address.

>>> # from an existing instance object
>>> instance = o.run_sql('desc pyodps_iris')
>>> print(instance.get_logview_address())
>>> # from an instance id
>>> instance = o.get_instance('2016042605520945g9k5pvyi2')
>>> print(instance.get_logview_address())





For an XFlow task, you need to enumerate its subtasks and retrieve their LogView as follows:

>>> instance = o.run_xflow('AppendID', 'algo_public',
                           {'inputTableName': 'input_table', 'outputTableName': 'output_table'})
>>> for sub_inst_name, sub_inst in o.get_xflow_sub_instances(instance).items():
>>>     print('%s: %s' % (sub_inst_name, sub_inst.get_logview_address()))








Instance status

The status of an instance can be Running, Suspended or Terminated. You can retrieve the status of an instance by using the status attribute. The is_terminated method returns whether the execution of the current instance has been completed. The is_successful method returns whether the execution of the current instance has been successful. A False is returned if the instance is still running or if the execution has failed.

>>> instance = o.get_instance('2016042605520945g9k5pvyi2')
>>> instance.status
<Status.TERMINATED: 'Terminated'>
>>> from odps.models import Instance
>>> instance.status == Instance.Status.TERMINATED
True
>>> instance.status.value
'Terminated'





The wait_for_completion method will block your thread until the execution of the current instance has been completed. The wait_for_success method will also block until the execution of the current instance has been successful. Otherwise, an exception is thrown.




Subtask operations

When an instance is running, it may contain one or several subtasks, which are called Tasks. Note that these Tasks are different from the computing units in MaxCompute.

You can call get_task_names to retrieve all Tasks. This method returns the Task names in a list type.

>>> instance.get_task_names()
['SQLDropTableTask']





After getting the Task names, you can use get_task_result to retrieve the execution results of these tasks. The get_task_results method returns a dict type.

>>> instance = o.execute_sql('select * from pyodps_iris limit 1')
>>> instance.get_task_names()
['AnonymousSQLTask']
>>> instance.get_task_result('AnonymousSQLTask')
'"sepallength","sepalwidth","petallength","petalwidth","name"\n5.1,3.5,1.4,0.2,"Iris-setosa"\n'
>>> instance.get_task_results()
OrderedDict([('AnonymousSQLTask',
           '"sepallength","sepalwidth","petallength","petalwidth","name"\n5.1,3.5,1.4,0.2,"Iris-setosa"\n')])





You can use get_task_progress to retrieve the running progress of a Task.

>>> while not instance.is_terminated():
>>>     for task_name in instance.get_task_names():
>>>         print(instance.id, instance.get_task_progress(task_name).get_stage_progress_formatted_string())
>>>     time.sleep(10)
20160519101349613gzbzufck2 2016-05-19 18:14:03 M1_Stg1_job0:0/1/1[100%]











          

      

      

    

  

    
      
          
            
  
Resources

Resources [https://www.alibabacloud.com/help/en/doc-detail/27822.htm] commonly apply to UDF and MapReduce on MaxCompute.

You can use list_resources to list all resources and use exist_resource to check whether a resource exists. You can call delete_resource to delete resources or directly call the drop method for a resource object.

PyODPS mainly supports two resource types, namely, file resources and table resources. The following describes the two resource types.


File resources

File resources include the basic file type, and py, jar, and archive.


Create a file resource

You can create a file resource by specifying the resource name, file type, and a file-like object (or a string object), as shown in the following example:

resource = o.create_resource('test_file_resource', 'file', file_obj=open('/to/path/file'))  # use file-like objects as file content
resource = o.create_resource('test_py_resource', 'py', file_obj='import this')  # use strings as file content





可以通过 temp=True 创建一个临时资源。

resource = o.create_resource('test_file_resource', 'file', file_obj=open('/to/path/file'), temp=True)








Read and modify a file resource

You can call the open method for a file resource or call open_resource at the MaxCompute entry to open a file resource. The opened object is a file-like object. Similar to the open method built in Python, file resources also support the open mode. For example:

>>> with resource.open('r') as fp:  # open a resource in read mode
>>>     content = fp.read()  # read all content
>>>     fp.seek(0)  # return to the start of the resource
>>>     lines = fp.readlines()  # read multiple lines
>>>     fp.write('Hello World')  # an error will be raised as resources cannot be written in read mode
>>>
>>> with o.open_resource('test_file_resource', mode='r+') as fp:  # enable read/write mode
>>>     fp.read()
>>>     fp.tell()  # current position
>>>     fp.seek(10)
>>>     fp.truncate()  # truncate the following content
>>>     fp.writelines(['Hello\n', 'World\n'])  # write multiple lines
>>>     fp.write('Hello World')
>>>     fp.flush()  # manual call submits the update to MaxCompute





The following open modes are supported:


	r: Read mode. The file can be opened but cannot be written.


	w: Write mode. The file can be written but cannot be read. Note that file content is cleared first if the file is opened in write mode.


	a: Append mode. Content can be added to the end of the file.


	r+: Read/write mode. You can read and write any content.


	w+: Similar to r+, but file content is cleared first.


	a+: Similar to r+, but content can be added to the end of the file only during writing.




In PyODPS, file resources can be opened in binary mode. For example, some compressed files must be opened in binary mode. rb indicates opening a file in binary read mode, and r+b indicates opening a file in binary read/write mode.






Table resources


Create a table resource

>>> o.create_resource('test_table_resource', 'table', table_name='my_table', partition='pt=test')








Update a table resource

>>> table_resource = o.get_resource('test_table_resource')
>>> table_resource.update(partition='pt=test2', project_name='my_project2')








Obtain associated table and partition

>>> table_resource = o.get_resource('test_table_resource')
>>> table = table_resource.table
>>> print(table.name)
>>> partition = table_resource.partition
>>> print(partition.spec)








Read and write table

>>> table_resource = o.get_resource('test_table_resource')
>>> with table_resource.open_writer() as writer:
>>>     writer.write([0, 'aaaa'])
>>>     writer.write([1, 'bbbbb'])
>>> with table_resource.open_reader() as reader:
>>>     for rec in reader:
>>>         print(rec)













          

      

      

    

  

    
      
          
            
  
Functions

You can write user-defined functions [https://www.alibabacloud.com/help/en/doc-detail/27823.htm] (UDFs) to MaxCompute SQL.


Basic operations

Use list_functions as the ODPS object to obtain all functions in the project. Use exist_function to check whether the specified function exists. Use get_function to obtain the object of a function.




Create functions

>>> # reference resources in the current project
>>> resource = o.get_resource('my_udf.py')
>>> function = o.create_function('test_function', class_type='my_udf.Test', resources=[resource])
>>> # reference resources in other projects
>>> resource2 = o.get_resource('my_udf.py', project='another_project')
>>> function2 = o.create_function('test_function2', class_type='my_udf.Test', resources=[resource2])








Delete functions

>>> o.delete_function('test_function')
>>> function.drop()  # call drop method of a Function instance to delete








Update functions

To update functions, use the update method.

>>> function = o.get_function('test_function')
>>> new_resource = o.get_resource('my_udf2.py')
>>> function.class_type = 'my_udf2.Test'
>>> function.resources = [new_resource, ]
>>> function.update()  # update metadata on the function object











          

      

      

    

  

    
      
          
            
  
XFlow and models


XFlow

XFlow is a MaxCompute algorithm package. You can use PyODPS to execute XFlow tasks. For the following PAI command:

PAI -name AlgoName -project algo_public -Dparam1=param_value1 -Dparam2=param_value2 ...





You can call run_xflow to execute it asynchronously:

>>> # call asynchronously
>>> inst = o.run_xflow('AlgoName', 'algo_public',
                       parameters={'param1': 'param_value1', 'param2': 'param_value2', ...})





Or call execute_xflow to execute it synchronously:

>>> # call synchronously
>>> inst = o.execute_xflow('AlgoName', 'algo_public',
                           parameters={'param1': 'param_value1', 'param2': 'param_value2', ...})





Parameters should not include quotation marks at the ends of argument values in PAI command if they are in the PAI command, nor the semicolon at the end of the command.

Both methods return an Instance object. An XFlow instance contains several sub-instances. You can obtain the LogView of each Instance by using the following method:

>>> for sub_inst_name, sub_inst in o.get_xflow_sub_instances(inst).items():
>>>     print('%s: %s' % (sub_inst_name, sub_inst.get_logview_address()))





Note that get_xflow_sub_instances returns the current sub-instances of an Instance object, which may change over time. Periodic queries may be required. To simplify this, you may use iter_xflow_sub_instances which returns a generator of sub-instances that will block current thread till a new instance starts or the main instance terminates.

>>> # asynchronous call is recommended here
>>> inst = o.run_xflow('AlgoName', 'algo_public',
                       parameters={'param1': 'param_value1', 'param2': 'param_value2', ...})
>>> for sub_inst_name, sub_inst in o.iter_xflow_sub_instances(inst):  # will wait here
>>>     print('%s: %s' % (sub_inst_name, sub_inst.get_logview_address()))





You can specify runtime parameters when calling run_xflow or execute_xflow. This process is similar to executing SQL statements:

>>> parameters = {'param1': 'param_value1', 'param2': 'param_value2', ...}
>>> o.execute_xflow('AlgoName', 'algo_public', parameters=parameters, hints={'odps.xxx.yyy': 10})





如果需要任务运行到指定卡型的机器上，可以在 hints 中增加如下配置：

>>> hints={"settings": json.dumps({"odps.algo.hybrid.deploy.info": "xxxxx"})





You can use options.ml.xflow_settings to configure the global settings:

>>> from odps import options
>>> options.ml.xflow_settings = {'odps.xxx.yyy': 10}
>>> parameters = {'param1': 'param_value1', 'param2': 'param_value2', ...}
>>> o.execute_xflow('AlgoName', 'algo_public', parameters=parameters)





Details about PAI commands can be found in this page [https://help.aliyun.com/document_detail/42703.html] 。




Offline models

Offline models are outputs of XFlow classification or regression algorithms. You can directly call odps.run_xflow to create an offline model. For example:

>>> o.run_xflow('LogisticRegression', 'algo_public', dict(modelName='logistic_regression_model_name',
>>>                regularizedLevel='1', maxIter='100', regularizedType='l1', epsilon='0.000001', labelColName='y',
>>>                featureColNames='pdays,emp_var_rate', goodValue='1', inputTableName='bank_data'))





After creating the models, you can list the models under the current project as follows:

>>> models = o.list_offline_models(prefix='prefix')





You can also retrieve the models and read their PMML (if supported) by the model names:

>>> model = o.get_offline_model('logistic_regression_model_name')
>>> pmml = model.get_model()





You can copy a model using the following statement:

>>> model = o.get_offline_model('logistic_regression_model_name')
>>> # copy to current project
>>> new_model = model.copy('logistic_regression_model_name_new')
>>> # copy to another project
>>> new_model2 = model.copy('logistic_regression_model_name_new2', project='new_project')





You can delete a model using the following statement:

>>> o.delete_offline_model('logistic_regression_model_name')











          

      

      

    

  

    
      
          
            
  
集成 SQLAlchemy


Note

在 PyODPS 0.10.0 中开始支持



PyODPS 支持集成 SQLAlchemy，可以使用 SQLAlchemy 查询 MaxCompute 数据。


创建连接

创建连接可以在连接串中指定 access_id、access_key 和 project 等。

from sqlalchemy import create_engine
engine = create_engine('odps://<access_id>:<access_key>@<project>')





要在连接串中指定 endpoint，可以按如下方式：

from sqlalchemy import create_engine
engine = create_engine('odps://<access_id>:<access_key>@<project>/?endpoint=<endpoint>')





这里把 <access_id> 等替换成相应的账号。

对于已有的 ODPS 对象 o ，调用 o.to_global() 设为全局账号后，在连接串中就不需要指定了。

from sqlalchemy import create_engine
o.to_global()  # set ODPS object as global one
engine = create_engine('odps://')





接着创建连接。

conn = engine.connect()








调用 SQLAlchemy 接口

创建了连接之后，就可以正常调用 SQLAlchemy 接口。以下对建表、写入数据、查询分别举例说明。


建表

from sqlalchemy import Table, Column, Integer, String, MetaData
metadata = MetaData()

users = Table('users', metadata,
    Column('id', Integer),
    Column('name', String),
    Column('fullname', String),
)

metadata.create_all(engine)








写入数据

ins = users.insert().values(id=1, name='jack', fullname='Jack Jones')
conn.execute(ins)








查询数据

>>> from sqlalchemy.sql import select
>>> s = select([users])
>>> result = conn.execute(s)
>>> for row in result:
>>>     print(row)
(1, 'jack', 'Jack Jones')













          

      

      

    

  

    
      
          
            
  
DataFrame

PyODPS provides a pandas-like interface, PyODPS DataFrame, which operates on MaxCompute tables and can make full use of MaxCompute’s computing power. You can also change the data source from MaxCompute tables to pandas DataFrame, so that the same code can be executed on pandas.



	Quick start

	Concepts

	Column operations

	Aggregation

	Sorting, deduplication, sampling, and data transformation

	Data merging

	Window functions

	Plotting

	Debugging instructions









          

      

      

    

  

    
      
          
            
  
Quick start

Here, movielens 100K [https://grouplens.org/datasets/movielens/100k/] is used as an example. Assume that three tables already exist, which are pyodps_ml_100k_movies (movie-related data), pyodps_ml_100k_users (user-related data), and pyodps_ml_100k_ratings (rating-related data).

Create a MaxCompute object before starting the following steps:

>>> from odps import ODPS
>>> o = ODPS('**your-access-id**', '**your-secret-access-key**',
>>>          project='**your-project**', endpoint='**your-end-point**'))





You only need to input a Table object to create a DataFrame object. For example:

>>> from odps.df import DataFrame
>>> users = DataFrame(o.get_table('pyodps_ml_100k_users'))





View fields of DataFrame and the types of the fields through the dtypes attribute, as shown in the following code:

>>> users.dtypes
odps.Schema {
  user_id             int64
  age                 int64
  sex                 string
  occupation          string
  zip_code            string
}





You can use the head method to obtain the first N data records for easy and quick data preview. For example:

>>> users.head(10)
   user_id  age  sex     occupation  zip_code
0        1   24    M     technician     85711
1        2   53    F          other     94043
2        3   23    M         writer     32067
3        4   24    M     technician     43537
4        5   33    F          other     15213
5        6   42    M      executive     98101
6        7   57    M  administrator     91344
7        8   36    M  administrator     05201
8        9   29    M        student     01002
9       10   53    M         lawyer     90703





You can add a filter on the fields if you do not want to view all of them. For example:

>>> users[['user_id', 'age']].head(5)
   user_id  age
0        1   24
1        2   53
2        3   23
3        4   24
4        5   33





You can also exclude several fields. For example:

>>> users.exclude('zip_code', 'age').head(5)
   user_id  sex  occupation
0        1    M  technician
1        2    F       other
2        3    M      writer
3        4    M  technician
4        5    F       other





When excluding some fields, you may want to obtain new columns through computation. For example, add the sex_bool attribute and set it to True if sex is Male. Otherwise, set it to False. For example:

>>> users.select(users.exclude('zip_code', 'sex'), sex_bool=users.sex == 'M').head(5)
   user_id  age  occupation  sex_bool
0        1   24  technician      True
1        2   53       other     False
2        3   23      writer      True
3        4   24  technician      True
4        5   33       other     False





Obtain the number of persons at age of 20 to 25, as shown in the following code:

>>> users[users.age.between(20, 25)].count()
195





Obtain the numbers of male and female users, as shown in the following code:

>>> users.groupby(users.sex).agg(count=users.count())
   sex  count
0    F    273
1    M    670





To divide users by job, obtain the first 10 jobs that have the largest population, and sort the jobs in the descending order of population. See the following:

>>> df = users.groupby('occupation').agg(count=users['occupation'].count())
>>> df.sort(df['count'], ascending=False)[:10]
      occupation  count
0        student    196
1          other    105
2       educator     95
3  administrator     79
4       engineer     67
5     programmer     66
6      librarian     51
7         writer     45
8      executive     32
9      scientist     31





DataFrame APIs provide the value_counts method to quickly achieve the same result. An example is shown below. Note that the number of records returned by this method is limited by options.df.odps.sort.limit, whose default value is 10,000. More information can be found in configuration section.

>>> uses.occupation.value_counts()[:10]
      occupation  count
0        student    196
1          other    105
2       educator     95
3  administrator     79
4       engineer     67
5     programmer     66
6      librarian     51
7         writer     45
8      executive     32
9      scientist     31





Show data in a more intuitive graph, as shown in the following code:

>>> %matplotlib inline





Use a horizontal bar chart to visualize data, as shown in the following code:

>>> users['occupation'].value_counts().plot(kind='barh', x='occupation', ylabel='prefession')
<matplotlib.axes._subplots.AxesSubplot at 0x10653cfd0>





[image: _images/df-value-count-plot.png]
Divide ages into 30 groups and view the histogram of age distribution, as shown in the following code:

>>> users.age.hist(bins=30, title="Distribution of users' ages", xlabel='age', ylabel='count of users')
<matplotlib.axes._subplots.AxesSubplot at 0x10667a510>





[image: _images/df-age-hist.png]
Use join to join the three tables and save the joined tables as a new table. For example:

>>> movies = DataFrame(o.get_table('pyodps_ml_100k_movies'))
>>> ratings = DataFrame(o.get_table('pyodps_ml_100k_ratings'))
>>>
>>> o.delete_table('pyodps_ml_100k_lens', if_exists=True)
>>> lens = movies.join(ratings).join(users).persist('pyodps_ml_100k_lens')
>>>
>>> lens.dtypes
odps.Schema {
  movie_id                            int64
  title                               string
  release_date                        string
  video_release_date                  string
  imdb_url                            string
  user_id                             int64
  rating                              int64
  unix_timestamp                      int64
  age                                 int64
  sex                                 string
  occupation                          string
  zip_code                            string
}





Divide ages of 0 to 80 into eight groups, as shown in the following code:

>>> labels = ['0-9', '10-19', '20-29', '30-39', '40-49', '50-59', '60-69', '70-79']
>>> cut_lens = lens[lens, lens.age.cut(range(0, 81, 10), right=False, labels=labels).rename('age_group')]





View the first 10 data records of a single age in a group, as shown in the following code:

>>> cut_lens['age_group', 'age'].distinct()[:10]
   age_group  age
0        0-9    7
1      10-19   10
2      10-19   11
3      10-19   13
4      10-19   14
5      10-19   15
6      10-19   16
7      10-19   17
8      10-19   18
9      10-19   19





View users’ total rating and average rating of each age group, as shown in the following code:

>>> cut_lens.groupby('age_group').agg(cut_lens.rating.count().rename('total_rating'), cut_lens.rating.mean().rename('avg_rating'))
     age_group  avg_rating  total_rating
0          0-9    3.767442            43
1        10-19    3.486126          8181
2        20-29    3.467333         39535
3        30-39    3.554444         25696
4        40-49    3.591772         15021
5        50-59    3.635800          8704
6        60-69    3.648875          2623
7        70-79    3.649746           197









          

      

      

    

  

    
      
          
            
  
Concepts

When using DataFrame, you need to know the operations on the following objects: Collection(DataFrame), Sequence, and Scalar. These three objects respectively represent table structures (two-dimensional structures), columns (one-dimensional structures), and scalars, and are also known as expr objects in PyODPS. Note that all storage and calculations are performed in MaxCompute for objects created from MaxCompute tables.


Create a DataFrame object

The only Collection object you need to directly create is DataFrame. This object is used to reference the data source, which may be a MaxCompute table, MaxCompute partition, pandas DataFrame, or sqalchemy.Table (database table). The data processing code can be exactly the same when performing similar operations on different data sources. This means you can migrate your local test code to MaxCompute by only changing the data source used for creating DataFrame objects.

Creating a DataFrame object is as simple as passing in a Table object, a pandas DataFrame object, or a sqlalchemy Table object.

>>> from odps.df import DataFrame
>>>
>>> # create from a MaxCompute table
>>> iris = DataFrame(o.get_table('pyodps_iris'))
>>> iris2 = o.get_table('pyodps_iris').to_df()  # use to_df() method of a table
>>>
>>> # create from a MaxCompute table partition
>>> pt_df = DataFrame(o.get_table('partitioned_table').get_partition('pt=20171111'))
>>> pt_df2 = o.get_table('partitioned_table').get_partition('pt=20171111').to_df()  # use to_df() method of a partition
>>>
>>> # create from a Pandas DataFrame
>>> import pandas as pd
>>> import numpy as np
>>> df = DataFrame(pd.DataFrame(np.arange(9).reshape(3, 3), columns=list('abc')))
>>>
>>> # create from a sqlalchemy table
>>> engine = sqlalchemy.create_engine('mysql://root:123456@localhost/movielens')
>>> metadata = sqlalchemy.MetaData(bind=engine) # need to bind an engine
>>> table = sqlalchemy.Table('top_users', metadata, extend_existing=True, autoload=True)
>>> users = DataFrame(table)





When initializing a DataFrame object by using a pandas DataFrame object, PyODPS attempts to determine the type of the column if it is a numpy object type or string sequence. If the value of an entire column is null, an error occurs. You can set unknown_as_string to True, which sets the columns to string type. You can also specify the as_type parameter. If the specified type is a primitive type, type casting is performed when the PyODPS DataFrame object is created. If the pandas DataFrame object contains a list or dict column, the type of this column is not inferred but must be manually specified using as_type. The as_type parameter must be a dict type.

>>> df2 = DataFrame(df, unknown_as_string=True, as_type={'null_col2': 'float'})
>>> df2.dtypes
odps.Schema {
  sepallength           float64
  sepalwidth            float64
  petallength           float64
  petalwidth            float64
  name                  string
  null_col1             string   # cannot be identified, configured as string via unknown_as_string argument
  null_col2             float64  # forcefully converted to float
}
>>> df4 = DataFrame(df3, as_type={'list_col': 'list<int64>'})
>>> df4.dtypes
odps.Schema {
  id        int64
  list_col  list<int64>  # cannot be identified or converted, configured via as_type argument
}








Sequence

SequenceExpr represents a column in a two-dimensional data set. You are not allowed to manually create SequenceExpr objects. Instead, you can retrieve one from a Collection object.


Retrieve a column

You can use collection.column_name to retrieve a column. For example:

>>> iris.sepallength.head(5)
   sepallength
0          5.1
1          4.9
2          4.7
3          4.6
4          5.0





If the column name is stored in a string variable, apart from using getattr(df, ‘column_name’), df[column_name] can also be used to achieve the same effect. For example:

>>> iris['sepallength'].head(5)
   sepallength
0          5.1
1          4.9
2          4.7
3          4.6
4          5.0








Column type

DataFrame has its own type system. When performing the Table initialization, the MaxCompute types are cast. This design provides support for more execution backends. Currently, DataFrame’s execution backends include MaxCompute SQL, pandas, and databases (MySQL and PostgresSQL).

PyODPS DataFrame includes the following types:

int8, int16, int32, int64, float32, float64, boolean, string, decimal, datetime, list. and dict.

The correspondence between MaxCompute and DataFrame types is as follows:







	MaxCompute type

	DataFrame type





	bigint

	int64



	double

	float64



	string

	string



	datetime

	datetime



	boolean

	boolean



	decimal

	decimal



	array<value_type>

	list<value_type>



	map<key_type, value_type>

	dict<key_type, value_type>






For list and dict types, the types of their containing values must be specified, or an error occurs. Currently, DataFrame does not support the Timestamp type and Struct type that have been newly introduced in MaxCompute 2.0. Support may be added in future releases.

You can use sequence.dtype to retrieve the data types of Sequence objects:

>>> iris.sepallength.dtype
float64





You can use the astype method to change the type of an entire column. This method requires a type as input and returns the converted Sequence object as output. For example:

>>> iris.sepallength.astype('int')
   sepallength
0            5
1            4
2            4
3            4
4            5








Column name

In the calculation of DataFrame, a Sequence object must have a column name. At most times, DataFrame creates names automatically. For example:

>>> iris.groupby('name').sepalwidth.max()
   sepalwidth_max
0             4.4
1             3.4
2             3.8





As you can see, sepalwidthwas named sepalwidth_maxafter obtaining the maximum value. Other operations, such as adding a Sequence to a Scalar, name the result with the name of the Sequence. In other cases, you need to name the column yourself.

Sequence provides the rename method to rename columns. For example:

>>> iris.sepalwidth.rename('sepal_width').head(5)
   sepal_width
0          3.5
1          3.0
2          3.2
3          3.1
4          3.6








Simple column transformations

You can perform operations on a Sequence object to get a new Sequence, just as you do with a simple Python variable. For numeric columns,  arithmetic operations are supported. For string columns, operations such as string concatenations are supported. For example:

>>> (iris.sepallength + 5).head(5)
   sepallength
0         10.1
1          9.9
2          9.7
3          9.6
4         10.0





String addition:

>>> (iris.sepallength + iris.sepalwidth).rename('sum_sepal').head(5)
   sum_sepal
0        8.6
1        7.9
2        7.9
3        7.7
4        8.6





Note that when two columns are involved in operations, you need to manually specify the name of the result column. For details about column transformations, see Column operations.






Collection

CollectionExpr supports all operations on DataFrame two-dimensional datasets. It can be seen as a MaxCompute table or a spreadsheet. DataFrame objects are also CollectionExpr objects. Many column operations, filter operations, and transform operations on two-dimensional datasets are supported by CollectionExpr.


Retrieve types

You can use the dtypes method to retrieve the types of all columns in a CollectionExpr object. dtypes returns a :ref:`Schema type.

>>> iris.dtypes
odps.Schema {
  sepallength           float64
  sepalwidth            float64
  petallength           float64
  petalwidth            float64
  name                  string
}








Select, add, and delete columns

You can use the expr[columns] syntax to select a certain amount of columns from a CollectionExpr object and form a new dataset. For example:

>>> iris['name', 'sepallength'].head(5)
          name  sepallength
0  Iris-setosa          5.1
1  Iris-setosa          4.9
2  Iris-setosa          4.7
3  Iris-setosa          4.6
4  Iris-setosa          5.0






Note

Note: If only one column is needed, you need to add a comma (,) after the column name or explicitly mark the column as a list, for example df[df.sepal_length, ] or df[[df.sepal_length]]. Otherwise, a Sequence object, instead of a Collection object, is returned.



You can use the exclude method to exclude certain columns from the new dataset:

>>> iris.exclude('sepallength', 'petallength')[:5]
   sepalwidth  petalwidth         name
0         3.5         0.2  Iris-setosa
1         3.0         0.2  Iris-setosa
2         3.2         0.2  Iris-setosa
3         3.1         0.2  Iris-setosa
4         3.6         0.2  Iris-setosa





In PyODPS versions 0.7.2 and higher, a new method is supported. You can exclude certain columns of the dataset directly:

>>> del iris['sepallength']
>>> del iris['petallength']
>>> iris[:5]
   sepalwidth  petalwidth         name
0         3.5         0.2  Iris-setosa
1         3.0         0.2  Iris-setosa
2         3.2         0.2  Iris-setosa
3         3.1         0.2  Iris-setosa
4         3.6         0.2  Iris-setosa





You can also use the expr[expr, new_sequence] syntax to add a new sequence transformation to the original collection. The new sequence is part of the new collection.

The following example illustrates that, we create a new sequence by adding one to each element in the original sepalwidth column of iris, rename it to sepalwidthplus1, and add it to the iris collection as a new sequence.

>>> iris[iris, (iris.sepalwidth + 1).rename('sepalwidthplus1')].head(5)
   sepallength  sepalwidth  petallength  petalwidth         name  \
0          5.1         3.5          1.4         0.2  Iris-setosa
1          4.9         3.0          1.4         0.2  Iris-setosa
2          4.7         3.2          1.3         0.2  Iris-setosa
3          4.6         3.1          1.5         0.2  Iris-setosa
4          5.0         3.6          1.4         0.2  Iris-setosa

   sepalwidthplus1
0              4.5
1              4.0
2              4.2
3              4.1
4              4.6





When using df[df, new_sequence], note that the transformed column may have the same name as the original column. Rename the new column if you want to append it to the original collection.

In PyODPS versions 0.7.2 and higher, you can append a column to the current dataset directly:

>>> iris['sepalwidthplus1'] = iris.sepalwidth + 1
>>> iris.head(5)
   sepallength  sepalwidth  petallength  petalwidth         name  \
0          5.1         3.5          1.4         0.2  Iris-setosa
1          4.9         3.0          1.4         0.2  Iris-setosa
2          4.7         3.2          1.3         0.2  Iris-setosa
3          4.6         3.1          1.5         0.2  Iris-setosa
4          5.0         3.6          1.4         0.2  Iris-setosa

   sepalwidthplus1
0              4.5
1              4.0
2              4.2
3              4.1
4              4.6





You can also use the exclude method to exclude the original column before appending the new one to the dataset.

>>> iris[iris.exclude('sepalwidth'), iris.sepalwidth * 2].head(5)
   sepallength  petallength  petalwidth         name  sepalwidth
0          5.1          1.4         0.2  Iris-setosa         7.0
1          4.9          1.4         0.2  Iris-setosa         6.0
2          4.7          1.3         0.2  Iris-setosa         6.4
3          4.6          1.5         0.2  Iris-setosa         6.2
4          5.0          1.4         0.2  Iris-setosa         7.2





In PyODPS versions 0.7.2 and higher, you can also overwrite an existing column:

>>> iris['sepalwidth'] = iris.sepalwidth * 2
>>> iris.head(5)
   sepallength  sepalwidth  petallength  petalwidth         name
0          5.1         7.0          1.4         0.2  Iris-setosa
1          4.9         6.0          1.4         0.2  Iris-setosa
2          4.7         6.4          1.3         0.2  Iris-setosa
3          4.6         6.2          1.5         0.2  Iris-setosa
4          5.0         7.2          1.4         0.2  Iris-setosa





The select method provides another way to create a new collection, keyword argument will rename the provided sequence to the given keyword.

>>> iris.select('name', sepalwidthminus1=iris.sepalwidth - 1).head(5)
          name  sepalwidthminus1
0  Iris-setosa               2.5
1  Iris-setosa               2.0
2  Iris-setosa               2.2
3  Iris-setosa               2.1
4  Iris-setosa               2.6





You can also pass in a lambda expression, which takes the result from the previous operation as a parameter. When executed, PyODPS checks the lambda expression and passes in the Collection object generated from the previous operation to get new columns.

>>> iris['name', 'petallength'][[lambda x: x.name]].head(5)
          name
0  Iris-setosa
1  Iris-setosa
2  Iris-setosa
3  Iris-setosa
4  Iris-setosa





In PyODPS versions 0.7.2 and higher, conditional assignments are supported.

>>> iris[iris.sepallength > 5.0, 'sepalwidth'] = iris.sepalwidth * 2
>>> iris.head(5)
   sepallength  sepalwidth  petallength  petalwidth         name
0          5.1        14.0          1.4         0.2  Iris-setosa
1          4.9         6.0          1.4         0.2  Iris-setosa
2          4.7         6.4          1.3         0.2  Iris-setosa
3          4.6         6.2          1.5         0.2  Iris-setosa
4          5.0         7.2          1.4         0.2  Iris-setosa








Constants and random numbers

DataFrame allows you to append a column of constants to a Collection object. Scalar is required and you need to manually specify the column name. For example:

>>> from odps.df import Scalar
>>> iris[iris, Scalar(1).rename('id')][:5]
   sepallength  sepalwidth  petallength  petalwidth         name  id
0          5.1         3.5          1.4         0.2  Iris-setosa   1
1          4.9         3.0          1.4         0.2  Iris-setosa   1
2          4.7         3.2          1.3         0.2  Iris-setosa   1
3          4.6         3.1          1.5         0.2  Iris-setosa   1
4          5.0         3.6          1.4         0.2  Iris-setosa   1





You can use NullScalar to create a null column. The column type must be specified.

>>> from odps.df import NullScalar
>>> iris[iris, NullScalar('float').rename('fid')][:5]
   sepal_length  sepal_width  petal_length  petal_width     category   fid
0           5.1          3.5           1.4          0.2  Iris-setosa  None
1           4.9          3.0           1.4          0.2  Iris-setosa  None
2           4.7          3.2           1.3          0.2  Iris-setosa  None
3           4.6          3.1           1.5          0.2  Iris-setosa  None
4           5.0          3.6           1.4          0.2  Iris-setosa  None





In PyODPS versions 0.7.12 and higher, a simpler method has been introduced:

>>> iris['id'] = 1
>>> iris
   sepallength  sepalwidth  petallength  petalwidth         name  id
0          5.1         3.5          1.4         0.2  Iris-setosa   1
1          4.9         3.0          1.4         0.2  Iris-setosa   1
2          4.7         3.2          1.3         0.2  Iris-setosa   1
3          4.6         3.1          1.5         0.2  Iris-setosa   1
4          5.0         3.6          1.4         0.2  Iris-setosa   1





Note that this method cannot automatically recognize the type of null values. Add null columns as follows:

>>> iris['null_col'] = NullScalar('float')
>>> iris
   sepallength  sepalwidth  petallength  petalwidth         name  null_col
0          5.1         3.5          1.4         0.2  Iris-setosa      None
1          4.9         3.0          1.4         0.2  Iris-setosa      None
2          4.7         3.2          1.3         0.2  Iris-setosa      None
3          4.6         3.1          1.5         0.2  Iris-setosa      None
4          5.0         3.6          1.4         0.2  Iris-setosa      None





DataFrame also allows you to append a column of random numbers to a Collection object. The column type is float and the value range is 0-1. Each number has a different value. RandomScalar is required and the parameter is an optional random seed.

>>> from odps.df import RandomScalar
>>> iris[iris, RandomScalar().rename('rand_val')][:5]
   sepallength  sepalwidth  petallength  petalwidth         name  rand_val
0          5.1         3.5          1.4         0.2  Iris-setosa  0.000471
1          4.9         3.0          1.4         0.2  Iris-setosa  0.799520
2          4.7         3.2          1.3         0.2  Iris-setosa  0.834609
3          4.6         3.1          1.5         0.2  Iris-setosa  0.106921
4          5.0         3.6          1.4         0.2  Iris-setosa  0.763442








Filter data

Collection provides different ways to filter data.

The following example finds records where sepallengthis greater than 5.

>>> iris[iris.sepallength > 5].head(5)
   sepallength  sepalwidth  petallength  petalwidth         name
0          5.1         3.5          1.4         0.2  Iris-setosa
1          5.4         3.9          1.7         0.4  Iris-setosa
2          5.4         3.7          1.5         0.2  Iris-setosa
3          5.8         4.0          1.2         0.2  Iris-setosa
4          5.7         4.4          1.5         0.4  Iris-setosa





Multiple filter conditions:

>>> iris[(iris.sepallength < 5) & (iris['petallength'] > 1.5)].head(5)
   sepallength  sepalwidth  petallength  petalwidth             name
0          4.8         3.4          1.6         0.2      Iris-setosa
1          4.8         3.4          1.9         0.2      Iris-setosa
2          4.7         3.2          1.6         0.2      Iris-setosa
3          4.8         3.1          1.6         0.2      Iris-setosa
4          4.9         2.4          3.3         1.0  Iris-versicolor





OR operator:

>>> iris[(iris.sepalwidth < 2.5) | (iris.sepalwidth > 4)].head(5)
   sepallength  sepalwidth  petallength  petalwidth             name
0          5.7         4.4          1.5         0.4      Iris-setosa
1          5.2         4.1          1.5         0.1      Iris-setosa
2          5.5         4.2          1.4         0.2      Iris-setosa
3          4.5         2.3          1.3         0.3      Iris-setosa
4          5.5         2.3          4.0         1.3  Iris-versicolor






Note

Note that you must use ampersands (&) and vertical bars (|) to represent the AND and OR operators respectively.



NOT operator:

>>> iris[~(iris.sepalwidth > 3)].head(5)
   sepallength  sepalwidth  petallength  petalwidth         name
0          4.9         3.0          1.4         0.2  Iris-setosa
1          4.4         2.9          1.4         0.2  Iris-setosa
2          4.8         3.0          1.4         0.1  Iris-setosa
3          4.3         3.0          1.1         0.1  Iris-setosa
4          5.0         3.0          1.6         0.2  Iris-setosa





You can also explicitly call the filter method to specify multiple conditions.

>>> iris.filter(iris.sepalwidth > 3.5, iris.sepalwidth < 4).head(5)
   sepallength  sepalwidth  petallength  petalwidth         name
0          5.0         3.6          1.4         0.2  Iris-setosa
1          5.4         3.9          1.7         0.4  Iris-setosa
2          5.4         3.7          1.5         0.2  Iris-setosa
3          5.4         3.9          1.3         0.4  Iris-setosa
4          5.7         3.8          1.7         0.3  Iris-setosa





You can use lambda expressions to perform sequential operations.

>>> iris[iris.sepalwidth > 3.8]['name', lambda x: x.sepallength + 1]
          name  sepallength
0  Iris-setosa          6.4
1  Iris-setosa          6.8
2  Iris-setosa          6.7
3  Iris-setosa          6.4
4  Iris-setosa          6.2
5  Iris-setosa          6.5





If a Collection object contains a boolean column, you can use it directly as a filter condition.

>>> df.dtypes
odps.Schema {
  a boolean
  b int64
}
>>> df[df.a]
      a  b
0  True  1
1  True  3





When retrieving a single sequence from a Collection object, only the boolean column can be used as a valid filter condition.

>>> df[df.a, ]       # obtain a one-column collection via item syntax
>>> df[[df.a]]       # obtain a one-column collection via item syntax
>>> df.select(df.a)  # obtain a one-column collection explicitly with select method
>>> df[df.a]         # filter with a binary-typed column
>>> df.a             # obtain a sequence from a collection
>>> df['a']          # obtain a sequence from a collection





The querymethod in pandas is also supported. You can write query statements to filter data. Column names such as sepallengthcan be used directly. Ampersands (``&``) and ``and``both represent the AND operator. Vertical bars (``|``) and orboth represent the OR operator.

>>> iris.query("(sepallength < 5) and (petallength > 1.5)").head(5)
   sepallength  sepalwidth  petallength  petalwidth             name
0          4.8         3.4          1.6         0.2      Iris-setosa
1          4.8         3.4          1.9         0.2      Iris-setosa
2          4.7         3.2          1.6         0.2      Iris-setosa
3          4.8         3.1          1.6         0.2      Iris-setosa
4          4.9         2.4          3.3         1.0  Iris-versicolor





When local variables are needed in the expressions, add an at sign (@) before the variable name.

>>> var = 4
>>> iris.query("(iris.sepalwidth < 2.5) | (sepalwidth > @var)").head(5)
   sepallength  sepalwidth  petallength  petalwidth             name
0          5.7         4.4          1.5         0.4      Iris-setosa
1          5.2         4.1          1.5         0.1      Iris-setosa
2          5.5         4.2          1.4         0.2      Iris-setosa
3          4.5         2.3          1.3         0.3      Iris-setosa
4          5.5         2.3          4.0         1.3  Iris-versicolor





The query method currently supports the following syntaxes.







	Syntax

	Description





	name

	Names without the at sign (@) are processed as column names. Otherwise, they are processed as local variables.



	operator

	The following operators are supported: +, -, *, /, //, %, **, ==, !=, <, <=, >, >=, in, and not in



	bool

	Ampersands (&) and andrepresent the AND operator. Vertical bars (|) and orrepresent the OR operator.



	attribute

	the attribute of the object



	index, slice, Subscript

	slice operations









Lateral view

For list and map columns, the explode method can convert the columns into multiple rows for output. Functions passed into the apply method often generate multiple lines, too. It is often need to merge these outputs with columns in original tables for purposes such as aggregation. In databases, this kind of operation is often called lateral view. In PyODPS, you can achieve this as follows:

To generate the lateral view:

>>> df
   id         a             b
0   1  [a1, b1]  [a2, b2, c2]
1   2      [c1]      [d2, e2]
>>> df[df.id, df.a.explode(), df.b]
   id   a             b
0   1  a1  [a2, b2, c2]
1   1  b1  [a2, b2, c2]
2   2  c1      [d2, e2]
>>> df[df.id, df.a.explode(), df.b.explode()]
   id   a   b
0   1  a1  a2
1   1  a1  b2
2   1  a1  c2
3   1  b1  a2
4   1  b1  b2
5   1  b1  c2
6   2  c1  d2
7   2  c1  e2





When the method does not produce any output for some rows, these rows will not appear in the output, which is often not expected. To preserve these rows in the output, you can add keep_nulls=True to explode or apply calls. In this scenario, columns produced by explode or apply will be left None.

>>> df
   id         a
0   1  [a1, b1]
1   2        []
>>> df[df.id, df.a.explode()]
   id   a
0   1  a1
1   1  b1
>>> df[df.id, df.a.explode(keep_nulls=True)]
   id     a
0   1    a1
1   1    b1
2   2  None





For details about the explode method, see Collection type related operations. For examples of the apply method, see Using custom functions for one row.




Limit output records

>>> iris[:3]
   sepallength  sepalwidth  petallength  petalwidth         name
0          5.1         3.5          1.4         0.2  Iris-setosa
1          4.9         3.0          1.4         0.2  Iris-setosa
2          4.7         3.2          1.3         0.2  Iris-setosa





Note that for MaxCompute SQL backend, start and step are not supported in slice operations. You can also use the limit method.

>>> iris.limit(3)
   sepallength  sepalwidth  petallength  petalwidth         name
0          5.1         3.5          1.4         0.2  Iris-setosa
1          4.9         3.0          1.4         0.2  Iris-setosa
2          4.7         3.2          1.3         0.2  Iris-setosa






Note

Additionally, you can perform slice operations on Collection objects only, not Sequence objects.








Execution


Deferred execution

The operations in DataFrame are not automatically executed. They are only executed when you explicitly call the ʻexecute` action or actions that internally call ʻexecute` .

These actions include:








	Action

	Description

	Return value





	persist

	Saves the execution result to MaxCompute tables.

	PyODPS DataFrame



	execute

	Executes the operations and returns all the results.

	ResultFrame



	head

	Executes the operations and returns the first N rows of result data.

	ResultFrame



	tail

	Executes the operations and returns the last N rows of result data.

	ResultFrame



	to_pandas

	Converts a collection object to a pandas DataFrame object or a Sequence object to a Series object. When the wrap parameter is set to Ture, a PyODPS DataFrame object is returned.

	When wrap is set to True, a PyODPS DataFrame object is returned. If you do not set wrap to True, a pandas DataFrame object is returned by default.



	plot, hist, boxplot

	Plotting-related methods.

	






Note

Note: In an interactive environment, PyODPS DataFrame objects automatically call the execute method when printing or repr is called, so that you do not need to manually call the execution method.



>>> iris[iris.sepallength < 5][:5]
   sepallength  sepalwidth  petallength  petalwidth         name
0          4.9         3.0          1.4         0.2  Iris-setosa
1          4.7         3.2          1.3         0.2  Iris-setosa
2          4.6         3.1          1.5         0.2  Iris-setosa
3          4.6         3.4          1.4         0.3  Iris-setosa
4          4.4         2.9          1.4         0.2  Iris-setosa





You can manually disable automatic execution as follows:

>>> from odps import options
>>> options.interactive = False
>>>
>>> iris[iris.sepallength < 5][:5]
Collection: ref_0
  odps.Table
    name: odps_test_sqltask_finance.`pyodps_iris`
    schema:
      sepallength           : double
      sepalwidth            : double
      petallength           : double
      petalwidth            : double
      name                  : string

Collection: ref_1
  Filter[collection]
    collection: ref_0
    predicate:
      Less[sequence(boolean)]
        sepallength = Column[sequence(float64)] 'sepallength' from collection ref_0
        Scalar[int8]
          5

Slice[collection]
  collection: ref_1
  stop:
    Scalar[int8]
      5





Now the entire abstract syntax tree is displayed when printing or repr is called.


Note

The ResultFrame is a result set and cannot be used in subsequent calculations.



You can use an iterative method to retrieve all records from ResultFrame.

>>> result = iris.head(3)
>>> for r in result:
>>>     print(list(r))
[5.0999999999999996, 3.5, 1.3999999999999999, 0.20000000000000001, u'Iris-setosa']
[4.9000000000000004, 3.0, 1.3999999999999999, 0.20000000000000001, u'Iris-setosa']
[4.7000000000000002, 3.2000000000000002, 1.3, 0.20000000000000001, u'Iris-setosa']





When pandas is installed, a ResultFrame can be converted into a pandas DataFrame or a PyODPS DataFrame with pandas backend.

>>> pd_df = iris.head(3).to_pandas()  # returns a pandas DataFrame
>>> wrapped_df = iris.head(3).to_pandas(wrap=True)  # returns a PyODPS DataFrame with pandas backend








Save results to MaxCompute tables

For collection objects, you can use the persistmethod, which takes a table name as the parameter and returns a new DataFrame object.

>>> iris2 = iris[iris.sepalwidth < 2.5].persist('pyodps_iris2')
>>> iris2.head(5)
   sepallength  sepalwidth  petallength  petalwidth             name
0          4.5         2.3          1.3         0.3      Iris-setosa
1          5.5         2.3          4.0         1.3  Iris-versicolor
2          4.9         2.4          3.3         1.0  Iris-versicolor
3          5.0         2.0          3.5         1.0  Iris-versicolor
4          6.0         2.2          4.0         1.0  Iris-versicolor





You can pass in a partitions parameter to persist. A table is created with partition fields specified by the parameter. Data in the input DataFrame will be stored into the partition specified by the value of the corresponding fields. For example, when the value of partitions is [‘name’] and the value of field name in a record is test, the row will be written into partition name=test. This parameter can be used when target partitions of data need to be calculated.

>>> iris3 = iris[iris.sepalwidth < 2.5].persist('pyodps_iris3', partitions=['name'])
>>> iris3.data
odps.Table
  name: odps_test_sqltask_finance.`pyodps_iris3`
  schema:
    sepallength           : double
    sepalwidth            : double
    petallength           : double
    petalwidth            : double
  partitions:
    name                  : string





To write to a partition of an existing table, you can pass in a partition parameter to persistto indicate which partition is the target (for example, ds=******). Note that the table must contain all fields of the DataFrame object and the fields must be the same types. The drop_partition and create_partition parameters are only valid here, indicating respectively whether to delete (if the partition exists) or create (if the partition does not exist) the partition.

>>> iris[iris.sepalwidth < 2.5].persist('pyodps_iris4', partition='ds=test', drop_partition=True, create_partition=True)





You can also specify the lifecycle of a table when writing to it. The following example sets the lifecycle of a table to 10 days.

>>> iris[iris.sepalwidth < 2.5].persist('pyodps_iris5', lifecycle=10)





If the data source contains no ODPS objects, for example, only pandas data, you need to manually specify the ODPS object or mark the object as global when calling persist. For example:

>>> # we assume the entrance object of PyODPS is o
>>> # specify entrance object with odps argument
>>> df.persist('table_name', odps=o)
>>> # or mark the entrance object as global
>>> o.to_global()
>>> df.persist('table_name')








Save results to pandas DataFrame

You can use the to_pandasmethod. If wrap is set to True, a PyODPS DataFrame object is returned.

>>> type(iris[iris.sepalwidth < 2.5].to_pandas())
pandas.core.frame.DataFrame
>>> type(iris[iris.sepalwidth < 2.5].to_pandas(wrap=True))
odps.df.core.DataFrame






Note

There are no differences between pandas DataFrames returned by to_pandas() calls and pandas DataFrames originally created by pandas. Therefore all data store and computations are done locally. Even if you added wrap=True and the function returns a PyODPS DataFrame, the data are still stored and computed locally. If you are handling a huge amount of data, or your running enviromnent is quite restrictive, please be cautious when using to_pandas.






Set runtime parameters

For actions such as execute`, persist, and to_pandas, you can set runtime parameters. This is only valid for MaxCompute SQL.

You can also set global parameters. For details, see SQL - runtime parameters.

Additionally, you can use the hints` parameter. These parameters are only valid for the current calculation.

>>> iris[iris.sepallength < 5].to_pandas(hints={'odps.sql.mapper.split.size': 16})








Display details at runtime

You sometimes need to modify the global configuration to view the logview of an instance.

>>> from odps import options
>>> options.verbose = True
>>>
>>> iris[iris.sepallength < 5].exclude('sepallength')[:5].execute()
Sql compiled:
SELECT t1.`sepalwidth`, t1.`petallength`, t1.`petalwidth`, t1.`name`
FROM odps_test_sqltask_finance.`pyodps_iris` t1
WHERE t1.`sepallength` < 5
LIMIT 5
logview:
http://logview

   sepalwidth  petallength  petalwidth         name
0         3.0          1.4         0.2  Iris-setosa
1         3.2          1.3         0.2  Iris-setosa
2         3.1          1.5         0.2  Iris-setosa
3         3.4          1.4         0.3  Iris-setosa
4         2.9          1.4         0.2  Iris-setosa





You can specify a logging function as follows:

>>> my_logs = []
>>> def my_logger(x):
>>>     my_logs.append(x)
>>>
>>> options.verbose_log = my_logger
>>>
>>> iris[iris.sepallength < 5].exclude('sepallength')[:5].execute()
   sepalwidth  petallength  petalwidth         name
0         3.0          1.4         0.2  Iris-setosa
1         3.2          1.3         0.2  Iris-setosa
2         3.1          1.5         0.2  Iris-setosa
3         3.4          1.4         0.3  Iris-setosa
4         2.9          1.4         0.2  Iris-setosa

>>> print(my_logs)
['Sql compiled:', 'SELECT t1.`sepalwidth`, t1.`petallength`, t1.`petalwidth`, t1.`name` \nFROM odps_test_sqltask_finance.`pyodps_iris` t1 \nWHERE t1.`sepallength` < 5 \nLIMIT 5', 'logview:', u'http://logview']








Cache intermediate results

During the calculation of DataFrame, some Collection objects are used multiple times, or you need to check the execution results of an intermediate process, you can use the cache method to mark a collection object so that it is calculated first.


Note

Note that cachedelays execution. Calling this method does not trigger automatic calculation.



>>> cached = iris[iris.sepalwidth < 3.5].cache()
>>> df = cached['sepallength', 'name'].head(3)
>>> df
   sepallength         name
0          4.9  Iris-setosa
1          4.7  Iris-setosa
2          4.6  Iris-setosa
>>> cached.head(3)  # results can be fetched immediately as cached has already been computed
   sepallength         name
0          4.9  Iris-setosa
1          4.7  Iris-setosa
2          4.6  Iris-setosa








Asynchronous and parallel executions

DataFrame supports asynchronous operations. For actions such as execute, persist, head, tail, and to_pandas, you can pass in the async parameter to enable asynchronous executions. The timeout parameter specifies the timeout period, and asynchronous executions return Future [https://docs.python.org/3/library/concurrent.futures.html#future-objects] objects.

>>> future = iris[iris.sepal_width < 10].head(10, async=True)
>>> future.done()
True
>>> future.result()
   sepal_length  sepal_width  petal_length  petal_width     category
0           5.1          3.5           1.4          0.2  Iris-setosa
1           4.9          3.0           1.4          0.2  Iris-setosa
2           4.7          3.2           1.3          0.2  Iris-setosa
3           4.6          3.1           1.5          0.2  Iris-setosa
4           5.0          3.6           1.4          0.2  Iris-setosa
5           5.4          3.9           1.7          0.4  Iris-setosa
6           4.6          3.4           1.4          0.3  Iris-setosa
7           5.0          3.4           1.5          0.2  Iris-setosa
8           4.4          2.9           1.4          0.2  Iris-setosa
9           4.9          3.1           1.5          0.1  Iris-setosa





The parallel execution of DataFrame can be achieved by using multiple threads. You can use the n_parallel parameter to specify the degree of parallelism for each expr execution. The parameter becomes valid when the multiple cached DataFrame objects that a single DataFrame execution depends on can be executed in parallel.

>>> expr1 = iris.groupby('category').agg(value=iris.sepal_width.sum()).cache()
>>> expr2 = iris.groupby('category').agg(value=iris.sepal_length.mean()).cache()
>>> expr3 = iris.groupby('category').agg(value=iris.petal_length.min()).cache()
>>> expr = expr1.union(expr2).union(expr3)
>>> future = expr.execute(n_parallel=3, async=True, timeout=2)  # Concurrent and asynchronous execution with 2 seconds timeout, return Future object
>>> future.result()
          category    value
0      Iris-setosa    5.006
1  Iris-versicolor    5.936
2   Iris-virginica    6.588
3      Iris-setosa  170.900
4  Iris-versicolor  138.500
5   Iris-virginica  148.700
6      Iris-setosa    1.000
7  Iris-versicolor    3.000
8   Iris-virginica    4.500





You can use multiple threads to execute multiple expr objects in parallel, but you may encounter a problem when two DataFrame objects share the same dependency, and this dependency will be executed twice.

A new Delay API is provided, which can delay the execution of actions (including execute, persist, head, tail, and to_pandas) and return Future [https://docs.python.org/3/library/concurrent.futures.html#future-objects] objects. When the delay method is triggered, the shared dependency is executed based on the degree of parallelism you have specified. Asynchronous execution is supported.

>>> from odps.df import Delay
>>> delay = Delay()  # create Delay object
>>>
>>> df = iris[iris.sepal_width < 5].cache()  # common dependency of subsequent expressions
>>> future1 = df.sepal_width.sum().execute(delay=delay)  # return Future object, execution not started yet
>>> future2 = df.sepal_width.mean().execute(delay=delay)
>>> future3 = df.sepal_length.max().execute(delay=delay)
>>> delay.execute(n_parallel=3)  # execution starts here with 3 concurrent threads
|==========================================|   1 /  1  (100.00%)        21s
>>> future1.result()
458.10000000000014
>>> future2.result()
3.0540000000000007





As you can see in the above example, the shared dependency is executed first. Objects future1 to future3 are then executed with the degree of parallelism set to 3. When n_parallel is set to 1, the execution time reaches 37s.

You can also pass in the async parameter to delay.execute to specify whether asynchronous execution is enabled. When enabled, you can use the timeout parameter to specify the timeout period.









          

      

      

    

  

    
      
          
            
  
Column operations

from odps.df import DataFrame





iris = DataFrame(o.get_table('pyodps_iris'))
lens = DataFrame(o.get_table('pyodps_ml_100k_lens'))





For a Sequence object, operations such as adding a constant or executing the sin function are performed on all elements of the object. For more information, see the following:


NULL-related functions (isnull, notnull, fillna)

The DataFrame API provides several NULL-related built-in functions. You can use isnull or notnull to determine whether or not a field is NULL, and use fillna to replace NULL fields with specified values.

>>> iris.sepallength.isnull().head(5)
   sepallength
0        False
1        False
2        False
3        False
4        False








Logic functions (ifelse, switch)

The ifelsefunction acts on boolean fields, and returns the first parameter if the condition is true, or the second parameter if the condition is false.

>>> (iris.sepallength > 5).ifelse('gt5', 'lte5').rename('cmp5').head(5)
   cmp5
0   gt5
1  lte5
2  lte5
3  lte5
4  lte5





The switch function is used to handle multiple conditions.

>>> iris.sepallength.switch(4.9, 'eq4.9', 5.0, 'eq5.0', default='noeq').rename('equalness').head(5)
   equalness
0       noeq
1      eq4.9
2       noeq
3       noeq
4      eq5.0





>>> from odps.df import switch
>>> switch(iris.sepallength == 4.9, 'eq4.9', iris.sepallength == 5.0, 'eq5.0', default='noeq').rename('equalness').head(5)
   equalness
0       noeq
1      eq4.9
2       noeq
3       noeq
4      eq5.0





In PyODPS versions 0.7.8 and higher, you can change the column values of a dataset based on the following conditions:

>>> iris[iris.sepallength > 5, 'cmp5'] = 'gt5'
>>> iris[iris.sepallength <= 5, 'cmp5'] = 'lte5'
>>> iris.head(5)
   cmp5
0   gt5
1  lte5
2  lte5
3  lte5
4  lte5








Mathematical operations

For numeric fields, operations such as addition (+), subtraction (-), multiplication (*), and division (/) are supported. In addition, operations such as log, sin are also supported.

>>> (iris.sepallength * 10).log().head(5)
   sepallength
0     3.931826
1     3.891820
2     3.850148
3     3.828641
4     3.912023





>>> fields = [iris.sepallength,
>>>           (iris.sepallength / 2).rename('sepallength_div_2'),
>>>           (iris.sepallength ** 2).rename('sepallength_square')]
>>> iris[fields].head(5)
   sepallength  sepallength_div_2  sepallength_square
0          5.1               2.55               26.01
1          4.9               2.45               24.01
2          4.7               2.35               22.09
3          4.6               2.30               21.16
4          5.0               2.50               25.00





The supported arithmetic operations include:







	Arithmetic operation

	Description





	abs

	Returns the absolute value of the given number.



	sqrt

	Returns the square root of the given number.



	sin

	


	sinh

	


	cos

	


	cosh

	


	tan

	


	tanh

	


	arccos

	


	arccosh

	


	arcsin

	


	arcsinh

	


	arctan

	


	arctanh

	


	exp

	Returns e^x of the given number x.



	expm1

	Returns e^x-1 of the given number x.



	log

	A parameter is required as the base.



	log2

	


	log10

	


	log1p

	log(1+x)



	radians

	Converts radians to degrees.



	degrees

	Converts degrees to radians.



	ceil

	Returns the smallest integer that is no less than the given number.



	floor

	Returns the largest integer that is no greater than the given number.



	trunc

	Returns a number truncated to the specified decimal place.






You can compare a Sequence object with another Sequence or Scalar object.

>>> (iris.sepallength < 5).head(5)
   sepallength
0        False
1         True
2         True
3         True
4        False





Note that the DataFrame API does not support sequential operations, such as 3 <= iris.sepallength <= 5. But you can use the between function to determine whether a field is within a certain range.

>>> (iris.sepallength.between(3, 5)).head(5)
   sepallength
0        False
1         True
2         True
3         True
4         True





By default, the between function specifies an interval that includes endpoints. To specify an open interval, set inclusive to False.

>>> (iris.sepallength.between(3, 5, inclusive=False)).head(5)
   sepallength
0        False
1         True
2         True
3         True
4        False








String-related operations

The DataFrame API provides a number of string-related operations for Sequence and Scalar objects.

>>> fields = [
>>>     iris.name.upper().rename('upper_name'),
>>>     iris.name.extract('Iris(.*)', group=1)
>>> ]
>>> iris[fields].head(5)
    upper_name     name
0  IRIS-SETOSA  -setosa
1  IRIS-SETOSA  -setosa
2  IRIS-SETOSA  -setosa
3  IRIS-SETOSA  -setosa
4  IRIS-SETOSA  -setosa





The operations are:







	Operation

	Description





	capitalize

	


	contains

	Returns whether the given string contains a substring. The substring is a regular expression if the regex parameter is set to True. The regex parameter is set to True by default.



	count

	Counts the number of occurrences of the specified string.



	endswith

	Returns whether the given string ends with the specified string.



	startswith

	Returns whether the given string starts with the specified string.



	extract

	Extracts a regular expression, and if the group has not been specified, returns the substrings that satisfy the pattern. If the group has been specified, the specified group is returned.



	find

	Searches from left to right and returns the position of the first occurrence of the specified substring. -1 is returned if no matching has been found.



	rfind

	Searches from right to left and returns the position of the first occurrence of the specified substring. -1 is returned if no matching has been found.



	replace

	Replaces the substrings that satisfy the pattern with another substring. If n has been specified, replace n times.



	get

	Returns the string at the specified position.



	len

	Returns the length of the string.



	ljust

	Pads the string with the character fillchar on the right until it reaches the specified length width. The space character is used by default.



	rjust

	Pads the string with the character fillchar on the left until it reaches the specified length width. The space character is used by default.



	lower

	Converts the string to lowercase.



	upper

	Converts the string to uppercase.



	lstrip

	Remove spaces (including blank lines) on the left of the string.



	rstrip

	Remove spaces (including blank lines) on the right of the string.



	strip

	Remove spaces (including blank lines) on both sides of the string.



	split

	Splits the string at the specified separator and returns a list<0/> type.



	pad

	Pads the string with the character fillchar on the specified position which may be left, right or both. The space character is used by default.



	repeat

	Repeats n times.



	slice

	Performs slice operations.



	swapcase

	Converts all the uppercase characters to lowercase and all the lowercase characters to uppercase in the string.



	title

	The same as str.title.



	zfill

	Pads the string with the character 0 on the left until it reaches the specified length width.



	isalnum

	The same as str.isalnum.



	isalpha

	The same as str.isalpha.



	isdigit

	Returns True if all the characters in the string are digits. This is the same as str.isdigit.



	isspace

	Returns True if all the characters in the string are spaces. This is the same as str.isspace.



	islower

	Returns True if all the cased characters in the string are lowercase. This is the same as str.islower.



	isupper

	Returns True if all the cased characters in the string are uppercase. This is the same as str.isupper.



	istitle

	This is the same as str.istitle.



	isnumeric

	The same as str.isnumeric.



	isdecimal

	This is the same as str.isdecimal.



	todict

	Splits the string at the specified separator into a dict. Two parameters, the project separator and the Key-Value separator are required. Returns a dict<1/> type.



	strptime

	Converts the string representing a time to a time type according to the specified format. The time format is the same as specified in the standard Python library. For details, see Python time formats [https://docs.python.org/2/library/datetime.html#strftime-and-strptime-behavior].









Time-related operations

For datetime type Sequence or Scalar objects, the following time-related built-in functions are provided.

>>> df = lens[[lens.unix_timestamp.astype('datetime').rename('dt')]]
>>> df[df.dt,
>>>    df.dt.year.rename('year'),
>>>    df.dt.month.rename('month'),
>>>    df.dt.day.rename('day'),
>>>    df.dt.hour.rename('hour')].head(5)
                    dt  year  month  day  hour
0  1998-04-08 11:02:00  1998      4    8    11
1  1998-04-08 10:57:55  1998      4    8    10
2  1998-04-08 10:45:26  1998      4    8    10
3  1998-04-08 10:25:52  1998      4    8    10
4  1998-04-08 10:44:19  1998      4    8    10





Time-related attributes are:







	Time-related attribute

	Description





	year

	


	month

	


	day

	


	hour

	


	minute

	


	second

	


	weekofyear

	Returns the week of the year for the specified date. Monday is the the first day of a week.



	weekday

	Returns the day of the week for the specified date.



	dayofweek

	The same as weekday.



	strftime

	Converts a time to a string type according to the specified format. The time format is the same as in the standard Python library. For more information, see Python time formats [https://docs.python.org/2/library/datetime.html#strftime-and-strptime-behavior].






PyODPS also supports the addition and subtraction of time. For example, you can retrieve the date 3 days before the current date. Subtracting one date column from another returns the difference in milliseconds.

>>> df
                           a                          b
0 2016-12-06 16:43:12.460001 2016-12-06 17:43:12.460018
1 2016-12-06 16:43:12.460012 2016-12-06 17:43:12.460021
2 2016-12-06 16:43:12.460015 2016-12-06 17:43:12.460022
>>> from odps.df import day
>>> df.a - day(3)
                           a
0 2016-12-03 16:43:12.460001
1 2016-12-03 16:43:12.460012
2 2016-12-03 16:43:12.460015
>>> (df.b - df.a).dtype
int64
>>> (df.b - df.a).rename('a')
         a
0  3600000
1  3600000
2  3600000





Supported time types include:







	Attribute

	Description





	year

	


	month

	


	day

	


	hour

	


	minute

	


	second

	


	millisecond

	








Collection type related operations

PyODPS sequences supports List and Dict types. You can use subscripts to retrieve an item from both types. You can also use len method to retrieve the number of items in each element.

Additionally, List and Dict types support explode method, which can be used to display the contents of the collection. For List, explode returns one column by default. When the pos parameter has been specified, it returns two columns, with one of them representing the serial number of the value in the array. The explode method is similar to the enumerate function in Python. For Dict, explode returns two columns, which represent the keys and values respectively. You can also pass in a column name to explode to specify the result column name.

The following are some examples:

>>> df
   id         a                            b
0   1  [a1, b1]  {'a2': 0, 'b2': 1, 'c2': 2}
1   2      [c1]           {'d2': 3, 'e2': 4}
>>> df[df.id, df.a[0], df.b['b2']]
   id   a    b
0   1  a1    1
1   2  c1  NaN
>>> df[df.id, df.a.len(), df.b.len()]
   id  a  b
0   1  2  3
1   2  1  2
>>> df.a.explode()
    a
0  a1
1  b1
2  c1
>>> df.a.explode(pos=True)
   a_pos   a
0      0  a1
1      1  b1
2      0  c1
>>> # designate column names
>>> df.a.explode(['pos', 'value'], pos=True)
   pos value
0    0    a1
1    1    b1
2    0    c1
>>> df.b.explode()
  b_key  b_value
0    a2        0
1    b2        1
2    c2        2
3    d2        3
4    e2        4
>>> # designate column names
>>> df.b.explode(['key', 'value'])
  key  value
0  a2      0
1  b2      1
2  c2      2
3  d2      3
4  e2      4





You can also combine explode with the lateral view as follows:

>>> df[df.id, df.a.explode()]
   id   a
0   1  a1
1   1  b1
2   2  c1
>>> df[df.id, df.a.explode(), df.b.explode()]
   id   a b_key  b_value
0   1  a1    a2        0
1   1  a1    b2        1
2   1  a1    c2        2
3   1  b1    a2        0
4   1  b1    b2        1
5   1  b1    c2        2
6   2  c1    d2        3
7   2  c1    e2        4





In addition to subscripts, len, and explode, the list type also supports the following methods:







	List operation

	Description





	contains(v)

	Returns whether the list contains the specified element.



	sort

	Sorts the list and returns a list type.






Dict also supports the following methods:







	Dict operation

	Description





	keys

	Retrieves Dict keys and returns a list type.



	values

	Retrieves Dict values and returns a list type.









Other operations

isinor notinreturns whether or not the elements in a Sequence object exist in a collection element.

>>> iris.sepallength.isin([4.9, 5.1]).rename('sepallength').head(5)
   sepallength
0         True
1         True
2        False
3        False
4        False





The cut method divides Sequence data into several segments.

>>> iris.sepallength.cut(range(6), labels=['0-1', '1-2', '2-3', '3-4', '4-5']).rename('sepallength_cut').head(5)
   sepallength_cut
0             None
1              4-5
2              4-5
3              4-5
4              4-5





include_underand include_overspecify the lower interval and upper interval to be included respectively.

>>> labels = ['0-1', '1-2', '2-3', '3-4', '4-5', '5-']
>>> iris.sepallength.cut(range(6), labels=labels, include_over=True).rename('sepallength_cut').head(5)
   sepallength_cut
0               5-
1              4-5
2              4-5
3              4-5
4              4-5








Use custom functions

DataFrame allows you to call the map method on a Sequence object so as to call custom functions on all of its elements.

>>> iris.sepallength.map(lambda x: x + 1).head(5)
   sepallength
0          6.1
1          5.9
2          5.7
3          5.6
4          6.0






Warning

Custom functions are currently not allowed to use lists or dicts as inputs or outputs because of Python UDF limitations.



If the type of Sequence has been changed after calling the map method, you need to explicitly specify the new type.

>>> iris.sepallength.map(lambda x: 't'+str(x), 'string').head(5)
   sepallength
0         t5.1
1         t4.9
2         t4.7
3         t4.6
4         t5.0





If a function contains a closure, note that if the value of a closure variable changes outside the function, the value of this variable within the function also changes. For example:

>>> dfs = []
>>> for i in range(10):
>>>     dfs.append(df.sepal_length.map(lambda x: x + i))





Each SequenceExpr object in dfs is df.sepal_length + 9 now. To solve this problem, you can use the function as the return of another function, or use functools.partial. For example:

>>> dfs = []
>>> def get_mapper(i):
>>>     return lambda x: x + i
>>> for i in range(10):
>>>     dfs.append(df.sepal_length.map(get_mapper(i)))





Or

>>> import functools
>>> dfs = []
>>> for i in range(10):
>>>     dfs.append(df.sepal_length.map(functools.partial(lambda v, x: x + v, i)))





The map method also supports existing UDFs. You can pass in str type parameters, which represent function names, or Function objects.

The implementation of map depends on MaxCompute Python UDF. If your project does not support Python UDF, you cannot use map. All Python UDF limitations apply.

The only builtin third-party library in MaxCompute is numpy. If you need to use other libraries, you need to upload these libraries yourself. For more information, see :ref:` Use third-party Python libraries<third_party_library>`.

In addition to using custom functions, you can also use many of the built-in functions provided by DataFrame. The implementation of these functions may depend on the map function, which means **your project must support Python UDF or you cannot use these functions (Note: You need to apply for Python UDF support)**.


Warning

Due to the differences in bytecode definitions, new features supported by Python 3, such as yield from, may cause errors when executed by MaxCompute Worker of Python 2.7. We recommend that you make sure your code executes normally before writing production code using MapReduce API in Python 3.




Reference Resources

Custom functions can also read MaxCompute resources, such as table and file resources, or reference Collection objects as resources. To do that, you need to write your functions as a closure or callable class.

>>> file_resource = o.create_resource('pyodps_iris_file', 'file', file_obj='Iris-setosa')
>>>
>>> iris_names_collection = iris.distinct('name')[:2]
>>> iris_names_collection
       sepallength
0      Iris-setosa
1  Iris-versicolor





>>> def myfunc(resources):  # resources passed by calling order
>>>     names = set()
>>>     fileobj = resources[0] # file resources are file-like objects
>>>     for l in fileobj:
>>>         names.add(l)
>>>     collection = resources[1]
>>>     for r in collection:
>>>         names.add(r.name)  # values can be obtained via column name or column offset
>>>     def h(x):
>>>         if x in names:
>>>             return True
>>>         else:
>>>             return False
>>>     return h
>>>
>>> df = iris.distinct('name')
>>> df = df[df.name,
>>>         df.name.map(myfunc, resources=[file_resource, iris_names_collection], rtype='boolean').rename('isin')]
>>>
>>> df
              name   isin
0      Iris-setosa   True
1  Iris-versicolor   True
2   Iris-virginica  False





Note: when reading the partitioned tables, partition fields are not included.




Use third-party Python libraries

You can upload third-party Python packages as resources to MaxCompute. Supported formats include: .whl, .egg., .zip, and .tar.gz. You need to specify the package files when using them globally or in actions. Custom functions can also use third-party libraries.

Note that the dependencies of the third-party libraries also need to be specified. Otherwise errors may occur when importing the files.

Take the following python-dateutil package as an example.

First, you can use the pip download command to download the package and its dependencies to a specific path. Two packages are downloaded: six-1.10.0-py2.py3-none-any.whl and python_dateutil-2.5.3-py2.py3-none-any.whl. Note that the packages must support Linux environment.

$ pip download python-dateutil -d /to/path/





Then upload the files to MaxCompute as resources.

>>> # make sure that file extensions are correct
>>> odps.create_resource('six.whl', 'file', file_obj=open('six-1.10.0-py2.py3-none-any.whl', 'rb'))
>>> odps.create_resource('python_dateutil.whl', 'file', file_obj=open('python_dateutil-2.5.3-py2.py3-none-any.whl', 'rb'))





Now you have a DataFrame object that only contains a string field.

>>> df
               datestr
0  2016-08-26 14:03:29
1  2015-08-26 14:03:29





Set the third-party library as global:

>>> from odps import options
>>>
>>> def get_year(t):
>>>     from dateutil.parser import parse
>>>     return parse(t).strftime('%Y')
>>>
>>> options.df.libraries = ['six.whl', 'python_dateutil.whl']
>>> df.datestr.map(get_year)
   datestr
0     2016
1     2015





Or use the libraries attribute of an action to specify the package:

>>> def get_year(t):
>>>     from dateutil.parser import parse
>>>     return parse(t).strftime('%Y')
>>>
>>> df.datestr.map(get_year).execute(libraries=['six.whl', 'python_dateutil.whl'])
   datestr
0     2016
1     2015





By default, PyODPS supports third-party libraries that contain pure Python code but no file operations. In newer versions of MaxCompute, PyODPS also supports Python libraries that contain binary code or file operations. These libraries must be suffixed with cp27-cp27m-manylinux1_x86_64 and uploaded in the archive format .whl packages must be renamed to .zip files. You also need to enable the odps.isolation.session.enable option or enable Isolation in your project. The following example demonstrates how to upload and use the special functions in scipy:

>>> # packages containing binaries should be uploaded with archive method,
>>> # replacing extension .whl with .zip.
>>> odps.create_resource('scipy.zip', 'archive', file_obj=open('scipy-0.19.0-cp27-cp27m-manylinux1_x86_64.whl', 'rb'))
>>>
>>> # if your project has already been configured with isolation, the line below can be omitted
>>> options.sql.settings = { 'odps.isolation.session.enable': True }
>>>
>>> def psi(value):
>>>     # it is recommended to import third-party libraries inside your function
>>>     # in case that structures of the same package differ between different systems.
>>>     from scipy.special import psi
>>>     return float(psi(value))
>>>
>>> df.float_col.map(psi).execute(libraries=['scipy.zip'])





For binary packages that only contain source code, they can be packaged into .whl files and uploaded through Linux shell. .whl files generated in Mac and Windows are not usable in MaxCompute:

python setup.py bdist_wheel








Use the counter

from odps.udf import get_execution_context

def h(x):
    ctx = get_execution_context()
    counters = ctx.get_counters()
    counters.get_counter('df', 'add_one').increment(1)
    return x + 1

df.field.map(h)





You can find the value of the counter in the JSONSummary of LogView.






Call MaxCompute built-in functions or UDFs

You can use the func interface to call MaxCompute built-in functions or UDFs to generate columns. This interface returns a string type by default. You can use the rtype parameter to specify the return type.

>>> from odps.df import func
>>>
>>> iris[iris.name, func.rand(rtype='float').rename('rand')][:4]
>>> iris[iris.name, func.rand(10, rtype='float').rename('rand')][:4]
>>> # call UDFs defined on MaxCompute. you need to name your result sequence
>>> # explicitly if the name of returned sequence cannot be determined
>>> iris[iris.name, func.your_udf(iris.sepalwidth, iris.sepallength, rtype='float').rename('new_col')]>>> # call a UDF from another project. sequence can also be renamed via name arg
>>> iris[iris.name, func.your_udf(iris.sepalwidth, iris.sepallength, rtype='float', project='udf_project',
>>>                               name='new_col')]






Note

Note: when executing under pandas backend, executing expressions containing func is not supported.









          

      

      

    

  

    
      
          
            
  from odps.df import DataFrame





iris = DataFrame(o.get_table('pyodps_iris'))






Aggregation

First, use the describefunction to view the quantity, maximum, minimum, mean, and standard deviation in number columns of DataFrame.

>>> print(iris.describe())
    type  sepal_length  sepal_width  petal_length  petal_width
0  count    150.000000   150.000000    150.000000   150.000000
1   mean      5.843333     3.054000      3.758667     1.198667
2    std      0.828066     0.433594      1.764420     0.763161
3    min      4.300000     2.000000      1.000000     0.100000
4    max      7.900000     4.400000      6.900000     2.500000





You can execute aggregation operations in one column:

>>> iris.sepallength.max()
7.9





You can aggregate over a distinct sequence, you can call unique method on the sequence before calling actual aggregation methods.

>>> iris.name.unique().cat(sep=',')
u'Iris-setosa,Iris-versicolor,Iris-virginica'





If all columns support the same aggregation operation, you can execute this aggregation operation in the entire DataFrame:

>>> iris.exclude('category').mean()
   sepal_length  sepal_width  petal_length  petal_width
1      5.843333     3.054000      3.758667     1.198667





Note that you can obtain the total number of DataFrame rows by executing the count operation:

>>> iris.count()
150





Python on MaxCompute (PyODPS) includes the following aggregation operations:







	Aggregation

	Description





	count (or size)

	Quantity



	nunique

	Number of unique values



	min

	Minimum



	max

	Maximum



	sum

	Summation



	mean

	Mean value



	median

	Median value



	quantile(p)

	P-quantile, accurate only for integers



	var

	Variance



	std

	Standard deviation



	moment

	Nth central moment



	skew

	Sample skewness (unbiased estimation)



	kurtosis

	Sample kurtosis (unbiased estimation)



	cat

	Operation of concatenating character strings with a separator



	tolist

	Operation of aggregating a column into a list






Note that different from Pandas, aggregations in PyODPS DataFrame, whenever under MaxCompute or Pandas backend, neglect null values. This behavior can also be seen in SQL.


Group and aggregate

The DataFrame application program interface (API) provides the groupby method to execute grouping. One of the main operations after grouping is to use the agg or aggregate method to execute aggregation operations.

>>> iris.groupby('name').agg(iris.sepallength.max(), smin=iris.sepallength.min())
              name  sepallength_max  smin
0      Iris-setosa              5.8   4.3
1  Iris-versicolor              7.0   4.9
2   Iris-virginica              7.9   4.9





The result columns include the group column and the aggregated column.

DataFrame provides the value_countsoperation to sort the unique data quantity in a descending order in a group after grouping by column.

You can use the groupby expression in the following code:

>>> iris.groupby('name').agg(count=iris.name.count()).sort('count', ascending=False).head(5)
              name  count
0   Iris-virginica     50
1  Iris-versicolor     50
2      Iris-setosa     50





Simplify the code by using value_counts:

>>> iris['name'].value_counts().head(5)
              name  count
0   Iris-virginica     50
1  Iris-versicolor     50
2      Iris-setosa     50





Note that the number of lines returned by value_counts is limited due to limitations on ORDER BY clause of MaxCompute SQL. The default limitation is 10,000, which can be changed via options.df.odps.sort.limit. More details can be seen in configuration section.

Only aggregate functions can be used after you retrieve the column name in a single aggregated column.

>>> iris.groupby('name').petallength.sum()
   petallength_sum
0             73.2
1            213.0
2            277.6





>>> iris.groupby('name').agg(iris.petallength.notnull().sum())
              name  petallength_sum
0      Iris-setosa               50
1  Iris-versicolor               50
2   Iris-virginica               50





The system also supports grouping by constants. This requires Scalar initialization.

>>> from odps.df import Scalar
>>> iris.groupby(Scalar(1)).petallength.sum()
   petallength_sum
0            563.8








Write custom aggregations

Use the agg or aggregate method on fields with a custom aggregation. The custom aggregation requires a class, which provides the following methods:


	buffer(): returns a mutable object such as list and dict. The buffer size should not increase during data processing.


	__call__(buffer, *val): aggregates values to buffer.


	merge(buffer, pbuffer): aggregates pbuffer to buffer.


	getvalue(buffer): returns the final value.




Calculate a mean in the following example:

class Agg(object):

    def buffer(self):
        return [0.0, 0]

    def __call__(self, buffer, val):
        buffer[0] += val
        buffer[1] += 1

    def merge(self, buffer, pbuffer):
        buffer[0] += pbuffer[0]
        buffer[1] += pbuffer[1]

    def getvalue(self, buffer):
        if buffer[1] == 0:
            return 0.0
        return buffer[0] / buffer[1]





>>> iris.sepalwidth.agg(Agg)
3.0540000000000007





If the output type is different from the input type, you need to specify the output type.

>>> iris.sepalwidth.agg(Agg, 'float')





Custom aggregations support grouping and aggregation.

>>> iris.groupby('name').sepalwidth.agg(Agg)
   petallength_aggregation
0                    3.418
1                    2.770
2                    2.974





You can use the agg method in your aggregation for multiple columns.

class Agg(object):

    def buffer(self):
        return [0.0, 0.0]

    def __call__(self, buffer, val1, val2):
        buffer[0] += val1
        buffer[1] += val2

    def merge(self, buffer, pbuffer):
        buffer[0] += pbuffer[0]
        buffer[1] += pbuffer[1]

    def getvalue(self, buffer):
        if buffer[1] == 0:
            return 0.0
        return buffer[0] / buffer[1]





>>> from odps.df import agg
>>> to_agg = agg([iris.sepalwidth, iris.sepallength], Agg, rtype='float')  # call custom aggregation on two columns
>>> iris.groupby('name').agg(val=to_agg)
              name       val
0      Iris-setosa  0.682781
1  Iris-versicolor  0.466644
2   Iris-virginica  0.451427





Specify the function name to use an existing UDAF in MaxCompute.

>>> iris.groupby('name').agg(iris.sepalwidth.agg('your_func'))  # aggregate one column
>>> to_agg = agg([iris.sepalwidth, iris.sepallength], 'your_func', rtype='float')
>>> iris.groupby('name').agg(to_agg.rename('val'))  # aggregate multiple columns






Warning

Limited by Python user-defined functions (UDFs), custom aggregations cannot specify the input or output result type as the list or dict type.






HyperLogLog counting

DataFrame provides the hll_count API to use HyperLogLog counting for columns. This API estimates the unique quantity among large volumes of data in a short time.

This API can quickly calculate and provide an estimate of the unique visitors (UVs).

>>> df = DataFrame(pd.DataFrame({'a': np.random.randint(100000, size=100000)}))
>>> df.a.hll_count()
63270
>>> df.a.nunique()
63250





The system provides the splitter parameter to split fields and then calculate the unique quantity.







          

      

      

    

  

    
      
          
            
  
Sorting, deduplication, sampling, and data transformation

from odps.df import DataFrame





iris = DataFrame(o.get_table('pyodps_iris'))






Sorting

You can sort Collection objects only. Use the sort or sort_values method to start sorting.

>>> iris.sort('sepalwidth').head(5)
   sepallength  sepalwidth  petallength  petalwidth             name
0          5.0         2.0          3.5         1.0  Iris-versicolor
1          6.2         2.2          4.5         1.5  Iris-versicolor
2          6.0         2.2          5.0         1.5   Iris-virginica
3          6.0         2.2          4.0         1.0  Iris-versicolor
4          5.5         2.3          4.0         1.3  Iris-versicolor





To sort data in a descending order, set the ascendingparameter to False.

>>> iris.sort('sepalwidth', ascending=False).head(5)
   sepallength  sepalwidth  petallength  petalwidth         name
0          5.7         4.4          1.5         0.4  Iris-setosa
1          5.5         4.2          1.4         0.2  Iris-setosa
2          5.2         4.1          1.5         0.1  Iris-setosa
3          5.8         4.0          1.2         0.2  Iris-setosa
4          5.4         3.9          1.3         0.4  Iris-setosa





You can also sort data in a descending order in the following way:

>>> iris.sort(-iris.sepalwidth).head(5)
   sepallength  sepalwidth  petallength  petalwidth         name
0          5.7         4.4          1.5         0.4  Iris-setosa
1          5.5         4.2          1.4         0.2  Iris-setosa
2          5.2         4.1          1.5         0.1  Iris-setosa
3          5.8         4.0          1.2         0.2  Iris-setosa
4          5.4         3.9          1.3         0.4  Iris-setosa





The system sorts multiple fields easily as shown in the following code:

>>> iris.sort(['sepalwidth', 'petallength']).head(5)
   sepallength  sepalwidth  petallength  petalwidth             name
0          5.0         2.0          3.5         1.0  Iris-versicolor
1          6.0         2.2          4.0         1.0  Iris-versicolor
2          6.2         2.2          4.5         1.5  Iris-versicolor
3          6.0         2.2          5.0         1.5   Iris-virginica
4          4.5         2.3          1.3         0.3      Iris-setosa





To sort multiple fields in both ascending and descending orders, use the ascendingparameter with a list of boolean values. The length of the list must be equal to that of sorted fields.

>>> iris.sort(['sepalwidth', 'petallength'], ascending=[True, False]).head(5)
   sepallength  sepalwidth  petallength  petalwidth             name
0          5.0         2.0          3.5         1.0  Iris-versicolor
1          6.0         2.2          5.0         1.5   Iris-virginica
2          6.2         2.2          4.5         1.5  Iris-versicolor
3          6.0         2.2          4.0         1.0  Iris-versicolor
4          6.3         2.3          4.4         1.3  Iris-versicolor





To achieve the same effect, the preceding code can be modified as follows:

>>> iris.sort(['sepalwidth', -iris.petallength]).head(5)
   sepallength  sepalwidth  petallength  petalwidth             name
0          5.0         2.0          3.5         1.0  Iris-versicolor
1          6.0         2.2          5.0         1.5   Iris-virginica
2          6.2         2.2          4.5         1.5  Iris-versicolor
3          6.0         2.2          4.0         1.0  Iris-versicolor
4          6.3         2.3          4.4         1.3  Iris-versicolor






Note

MaxCompute requires the number of items to be picked from the top of the sorted list. You can use options.df.odps.sort.limit to specify the number of items that you want to retrieve from the top of the sorted list. The default value is 10000. To sort large volumes of data, set the parameter to a larger value. However, this setting may cause an out-of-memory (OOM) error.






Deduplication

To deduplicate Collection objects, use the distinct method.

>>> iris[['name']].distinct()
              name
0      Iris-setosa
1  Iris-versicolor
2   Iris-virginica





>>> iris.distinct('name')
              name
0      Iris-setosa
1  Iris-versicolor
2   Iris-virginica





>>> iris.distinct('name', 'sepallength').head(3)
          name  sepallength
0  Iris-setosa          4.3
1  Iris-setosa          4.4
2  Iris-setosa          4.5





To deduplicate Sequence objects, use the unique method. However, the Sequence object for the unique method cannot be used in column selection.

>>> iris.name.unique()
              name
0      Iris-setosa
1  Iris-versicolor
2   Iris-virginica





We do not recommend that you use the following code:

>>> iris[iris.name, iris.name.unique()]  # this line produces an error








Sampling

To sample data from a Collection object, use the sample method. Python on MaxCompute (PyODPS) supports the following sampling means:


Warning

Except for sampling by parts, other sampling methods require XFlow to execute on the MaxCompute DataFrame. If they do not support XFlow, these sampling methods can only be executed at the backend of Pandas DataFrame.




	Sampling by parts




Data is divided into parts by using this method. You can select the part number that you want to sample.

>>> iris.sample(parts=10)  # split into 10 parts and take the 0th by default
>>> iris.sample(parts=10, i=0)  # split into 10 parts and take the 0th part
>>> iris.sample(parts=10, i=[2, 5])   # split into 10 parts and take the 2nd and 5th part
>>> iris.sample(parts=10, columns=['name', 'sepalwidth'])  # sample given values of name and sepalwidth






	Sampling by percentage or items




You need to specify the number of data items or the percentage of data that you want to sample using this method. To enable sampling with replacement, set the replace parameter to True.

>>> iris.sample(n=100)  # sample 100 records
>>> iris.sample(frac=0.3)  # sample 30% of all records






	Sampling by weight




You need to specify the weight column and the number of data items or the proportion of data that you want sample in this way. To enable sampling with replacement, set the replace parameter to True.

>>> iris.sample(n=100, weights='sepal_length')
>>> iris.sample(n=100, weights='sepal_width', replace=True)






	Stratified sampling




In this sampling, you need to specify the label column that you want to stratify, and specify the sampling proportion (the frac parameter) or the number of items (the n parameter) for each label. Currently, stratified sampling does not support replacement.

>>> iris.sample(strata='category', n={'Iris Setosa': 10, 'Iris Versicolour': 10})
>>> iris.sample(strata='category', frac={'Iris Setosa': 0.5, 'Iris Versicolour': 0.4})








Data scaling

DataFrame supports data scaling by using the maximum, minimum, mean, and standard deviation. The following is an example for scaling:

    name  id  fid
0  name1   4  5.3
1  name2   2  3.5
2  name2   3  1.5
3  name1   4  4.2
4  name1   3  2.2
5  name1   3  4.1





You can use the min_max_scale method to normalize data:

>>> df.min_max_scale(columns=['fid'])
    name  id       fid
0  name1   4  1.000000
1  name2   2  0.526316
2  name2   3  0.000000
3  name1   4  0.710526
4  name1   3  0.184211
5  name1   3  0.684211





min_max_scale can work with the feature_range parameter to specify the output range. The following is an example of how to output values in the range of (-1, 1):

>>> df.min_max_scale(columns=['fid'], feature_range=(-1, 1))
    name  id       fid
0  name1   4  1.000000
1  name2   2  0.052632
2  name2   3 -1.000000
3  name1   4  0.421053
4  name1   3 -0.631579
5  name1   3  0.368421





To keep original values, use the preserve parameter. Then, scaled data is added to a new column that is named as the original column name suffixed with “_scaled”. To change the suffix, use the suffix parameter, as shown in the following code:

>>> df.min_max_scale(columns=['fid'], preserve=True)
    name  id  fid  fid_scaled
0  name1   4  5.3    1.000000
1  name2   2  3.5    0.526316
2  name2   3  1.5    0.000000
3  name1   4  4.2    0.710526
4  name1   3  2.2    0.184211
5  name1   3  4.1    0.684211





min_max_scale can also work with the group parameter to specify one or more group columns and to retrieve the minimum and maximum from the specified column to scale data, as shown in the following code:

>>> df.min_max_scale(columns=['fid'], group=['name'])
    name  id       fid
0  name1   4  1.000000
1  name1   4  0.645161
2  name1   3  0.000000
3  name1   3  0.612903
4  name2   2  1.000000
5  name2   3  0.000000





The system has scaled data in both name1 and name2 by using the minimum and maximum.

The std_scale method scales data by using standard normal distribution, as shown in the following code:

>>> df.std_scale(columns=['fid'])
    name  id       fid
0  name1   4  1.436467
1  name2   2  0.026118
2  name2   3 -1.540938
3  name1   4  0.574587
4  name1   3 -0.992468
5  name1   3  0.496234





This method also supports using the preserve parameter to keep the original column and the group parameter, in order to group data. For more information about grouping, see min_max_scale.




Null value processing

DataFrame supports removing or filling null values. The following data is the example for processing:

   id   name   f1   f2   f3   f4
0   0  name1  1.0  NaN  3.0  4.0
1   1  name1  2.0  NaN  NaN  1.0
2   2  name1  3.0  4.0  1.0  NaN
3   3  name1  NaN  1.0  2.0  3.0
4   4  name1  1.0  NaN  3.0  4.0
5   5  name1  1.0  2.0  3.0  4.0
6   6  name1  NaN  NaN  NaN  NaN





You can use the dropna method to delete the rows that contain null values in the subset object, as follows:

>>> df.dropna(subset=['f1', 'f2', 'f3', 'f4'])
   id   name   f1   f2   f3   f4
0   5  name1  1.0  2.0  3.0  4.0





If the rows also contain non-null values, you can use how=’all’ to keep these rows, as follows:

>>> df.dropna(how='all', subset=['f1', 'f2', 'f3', 'f4'])
   id   name   f1   f2   f3   f4
0   0  name1  1.0  NaN  3.0  4.0
1   1  name1  2.0  NaN  NaN  1.0
2   2  name1  3.0  4.0  1.0  NaN
3   3  name1  NaN  1.0  2.0  3.0
4   4  name1  1.0  NaN  3.0  4.0
5   5  name1  1.0  2.0  3.0  4.0





To specify the minimum number of non-null values in the rows, use the thresh parameter to keep qualified rows, as shown in the following code:

>>> df.dropna(thresh=3, subset=['f1', 'f2', 'f3', 'f4'])
   id   name   f1   f2   f3   f4
0   0  name1  1.0  NaN  3.0  4.0
2   2  name1  3.0  4.0  1.0  NaN
3   3  name1  NaN  1.0  2.0  3.0
4   4  name1  1.0  NaN  3.0  4.0
5   5  name1  1.0  2.0  3.0  4.0





You can use fillna to replace null values with a specified constant or values in an existing column. In the following example, null values are replaced with a constant:

>>> df.fillna(100, subset=['f1', 'f2', 'f3', 'f4'])
   id   name     f1     f2     f3     f4
0   0  name1    1.0  100.0    3.0    4.0
1   1  name1    2.0  100.0  100.0    1.0
2   2  name1    3.0    4.0    1.0  100.0
3   3  name1  100.0    1.0    2.0    3.0
4   4  name1    1.0  100.0    3.0    4.0
5   5  name1    1.0    2.0    3.0    4.0
6   6  name1  100.0  100.0  100.0  100.0





You can replace null values with values in the specified existing column, as shown in the following code:

>>> df.fillna(df.f2, subset=['f1', 'f2', 'f3', 'f4'])
   id   name   f1   f2   f3   f4
0   0  name1  1.0  NaN  3.0  4.0
1   1  name1  2.0  NaN  NaN  1.0
2   2  name1  3.0  4.0  1.0  4.0
3   3  name1  1.0  1.0  2.0  3.0
4   4  name1  1.0  NaN  3.0  4.0
5   5  name1  1.0  2.0  3.0  4.0
6   6  name1  NaN  NaN  NaN  NaN





DataFrame also provides backward filling and forward filling by using the method parameter, as follows:







	Value

	Definition





	bfill / backfill

	Backward filling



	ffill / pad

	Forward filling






Example:

>>> df.fillna(method='bfill', subset=['f1', 'f2', 'f3', 'f4'])
   id   name   f1   f2   f3   f4
0   0  name1  1.0  3.0  3.0  4.0
1   1  name1  2.0  1.0  1.0  1.0
2   2  name1  3.0  4.0  1.0  NaN
3   3  name1  1.0  1.0  2.0  3.0
4   4  name1  1.0  3.0  3.0  4.0
5   5  name1  1.0  2.0  3.0  4.0
6   6  name1  NaN  NaN  NaN  NaN
>>> df.fillna(method='ffill', subset=['f1', 'f2', 'f3', 'f4'])
   id   name   f1   f2   f3   f4
0   0  name1  1.0  1.0  3.0  4.0
1   1  name1  2.0  2.0  2.0  1.0
2   2  name1  3.0  4.0  1.0  1.0
3   3  name1  NaN  1.0  2.0  3.0
4   4  name1  1.0  1.0  3.0  4.0
5   5  name1  1.0  2.0  3.0  4.0
6   6  name1  NaN  NaN  NaN  NaN





You can use the ffill / bfill function to simplify code, where ffill equals to fillna(method=’ffill’) and bfill equals to fillna(method=’bfill’).




Applying custom functions for all columns and rows


Using custom functions for one row

To use custom functions for one row, you can use the apply method. The axis parameter must be 1 to indicate that the operation works on the row.

The apply method calls your function. You can specify the type or offset in the function to retrieve data in a field from the row in the preceding Collection object.

>>> iris.apply(lambda row: row.sepallength + row.sepalwidth, axis=1, reduce=True, types='float').rename('sepaladd').head(3)
   sepaladd
0       8.6
1       7.9
2       7.9





If reduceis True, the system returns the Sequence object. If not, the system returns the Collection object. Use the namesand typesparameters to specify the field name and type of the returned Sequence or Collection object. The type is string by default if not specified.

If reduce is False in your function, you can use the yieldkeyword to return multiple rows.

>>> iris.count()
150
>>>
>>> def handle(row):
>>>     yield row.sepallength - row.sepalwidth, row.sepallength + row.sepalwidth
>>>     yield row.petallength - row.petalwidth, row.petallength + row.petalwidth
>>>
>>> iris.apply(handle, axis=1, names=['iris_add', 'iris_sub'], types=['float', 'float']).count()
300





You can also annotate your function with returned field names and types. In this way, you do not need to specify them when calling your function.

>>> from odps.df import output
>>>
>>> @output(['iris_add', 'iris_sub'], ['float', 'float'])
>>> def handle(row):
>>>     yield row.sepallength - row.sepalwidth, row.sepallength + row.sepalwidth
>>>     yield row.petallength - row.petalwidth, row.petallength + row.petalwidth
>>>
>>> iris.apply(handle, axis=1).count()
300





Calling map_reduce without reducers is equal to calling apply method with axis=1.

>>> iris.map_reduce(mapper=handle).count()
300





To use an existing user-defined table function (UDTF) in MaxCompute, specify the name of the UDTF.

>>> iris['name', 'sepallength'].apply('your_func', axis=1, names=['name2', 'sepallength2'], types=['string', 'float'])





When you use the apply method in a row and reduceis False, combine this row with an existing row by using Lateral view to prepare for aggregation.

>>> from odps.df import output
>>>
>>> @output(['iris_add', 'iris_sub'], ['float', 'float'])
>>> def handle(row):
>>>     yield row.sepallength - row.sepalwidth, row.sepallength + row.sepalwidth
>>>     yield row.petallength - row.petalwidth, row.petallength + row.petalwidth
>>>
>>> iris[iris.category, iris.apply(handle, axis=1)]








Using custom aggregations for all columns

When you use the apply method and axis is not specified or is 0, call a custom aggregation to aggregate all Sequence objects.

class Agg(object):

    def buffer(self):
        return [0.0, 0]

    def __call__(self, buffer, val):
        buffer[0] += val
        buffer[1] += 1

    def merge(self, buffer, pbuffer):
        buffer[0] += pbuffer[0]
        buffer[1] += pbuffer[1]

    def getvalue(self, buffer):
        if buffer[1] == 0:
            return 0.0
        return buffer[0] / buffer[1]





>>> iris.exclude('name').apply(Agg)
   sepallength_aggregation  sepalwidth_aggregation  petallength_aggregation  petalwidth_aggregation
0                 5.843333                   3.054                 3.758667                1.198667






Warning

Limited by Python UDFs, custom aggregations cannot specify the input or the output result type as the list or dict type.






Referring to resources

Similar to the resources parameter for map , resources can be tables, files, or Collection objects that you refer to in MaxCompute.

If axis is 1 in a row operation, write a function closure or callable class. For column aggregation, you can read resources by using the __init__ function.

>>> words_df
                     sentence
0                 Hello World
1                Hello Python
2  Life is short I use Python
>>>
>>> import pandas as pd
>>> stop_words = DataFrame(pd.DataFrame({'stops': ['is', 'a', 'I']}))
>>>
>>> @output(['sentence'], ['string'])
>>> def filter_stops(resources):
>>>     stop_words = set([r[0] for r in resources[0]])
>>>     def h(row):
>>>         return ' '.join(w for w in row[0].split() if w not in stop_words),
>>>     return h
>>>
>>> words_df.apply(filter_stops, axis=1, resources=[stop_words])
                sentence
0            Hello World
1           Hello Python
2  Life short use Python





In this example, stop_words is a local variable which is referenced as a resource in MaxCompute during execution.




Using a third-party Python library

The usage is similar to the usage of a third-party Python library in map .

Specify the library globally as shown in the following code:

>>> from odps import options
>>> options.df.libraries = ['six.whl', 'python_dateutil.whl']





Otherwise, specify the library regionally in the executed method:

>>> df.apply(my_func, axis=1).to_pandas(libraries=['six.whl', 'python_dateutil.whl'])






Warning

Due to the difference in bytecode definition, when you write code with new language features such as yield from in Python 3, the system generates an error when running the code in the MaxCompute Worker of Python 2.7. Therefore, we recommend that you make sure that the code runs normally before you implement the production operations using the MapReduce API (application program interface) of Python 3.








MapReduce API

PyODPS DataFrame supports the MapReduce API. You can write the map and reduce functions respectively, because map_reduce may include the mapper or reducer process only. The following code is an example of a wordcount:

>>> def mapper(row):
>>>     for word in row[0].split():
>>>         yield word.lower(), 1
>>>
>>> def reducer(keys):
>>>     # we use a list here instead of letting cnt = 0, or cnt infunction h will be treated as a local variable whose value cannot be used outside the function
>>>     cnt = [0]
>>>     def h(row, done):  # done == True indicates that all rows with current key are visited
>>>         cnt[0] += row[1]
>>>         if done:
>>>             yield keys[0], cnt[0]
>>>     return h
>>>
>>> words_df.map_reduce(mapper, reducer, group=['word', ],
>>>                     mapper_output_names=['word', 'cnt'],
>>>                     mapper_output_types=['string', 'int'],
>>>                     reducer_output_names=['word', 'cnt'],
>>>                     reducer_output_types=['string', 'int'])
     word  cnt
0   hello    2
1       i    1
2      is    1
3    life    1
4  python    2
5   short    1
6     use    1
7   world    1





Use the group parameter to specify the fields that you want to group with the reduce function. If you do not specify the fields, all fields are grouped.

The reducer process is different. The reducer receives aggregated initial values of keys, and then processes each row aggregated by keys. The second parameter done indicates whether all the rows related to these keys have been completely iterated.

The function closure is convenient, and the callable is also allowed.

class reducer(object):
    def __init__(self, keys):
        self.cnt = 0

    def __call__(self, row, done):  # # done == True indicates that all rows with current key are visited
        self.cnt += row.cnt
        if done:
            yield row.word, self.cnt





You can annotate with outputto simplify the code.

>>> from odps.df import output
>>>
>>> @output(['word', 'cnt'], ['string', 'int'])
>>> def mapper(row):
>>>     for word in row[0].split():
>>>         yield word.lower(), 1
>>>
>>> @output(['word', 'cnt'], ['string', 'int'])
>>> def reducer(keys):
>>>     # we use a list here instead of letting cnt = 0, or cnt infunction h will be treated as a local variable whose value cannot be used outside the function
>>>     cnt = [0]
>>>     def h(row, done):  # done == True indicates that all rows with current key are visited
>>>         cnt[0] += row.cnt
>>>         if done:
>>>             yield keys.word, cnt[0]
>>>     return h
>>>
>>> words_df.map_reduce(mapper, reducer, group='word')
     word  cnt
0   hello    2
1       i    1
2      is    1
3    life    1
4  python    2
5   short    1
6     use    1
7   world    1





Sometimes, when you need to sort the data by column during iteration, you can use the sortparameter to specify columns for sorting, and set the ascendingparameter for ascending or descending. The ascending parameter can be a Boolean value to indicate that all the sortfields are in an ascending or descending order,  or it may be a list, whose length must be the same as that of the sortfields.


Specifying the combiner

If the combiner has been expressed in the map_reduce API, the mapper aggregates data first. The reducer has the same usage but cannot reference resources. The field name and type that the combiner outputs must be consistent with the mapper.

In the preceding example, you can use the reducer as the combiner to aggregate data in the mapper to reduce shuffled data.

>>> words_df.map_reduce(mapper, reducer, combiner=reducer, group='word')








Referring to resources

You can respectively specify resources referenced by the mapper and the reducer in MapReduce API.

In the following example, you filter stop words in the mapper, and the number of whitelisted words in the reducer is plus 5.

>>> white_list_file = o.create_resource('pyodps_white_list_words', 'file', file_obj='Python\nWorld')
>>>
>>> @output(['word', 'cnt'], ['string', 'int'])
>>> def mapper(resources):
>>>     stop_words = set(r[0].strip() for r in resources[0])
>>>     def h(row):
>>>         for word in row[0].split():
>>>             if word not in stop_words:
>>>                 yield word, 1
>>>     return h
>>>
>>> @output(['word', 'cnt'], ['string', 'int'])
>>> def reducer(resources):
>>>     d = dict()
>>>     d['white_list'] = set(word.strip() for word in resources[0])
>>>     d['cnt'] = 0
>>>     def inner(keys):
>>>         d['cnt'] = 0
>>>         def h(row, done):
>>>             d['cnt'] += row.cnt
>>>             if done:
>>>                 if row.word in d['white_list']:
>>>                     d['cnt'] += 5
>>>                 yield keys.word, d['cnt']
>>>         return h
>>>     return inner
>>>
>>> words_df.map_reduce(mapper, reducer, group='word',
>>>                     mapper_resources=[stop_words], reducer_resources=[white_list_file])
     word  cnt
0   hello    2
1    life    1
2  python    7
3   world    6
4   short    1
5     use    1








Using a third-party Python library

The usage is similar to the usage of a third-party Python library in map .

Specify the library globally as shown in the following code:

>>> from odps import options
>>> options.df.libraries = ['six.whl', 'python_dateutil.whl']





Otherwise, specify the library regionally in the executed method:

>>> df.map_reduce(mapper=my_mapper, reducer=my_reducer, group='key').execute(libraries=['six.whl', 'python_dateutil.whl'])






Warning

Due to the difference in bytecode definition, when you write code with new language features such as yield from in Python 3, the system generates an error when running the code in the MaxCompute Worker of Python 2.7. Therefore, we recommend that you make sure that the code runs normally before you implement the production operations using the MapReduce API (application program interface) of Python 3.








Reshuffling data

If data is unevenly distributed in a cluster, you need to reshuffle the data by using the reshuffle API.

>>> df1 = df.reshuffle()





By default, data is hashed as random numbers. You can also distribute the data by a specified column, and sort the reshuffled data in a specified order.

>>> df1.reshuffle('name', sort='id', ascending=False)








Bloom filter

PyODPS DataFrame provides the bloom_filter API to calculate with a Bloom filter.

When you have specified a Collection object and its sequence1 for column calculation, you can apply the Bloom filter to sequence2. Therefore, the data in sequence1 instead of in sequence2 must be filtered out, but the data that is not in sequence2 may not be filtered out completely. This is an approximate method.

This method can quickly filter out some useless data from the Collection object.

The Bloom filter is particularly suitable for the large-scale join operation used between large volumes of data and small amounts of data. Most data is not joined in this scenario. For example, most user visits do not create transactions during the join operation between visit data and transaction data. Therefore, you can apply the Bloom filter to visit data before joining visit data with transaction data to enhance operation performance.

>>> df1 = DataFrame(pd.DataFrame({'a': ['name1', 'name2', 'name3', 'name1'], 'b': [1, 2, 3, 4]}))
>>> df1
       a  b
0  name1  1
1  name2  2
2  name3  3
3  name1  4
>>> df2 = DataFrame(pd.DataFrame({'a': ['name1']}))
>>> df2
       a
0  name1
>>> df1.bloom_filter('a', df2.a) # the 0th argument can also be an expression, for instance, df1.a + '1'
       a  b
0  name1  1
1  name1  4





The preceding code processes a small volume of data. Therefore, the rows that contain name2 and name3 in column a of df1 are filtered out. However, when processing large volumes of data, the system may not filter out some data that meets the specified condition.

As shown in the preceding join operation, some data that cannot be filtered out does not affect the program correctness, but can enhance the operation performance.

You can use capacity and error_rate to specify the data capacity and error rate, 3000 and 0.01 by default.


Note

Tuning the capacity value up or the error_rate value down increases the usage of memory. Therefore, you need to select a proper value as needed.






Pivot table

PyODPS DataFrame provides the pivot_table feature. You can use this feature as shown in the following example.

>>> df
     A    B      C  D  E
0  foo  one  small  1  3
1  foo  one  large  2  4
2  foo  one  large  2  5
3  foo  two  small  3  6
4  foo  two  small  3  4
5  bar  one  large  4  5
6  bar  one  small  5  3
7  bar  two  small  6  2
8  bar  two  large  7  1





The simplest pivot_table must provide the rows parameter to retrieve the mean from one or more fields.

>>> df['A', 'D', 'E'].pivot_table(rows='A')
     A  D_mean  E_mean
0  bar     5.5    2.75
1  foo     2.2    4.40





You can specify multiple rows to aggregate multiple fields.

>>> df.pivot_table(rows=['A', 'B', 'C'])
     A    B      C  D_mean  E_mean
0  bar  one  large     4.0     5.0
1  bar  one  small     5.0     3.0
2  bar  two  large     7.0     1.0
3  bar  two  small     6.0     2.0
4  foo  one  large     2.0     4.5
5  foo  one  small     1.0     3.0
6  foo  two  small     3.0     5.0





Specify the values parameter to display the column that you want to calculate.

>>> df.pivot_table(rows=['A', 'B'], values='D')
     A    B    D_mean
0  bar  one  4.500000
1  bar  two  6.500000
2  foo  one  1.666667
3  foo  two  3.000000





By default, the system calculates the mean of the column specified in values. You can specify one or more aggregate functions.

>>> df.pivot_table(rows=['A', 'B'], values=['D'], aggfunc=['mean', 'count', 'sum'])
     A    B    D_mean  D_count  D_sum
0  bar  one  4.500000        2      9
1  bar  two  6.500000        2     13
2  foo  one  1.666667        3      5
3  foo  two  3.000000        2      6





You can also use the values of a column in original data as a new Collection column. This is the most powerful benefit of pivot_table.

>>> df.pivot_table(rows=['A', 'B'], values='D', columns='C')
     A    B  large_D_mean  small_D_mean
0  bar  one           4.0           5.0
1  bar  two           7.0           6.0
2  foo  one           2.0           1.0
3  foo  two           NaN           3.0





The system provides fill_value to replace null values.

>>> df.pivot_table(rows=['A', 'B'], values='D', columns='C', fill_value=0)
     A    B  large_D_mean  small_D_mean
0  bar  one             4             5
1  bar  two             7             6
2  foo  one             2             1
3  foo  two             0             3








Key-value string transformation

DataFrame can extract key-value pairs into a column, and transform a common column to a key-value column.

The following code is the example for transformation:

>>> df
    name               kv
0  name1  k1=1,k2=3,k5=10
1  name1    k1=7.1,k7=8.2
2  name2    k2=1.2,k3=1.5
3  name2      k9=1.1,k2=1





Use the extract_kv method to extract key-value fields:

>>> df.extract_kv(columns=['kv'], kv_delim='=', item_delim=',')
   name   kv_k1  kv_k2  kv_k3  kv_k5  kv_k7  kv_k9
0  name1    1.0    3.0    NaN   10.0    NaN    NaN
1  name1    7.0    NaN    NaN    NaN    8.2    NaN
2  name2    NaN    1.2    1.5    NaN    NaN    NaN
3  name2    NaN    1.0    NaN    NaN    NaN    1.1





In this code, use columns to specify the field name that you want to extract. The separators for Key, Value, and key-value pairs are specified by the following two parameters, kv_delim and item_delim. The default separators are colons and commas. The output field name is the combination of the original field name and the Key value connected by underscores (_). For the default None value, you can use fill_value to specify the value to replace None. The following example is the processing result of the preceding df data.

>>> df.extract_kv(columns=['kv'], kv_delim='=', fill_value=0)
   name   kv_k1  kv_k2  kv_k3  kv_k5  kv_k7  kv_k9
0  name1    1.0    3.0    0.0   10.0    0.0    0.0
1  name1    7.0    0.0    0.0    0.0    8.2    0.0
2  name2    0.0    1.2    1.5    0.0    0.0    0.0
3  name2    0.0    1.0    0.0    0.0    0.0    1.1





DataFrame can also transform multiple columns to one key-value column. The following code is an example for transformation:

>>> df
   name    k1   k2   k3    k5   k7   k9
0  name1  1.0  3.0  NaN  10.0  NaN  NaN
1  name1  7.0  NaN  NaN   NaN  8.2  NaN
2  name2  NaN  1.2  1.5   NaN  NaN  NaN
3  name2  NaN  1.0  NaN   NaN  NaN  1.1





You can use the to_kv method to transform data to the key-value format:

>>> df.to_kv(columns=['k1', 'k2', 'k3', 'k5', 'k7', 'k9'], kv_delim='=')
    name               kv
0  name1  k1=1,k2=3,k5=10
1  name1    k1=7.1,k7=8.2
2  name2    k2=1.2,k3=1.5
3  name2      k9=1.1,k2=1











          

      

      

    

  

    
      
          
            
  
Data merging

from odps.df import DataFrame





movies = DataFrame(o.get_table('pyodps_ml_100k_movies'))
ratings = DataFrame(o.get_table('pyodps_ml_100k_ratings'))





movies.dtypes





odps.Schema {
  movie_id                            int64
  title                               string
  release_date                        string
  video_release_date                  string
  imdb_url                            string
}





ratings.dtypes





odps.Schema {
  user_id                     int64
  movie_id                    int64
  rating                      int64
  unix_timestamp              int64
}






Join operation

DataFrame supports the join operation for two Collection objects. If you do not specify the join conditions, the DataFrame application program interface (API) uses columns of the same name to join them.

>>> movies.join(ratings).head(3)
   movie_id              title  release_date  video_release_date                                           imdb_url  user_id  rating  unix_timestamp
0         3  Four Rooms (1995)   01-Jan-1995                      http://us.imdb.com/M/title-exact?Four%20Rooms%...       49       3       888068877
1         3  Four Rooms (1995)   01-Jan-1995                      http://us.imdb.com/M/title-exact?Four%20Rooms%...      621       5       881444887
2         3  Four Rooms (1995)   01-Jan-1995                      http://us.imdb.com/M/title-exact?Four%20Rooms%...      291       3       874833936





You can also explicitly specify the join conditions in the following ways:

>>> movies.join(ratings, on='movie_id').head(3)
   movie_id              title  release_date  video_release_date                                           imdb_url  user_id  rating  unix_timestamp
0         3  Four Rooms (1995)   01-Jan-1995                      http://us.imdb.com/M/title-exact?Four%20Rooms%...       49       3       888068877
1         3  Four Rooms (1995)   01-Jan-1995                      http://us.imdb.com/M/title-exact?Four%20Rooms%...      621       5       881444887
2         3  Four Rooms (1995)   01-Jan-1995                      http://us.imdb.com/M/title-exact?Four%20Rooms%...      291       3       874833936





During the join operation, if the field name in the on condition for both Collection objects is the same, the system selects one field name. In other types of join operations such as left_join, right_join, and outer_join, one of the field names in the on condition is renamed.

>>> movies.left_join(ratings, on='movie_id').head(3)
   movie_id_x              title  release_date  video_release_date                                           imdb_url  user_id  movie_id_y  rating  unix_timestamp
0           3  Four Rooms (1995)   01-Jan-1995                      http://us.imdb.com/M/title-exact?Four%20Rooms%...       49           3       3       888068877
1           3  Four Rooms (1995)   01-Jan-1995                      http://us.imdb.com/M/title-exact?Four%20Rooms%...      621           3       5       881444887
2           3  Four Rooms (1995)   01-Jan-1995                      http://us.imdb.com/M/title-exact?Four%20Rooms%...      291           3       3       874833936





In this code, movie_idis renamed as movie_id_x and movie_id_y. This renaming rule depends on the suffixesparameter (('_x', '_y')as the default). The fields of the same name are renamed using the specified suffix.

>>> ratings2 = ratings[ratings.exclude('movie_id'), ratings.movie_id.rename('movie_id2')]
>>> ratings2.dtypes
odps.Schema {
  user_id                     int64
  rating                      int64
  unix_timestamp              int64
  movie_id2                   int64
}
>>> movies.join(ratings2, on=[('movie_id', 'movie_id2')]).head(3)
   movie_id              title  release_date  video_release_date                                           imdb_url  user_id  rating  unix_timestamp  movie_id2
0         3  Four Rooms (1995)   01-Jan-1995                      http://us.imdb.com/M/title-exact?Four%20Rooms%...       49       3       888068877          3
1         3  Four Rooms (1995)   01-Jan-1995                      http://us.imdb.com/M/title-exact?Four%20Rooms%...      621       5       881444887          3
2         3  Four Rooms (1995)   01-Jan-1995                      http://us.imdb.com/M/title-exact?Four%20Rooms%...      291       3       874833936          3





You can also write the equality operators to indicate renaming.

>>> movies.join(ratings2, on=[movies.movie_id == ratings2.movie_id2]).head(3)
   movie_id              title  release_date  video_release_date                                           imdb_url  user_id  rating  unix_timestamp  movie_id2
0         3  Four Rooms (1995)   01-Jan-1995                      http://us.imdb.com/M/title-exact?Four%20Rooms%...       49       3       888068877          3
1         3  Four Rooms (1995)   01-Jan-1995                      http://us.imdb.com/M/title-exact?Four%20Rooms%...      621       5       881444887          3
2         3  Four Rooms (1995)   01-Jan-1995                      http://us.imdb.com/M/title-exact?Four%20Rooms%...      291       3       874833936          3





During the self-join operation, you can use the viewmethod to retrieve fields respectively from the left and right DataFrame objects.

>>> movies2 = movies.view()
>>> movies.join(movies2, movies.movie_id == movies2.movie_id)[movies, movies2.movie_id.rename('movie_id2')].head(3)
   movie_id            title_x release_date_x video_release_date_x  \
0         2   GoldenEye (1995)    01-Jan-1995                 True
1         3  Four Rooms (1995)    01-Jan-1995                 True
2         4  Get Shorty (1995)    01-Jan-1995                 True

                                          imdb_url_x  movie_id2
0  http://us.imdb.com/M/title-exact?GoldenEye%20(...          2
1  http://us.imdb.com/M/title-exact?Four%20Rooms%...          3
2  http://us.imdb.com/M/title-exact?Get%20Shorty%...          4





In addition to join, DataFrame supports left_join, right_join, and outer_join. In these join operations, renamed columns are suffixed with _x and _y by default. You can use a 2‑tuple to define the suffix in the suffixes parameter.

During the outer_join operation, to avoid repeated columns of the same equal predicate, set the merge_columns option to True. Therefore, the system selects non-null values from these columns as the values in a new column:

>>> movies.left_join(ratings, on='movie_id', merge_columns=True)





To use the mapjoinoperation, set mapjoin to True. Therefore, the system executes the mapjoin operation for the right DataFrame object.

You can also join Collection objects respectively from MaxCompute and pandas, or join those respectively from MaxCompute and a database. MaxCompute rather than pandas or the database executes the computation.




Union operation

For two tables of consistent fields and types, which are automatically ordered, you can use the union or concat operation to combine both tables into a single table.

>>> mov1 = movies[movies.movie_id < 3]['movie_id', 'title']
>>> mov2 = movies[(movies.movie_id > 3) & (movies.movie_id < 6)]['title', 'movie_id']
>>> mov1.union(mov2)
   movie_id              title
0         1   Toy Story (1995)
1         2   GoldenEye (1995)
2         4  Get Shorty (1995)
3         5     Copycat (1995)





You can execute the union operation for Collection objects respectively from MaxCompute and pandas, or for those respectively from MaxCompute and a database. MaxCompute rather than pandas or the database executes the computation.







          

      

      

    

  

    
      
          
            
  from odps.df import DataFrame





iris = DataFrame(o.get_table('pyodps_iris'))






Window functions

The DataFrame application program interface (API) supports window functions:

>>> grouped = iris.groupby('name')
>>> grouped.mutate(grouped.sepallength.cumsum(), grouped.sort('sepallength').row_number()).head(10)
          name  sepallength_sum  row_number
0  Iris-setosa            250.3           1
1  Iris-setosa            250.3           2
2  Iris-setosa            250.3           3
3  Iris-setosa            250.3           4
4  Iris-setosa            250.3           5
5  Iris-setosa            250.3           6
6  Iris-setosa            250.3           7
7  Iris-setosa            250.3           8
8  Iris-setosa            250.3           9
9  Iris-setosa            250.3          10





You can use Window functions to select columns:

>>> iris['name', 'sepallength', iris.groupby('name').sort('sepallength').sepallength.cumcount()].head(5)
          name  sepallength  sepallength_count
0  Iris-setosa          4.3                  1
1  Iris-setosa          4.4                  2
2  Iris-setosa          4.4                  3
3  Iris-setosa          4.4                  4
4  Iris-setosa          4.5                  5





To use window functions to aggregate by scalar, follow the processing method of grouping and aggregation.

>>> from odps.df import Scalar
>>> iris.groupby(Scalar(1)).sort('sepallength').sepallength.cumcount()





The DataFrame API supports the following window functions:







	Window functions

	Description





	cumsum

	Calculates the cumulative sum.



	cummean

	Calculates the cumulative mean.



	cummedian

	Calculates the cumulative median.



	cumstd

	Calculates the cumulative standard deviation.



	cummax

	Calculates the cumulative maximum.



	cummin

	Calculates the cumulative minimum.



	cumcount

	Calculates the cumulative sum.



	lag

	Retrieves the value in the row with the offset before the current row. For example, you can retrieve the value in the row rn-offset when the current row is rn.



	lead

	Retrieves the value in the row with the offset following the current row. For example, you can retrieve the value in the row rn+offset when the current row is rn.



	rank

	Calculates the rank.



	dense_rank

	Calculates the dense rank.



	percent_rank

	Calculates the relative rank.



	row_number

	Calculates the row number, starting from 1.



	qcut

	Cuts data in the group into n slices in order and returns the number of the cut containing the current data. If data are not distributed evenly in cuts, extra data will be put in the first cut.



	nth_value

	Returns the nth value in the group



	cume_dist

	Calculates the ratio of lines whose line numbers are less than the current line






In the preceding window functions, rank, dense_rank, percent_rank, and row_number support the following parameters:







	Parameter

	Description





	sort

	This is the sorting keyword, which is null by default.



	ascending

	You can specify this parameter to enable or disable the ascending order in sorting. This parameter is set to True by default.






In addition to the rank parameter, the lag and lead window functions support the following parameters:







	Parameter

	Description





	offset

	Indicates the number of rows that are between the current row and the row where you retrieve data.



	default

	Returns this value when the row that has been specified in the offset does not exist.






In addition to the rank parameter, the cumsum, cummax, cummin, cummean, cummedian, cumcount, and cumstd window functions support the following parameters:







	Parameter

	Description





	unique

	Enables or disables deduplication of data. This parameter is set to False by default.



	preceding

	Specifies the start of windowing.



	following

	Specifies the end of windowing.










          

      

      

    

  

    
      
          
            
  
Plotting

PyODPS DataFrame provides plotting. To enable plotting, install the pandas and matplotlib libraries.

The following examples run in Jupyter:

>>> from odps.df import DataFrame
>>> iris = DataFrame(o.get_table('pyodps_iris'))
>>> %matplotlib inline
>>> iris.sepalwidth.plot()
<matplotlib.axes._subplots.AxesSubplot at 0x10c2b3510>





[image: _images/df-plot-iris-sequence.png]
>>> iris.plot()
<matplotlib.axes._subplots.AxesSubplot at 0x10db7e690>





[image: _images/df-plot-iris-collection.png]
>>> iris.groupby('name').sum().plot(kind='bar', x='name', stacked=True, rot=30)
<matplotlib.axes._subplots.AxesSubplot at 0x10c5f2090>





[image: _images/df-plot-iris-sum.png]
>>> iris.hist(sharex=True)
array([[<matplotlib.axes._subplots.AxesSubplot object at 0x10e013f90>,
        <matplotlib.axes._subplots.AxesSubplot object at 0x10e2d1c10>],
       [<matplotlib.axes._subplots.AxesSubplot object at 0x10e353f10>,
        <matplotlib.axes._subplots.AxesSubplot object at 0x10e3c4410>]], dtype=object)





[image: _images/df-plot-iris-hist.png]
The kindparameter specifies the plotting type, and supports the following types:







	kind

	Description





	line

	Line chart



	bar

	Vertical bar chart



	barh

	Horizontal bar chart



	hist

	Histogram



	box

	Boxplot



	kde

	Kernel density estimation



	density

	Same as kernel density estimation



	area

	


	pie

	Pie chart



	scatter

	Scatter chart



	hexbin

	





For more information, see pandas.DataFrame.plot: http://pandas.pydata.org/pandas-docs/stable/generated/pandas.DataFrame.plot.html

The plot function also provides the following parameters for plotting:







	Parameter

	Description





	xlabel

	X axis name



	ylabel

	Y axis name



	xlabelsize

	Size of x axis name



	ylabelsize

	Size of y axis name



	labelsize

	Axis name size



	title

	Title



	titlesize

	Title size



	annotate

	Annotation










          

      

      

    

  

    
      
          
            
  
Debugging instructions


Visualized DataFrame

Python on MaxCompute (PyODPS) DataFrame can optimize and display the entire operation execution. You can use this to visualize the entire computation process of the operation execution.

Note that this visualization depends on graphviz [http://www.graphviz.org/Download..php] and the graphviz Python package.

>>> df = iris.groupby('name').agg(id=iris.sepalwidth.sum())
>>> df = df[df.name, df.id + 3]
>>> df.visualize()





[image: _images/df-steps-visualize.svg]PyODPS DataFrame combines the GroupBy operation and column filtering, as seen in the computation process.

>>> df = iris.groupby('name').agg(id=iris.sepalwidth.sum()).cache()
>>> df2 = df[df.name, df.id + 3]
>>> df2.visualize()





[image: _images/df-op-merge-visualize.svg]Due to the executed cache operation, the entire process runs in two steps.




View compiling results at the MaxCompute SQL backend

Use the compile method to view SQL compiling results at the MaxCompute SQL backend.

>>> df = iris.groupby('name').agg(sepalwidth=iris.sepalwidth.max())
>>> df.compile()
Stage 1:

SQL compiled:

SELECT
  t1.`name`,
  MAX(t1.`sepalwidth`) AS `sepalwidth`
FROM test_pyodps_dev.`pyodps_iris` t1
GROUP BY
  t1.`name`








Execute local debugging with the pandas computation backend

The DataFrame application program interfaces (APIs) that are created from the MaxCompute table do not compile some operations to MaxCompute SQL for execution. DataFrame instead uses the Tunnel API to download data quickly, without the need to wait for MaxCompute SQL task scheduling. Using this feature, you can quickly download small amounts of MaxCompute data to a local directory, and use the pandas computation backend to compile and debug code.

Follow these operations:


	Select all or some items of data from a non-partitioned table, or filter column data excluding column computation, and then calculate the number of specific data items.


	Select all or some items of data from all or the first several partition columns that you have specified in a partitioned table, or filter the column data, and then calculate the number of data items.




If the iris object of DataFrame uses non-partitioned MaxCompute table as the source, the following operation uses the Tunnel API to download data:

>>> iris.count()
>>> iris['name', 'sepalwidth'][:10]





If DataFrame uses a partitioned table that includes three fields ds, hh, and mm, the following operation uses Tunnel commands to download data:

>>> df[:10]
>>> df[df.ds == '20160808']['f0', 'f1']
>>> df[(df.ds == '20160808') & (df.hh == 3)][:10]
>>> df[(df.ds == '20160808') & (df.hh == 3) & (df.mm == 15)]





You can use the to_pandas method to download some data to a local directory for debugging. You can write the following code:

>>> DEBUG = True





>>> if DEBUG:
>>>     df = iris[:100].to_pandas(wrap=True)
>>> else:
>>>     df = iris





At the end of compiling, set DEBUG to False to execute complete computation on MaxCompute.


Note

Restricted by the sandbox, some programs that pass local debugging may fail to run on MaxCompute.









          

      

      

    

  

    
      
          
            
  
User experience enhancement


Command line

PyODPS provides an enhanced command line experience. Once you have set up your account the first time, you no longer need to re-enter account information at logon.

from odps.inter import setup, enter, teardown





Configure your account as follows:

setup('**your-access_id**', '**your-access-key**', '**your-project**', endpoint='**your-endpoint**')





When the ``room``parameter has not been specified, the ``default``room is set.

You can then call the enter method to create a Room object in any Python interactive interface, as follows:

room = enter()





You can retrieve the ODPS object as follows:

o = room.odps





o.get_table('dual')





odps.Table
  name: odps_test_sqltask_finance.`dual`
  schema:
    c_int_a                 : bigint
    c_int_b                 : bigint
    c_double_a              : double
    c_double_b              : double
    c_string_a              : string
    c_string_b              : string
    c_bool_a                : boolean
    c_bool_b                : boolean
    c_datetime_a            : datetime
    c_datetime_b            : datetime






Note

Note: The ODPS object is not automatically updated when you change the setup of the room. You need to call enter() again to retrieve the new Room object.



You can store commonly used MaxCompute tables or resources in the room.

room.store('stored-table', o.get_table('dual'), desc='Simple Table Store Example')





You can call the displaymethod to print the stored objects in a table format:

room.display()







  
    
      	default
      	desc
    

    
      	name
      	
    

  
  
    
      	stored-table
      	Simple Table Store Example
    

    
      	iris
      	Anderson's Iris data
    

  



You can use room['stored-table']or room.iristo retrieve the stored objects.

room['stored-table']





odps.Table
  name: odps_test_sqltask_finance.`dual`
  schema:
    c_int_a                 : bigint
    c_int_b                 : bigint
    c_double_a              : double
    c_double_b              : double
    c_string_a              : string
    c_string_b              : string
    c_bool_a                : boolean
    c_bool_b                : boolean
    c_datetime_a            : datetime
    c_datetime_b            : datetime





You can call the drop method to delete objects.

room.drop('stored-table')





room.display()







  
    
      	default
      	desc
    

    
      	name
      	
    

  
  
    
      	iris
      	Anderson's Iris data
    

  



You can delete a room by calling teardown. When no parameter has been specified, the default room is deleted.

teardown()








IPython

PyODPS provides IPython plugins to make it easy to perform MaxCompute operations.

Some commands are provided for command line enhancement. You can load the plugins as follows:

%load_ext odps





%enter





<odps.inter.Room at 0x11341df10>





Now the global o and odps variables can be retrieved, as follows:

o.get_table('dual')
odps.get_table('dual')





odps.Table
  name: odps_test_sqltask_finance.`dual`
  schema:
    c_int_a                 : bigint
    c_int_b                 : bigint
    c_double_a              : double
    c_double_b              : double
    c_string_a              : string
    c_string_b              : string
    c_bool_a                : boolean
    c_bool_b                : boolean
    c_datetime_a            : datetime
    c_datetime_b            : datetime





%stores







  
    
      	default
      	desc
    

    
      	name
      	
    

  
  
    
      	iris
      	Anderson's Iris data
    

  




Object name completion

PyODPS enhances the code completion feature that is provided by IPython. When you are writing statements such as o.get_xxx, the object name is automatically completed.

For example, enter the following statement in IPython. Note that <tab> is not the actual input character. When the entry is complete, move the cursor to the end of the statement and click the Tab button.

o.get_table(<tab>





If you know the first few characters of the object name, for example:

o.get_table('tabl<tab>





IPython automatically enters a table name starting with tabl.

This feature can also complete the names of objects from different projects.

o.get_table(project='project_name', name='tabl<tab>
o.get_table('tabl<tab>', project='project_name')





A list is given when multiple matching objects exist. The maximum length of the list is set by options.completion_size. The default is 10.




SQL statements

PyODPS provides SQL plugins to execute MaxCompute SQL statements. The following is a single-line SQL statement.

%sql select * from pyodps_iris limit 5







  
    
      	
      	sepallength
      	sepalwidth
      	petallength
      	petalwidth
      	name
    

  
  
    
      	0
      	5.1
      	3.5
      	1.4
      	0.2
      	Iris-setosa
    

    
      	1
      	4.9
      	3.0
      	1.4
      	0.2
      	Iris-setosa
    

    
      	2
      	4.7
      	3.2
      	1.3
      	0.2
      	Iris-setosa
    

    
      	3
      	4.6
      	3.1
      	1.5
      	0.2
      	Iris-setosa
    

    
      	4
      	5.0
      	3.6
      	1.4
      	0.2
      	Iris-setosa
    

  



You can use %%sql to execute multi-line SQL statements.

%%sql

select * from pyodps_iris
where sepallength < 5
limit 5







  
    
      	
      	sepallength
      	sepalwidth
      	petallength
      	petalwidth
      	name
    

  
  
    
      	0
      	4.9
      	3.0
      	1.4
      	0.2
      	Iris-setosa
    

    
      	1
      	4.7
      	3.2
      	1.3
      	0.2
      	Iris-setosa
    

    
      	2
      	4.6
      	3.1
      	1.5
      	0.2
      	Iris-setosa
    

    
      	3
      	4.6
      	3.4
      	1.4
      	0.3
      	Iris-setosa
    

    
      	4
      	4.4
      	2.9
      	1.4
      	0.2
      	Iris-setosa
    

  



To execute parameterized SQL statements, you can use :parameterto specify the parameter.

In [1]: %load_ext odps

In [2]: mytable = 'dual'

In [3]: %sql select * from :mytable
|==========================================|   1 /  1  (100.00%)         2s
Out[3]:
   c_int_a  c_int_b  c_double_a  c_double_b  c_string_a  c_string_b c_bool_a  \
0        0        0       -1203           0           0       -1203     True

  c_bool_b         c_datetime_a         c_datetime_b
0    False  2012-03-30 23:59:58  2012-03-30 23:59:59





For SQL runtime parameters, you can use %set to set a global parameter, or use set within a SQL Cell to set a local parameter.

In [17]: %%sql
         set odps.sql.mapper.split.size = 16;
         select * from pyodps_iris;





The example above sets a local parameter.

In [18]: %set odps.sql.mapper.split.size = 16





The example above sets a global parameter.




Upload pandas DataFrame to MaxCompute tables

PyODPS provides the following command to upload pandas DataFrame objects to MaxCompute tables:

import pandas as pd
import numpy as np

df = pd.DataFrame(np.arange(9).reshape(3, 3), columns=list('abc'))





%persist df pyodps_pandas_df





The first parameter dfis the variable name. pyodps_pandas_dfis the MaxCompute table name.






Jupyter Notebook

PyODPS enhances features such as result exploration and progress display in Jupyter Notebook.


Result exploration

PyODPS provides a data exploration feature for SQL Cell and DataFrame in Jupyter Notebook. You can use interactive data exploration tools to browse data and create graphs.

If the execution result is a DataFrame object, PyODPS reads the result and displays it in a paged table. Click a page number or the pre/next button to browse the data.

[image: _images/dfview-data-grid.png]
You can choose different graphs to present data on the top of the page. In addition to the data table, a bar chart, pie chart, line chart, and scatter plot are also provided. The following example is a scatter plot created from the default fields, which are the first three fields.

[image: _images/dfview-scatter.png]
In a graph mode, you can click the Configuration button on the top right corner to change the settings of a graph. For example, select the name for the grouping column, select the petallength for the X-axis, and select the petalwidth for the Y-axis. As you can see in the following graph, this dimension setting makes it easy to understand the data:

[image: _images/dfview-scatter-opts.png]
For bar charts and pie charts, you can select an aggregate function for the value fields. The default function is sum for bar charts, and count for pie charts. You can click the function name after the value fields to change it.

For line charts, the values on the X-axis cannot be null. The graph may not meet expectations.

[image: _images/dfview-pie-aggsel.png]
After finishing your graph, click the Download button to save it.


Note

Note: You must have Pandas and ipywidgets properly installed to use this feature.






Progress bar

The execution of large jobs usually takes a long time. Therefore, PyODPS provides progress bars to show the progress of the execution. When DataFrame objects, machine learning jobs, and SQL statements starting with %sql are executing in Jupyter Notebook, a list of these jobs and their overall progress are displayed as follows:

[image: _images/progress_example.png]
When you click a job name, a dialog box pops up, displaying the progress of each task in the job.

[image: _images/task_details_dialog.png]
After the execution has been completed, a message pops up, displaying whether the job has been successful.

[image: _images/exec_notify.png]








          

      

      

    

  

    
      
          
            
  
Configuration

PyODPS provides a series of configuration options, which can be obtained through odps.options. Here is a simple example:

from odps import options
# configure lifecycle for all output tables (option lifecycle)
options.lifecycle = 30
# handle string type as bytes when downloading with Tunnel (option tunnel.string_as_binary)
options.tunnel.string_as_binary = True
# get more records when sorting the DataFrame with MaxCompute
options.df.odps.sort.limit = 100000000





The following lists configurable MaxCompute options:


General configurations








	Option

	Description

	Default value





	endpoint

	MaxCompute Endpoint

	None



	default_project

	Default project

	None



	log_view_host

	LogView host name

	None



	log_view_hours

	LogView holding time (hours)

	24



	local_timezone

	Used time zone. None indicates that PyODPS takes no actions, True indicates local time, and False indicates UTC. The time zone of pytz package can also be used.

	None



	lifecycle

	Life cycles of all tables

	None



	temp_lifecycle

	Life cycles of temporary tables

	1



	biz_id

	User ID

	None



	verbose

	Whether to print logs

	False



	verbose_log

	Log receiver

	None



	chunk_size

	Size of write buffer

	1496



	retry_times

	Request retry times

	4



	pool_connections

	Number of cached connections in the connection pool

	10



	pool_maxsize

	Maximum capacity of the connection pool

	10



	connect_timeout

	Connection time-out

	5



	read_timeout

	Read time-out

	120



	api_proxy

	Proxy address for APIs

	None



	data_proxy

	Proxy address for data transfer

	None



	completion_size

	Limit on the number of object complete listing items

	10



	display.notebook_widget

	使用交互式插件

	True



	sql.settings

	Global hints for MaxCompute SQL

	None



	sql.use_odps2_extension

	Enable MaxCompute 2.0 language extension

	False









Data upload/download configurations








	Option

	Description

	Default value





	tunnel.endpoint

	Tunnel Endpoint

	None



	tunnel.use_instance_tunnel

	Use Instance Tunnel to obtain the execution result

	True



	tunnel.limit_instance_tunnel

	Limit the number of results obtained by Instance Tunnel

	None



	tunnel.string_as_binary

	Use bytes instead of unicode in the string type

	False









DataFrame configurations








	Option

	Description

	Default value





	interactive

	Whether in an interactive environment

	Depend on the detection value



	df.analyze

	Whether to enable non-MaxCompute built-in functions

	True



	df.optimize

	Whether to enable DataFrame overall optimization

	True



	df.optimizes.pp

	Whether to enable DataFrame predicate push down optimization

	True



	df.optimizes.cp

	Whether to enable DataFrame column tailoring optimization

	True



	df.optimizes.tunnel

	Whether to enable DataFrame tunnel optimization

	True



	df.quote

	Whether to use `` to mark fields and table names at the end of MaxCompute SQL

	True



	df.libraries

	Third-party library (resource name) that is used for DataFrame running

	None



	df.supersede_libraries

	Use numpy package resource to supersede the version provided by MaxCompute

	False



	df.odps.sort.limit

	Limit count when sort is performed

	10000









PyODPS ML configurations








	Option

	Description

	Default value





	ml.xflow_settings

	Global settings for Xflow Task

	None



	ml.xflow_project

	Default Xflow project name

	algo_public



	ml.use_model_transfer

	Whether to use ModelTransfer to obtain the model PMML

	False



	ml.model_volume

	Volume name used when ModelTransfer is used

	pyodps_volume












          

      

      

    

  

    
      
          
            
  
Frequently asked questions

如何查看当前使用的 PyODPS 版本

import odps
print(odps.__version__)





Installation failure/error

For more information, see PyODPS installation FAQ (Chinese version only) [https://yq.aliyun.com/articles/277333] .

Project not found error

This error is caused by an error in the configuration of Endpoint. For more information, see MaxCompute activation and service connections by region [https://www.alibabacloud.com/help/en/doc-detail/34951.htm#MaxCompute%20activation%20and%20service%20connections%20by%20region] . Check to see if the ODPS object parameter position is correct.

如何手动指定 Tunnel Endpoint

You can create your MaxCompute (ODPS) entrance object with an extra `tunnel_endpoint` parameter, as shown in the following code. Asterisks should be removed.

from odps import ODPS

o = ODPS('**your-access-id**', '**your-secret-access-key**', '**your-default-project**',
         endpoint='**your-end-point**', tunnel_endpoint='**your-tunnel-endpoint**')





An error occurred while reading data: “project is protected”. How can I deal with this error?

The project security policy disables reading data from tables. To retrieve all the data, you can apply the following solutions:


	Contact the Project Owner to add exceptions.


	Use DataWorks or other masking tool to mask the data and export the data as an unprotected project before reading.




To retrieve part of the data, you can apply the following solutions:


	Use o.execute_sql('select * from <table_name>').open_reader()


	Use DataFrame, o.get_table('<table_name>').to_df()




An error occurred while using IPython and Jupyter: ImportError. How can I deal with this error?

If running from odps import errors does not fix the error, you need to execute pip install -U jupyter to install the ipython component.

I can only retrieve a maximum of 10,000 items of data by executing SQL command open_reader. How can I retrieve more than 10,000 items of data?

Use create table as select ... to save the SQL execution result to a table, and use table.open_reader to read data.

An error occurred while uploading pandas DataFrame to MaxCompute ODPS: ODPSError: ODPS entrance should be provided. How can I deal with this error?

You need to set the ODPS object to global in one of the three following ways:


	When using room mechanism , %enter , configure the global ODPS object.


	Call the to_global method when using the ODPS object.


	Use the MaxCompute parameter DataFrame(pd_df).persist('your_table', odps=odps).




How can I use max_pt in DataFrame?

Use the odps.df.func module to call the built-in functions of MaxCompute.

from odps.df import func
df = o.get_table('your_table').to_df()
df[df.ds == func.max_pt('your_project.your_table')]  # ds is a partition column





Error “table lifecycle is not specified in mandatory mode” occurred when persisting DataFrame to table

Your project requires that every table should be created with a lifecycle. Thus you should run the code below every time you run your own code.

from odps import options
options.lifecycle = 7  # or your expected lifecycle in days





Error “Please add put { “odps.sql.submit.mode” : “script”} for multi-statement query in settings” occurred when executing SQL scripts

Please read set runtime parameters for more information.

How to enumerate rows in PyODPS DataFrame

We do not support enumerating over every row in PyODPS DataFrame. As PyODPS DataFrame mainly focuses on handling huge amount of data, enumerating over every row means low efficiency and is discouraged. We recommend using `apply` or `map_reduce` methods of DataFrame to parallelize your enumerations. Details can be found in this article [https://yq.aliyun.com/articles/138752] . If you are sure that your code cannot be parallelized using methods listed above, and the cost of enumeration is tolerable, you may use `to_pandas` to convert your DataFrame into Pandas, or persist your DataFrame into a MaxCompute table and read it via `read_table` method or table tunnel.





          

      

      

    

  

    
      
          
            
  
Mars

环境准备

要在 MaxCompute 上运行 Mars，需要有相应的运行环境。这可以分为如下几种情况。


	开箱即用的环境，如 dataworks，会包含所需要的依赖。


	其他环境，需要自己安装相关依赖。




我们分别展开。

开箱即用的环境

开箱即用的环境，如 dataworks 的 pyodps3 节点，已经包含了 PyODPS 和 Mars。

在新建的 pyodps3 节点里运行如下命令检查版本，确保满足要求。

from odps import __version__ as odps_version
from mars import __version__ as mars_version

print(odps_version)
print(mars_version)





输出的第一个为 PyODPS 版本，第二个为 Mars 版本。要求 PyODPS 至少是 0.9.0。

其他环境

这个环境就要求通过 pip 安装 PyODPS 和 Mars。Python 版本推荐使用 3.7 版本，至少需要是 3.5 版本。

通过如下命令安装：

pip install -U pip  # 可选，确保 pip 版本足够新
pip install pyodps[mars]>=0.9.2  # pyodps 需要至少 0.9.2，这个方式也会安装 mars





准备 ODPS 入口

ODPS 入口是 MaxCompute 所有操作的基础：


	对于开箱即用的环境，如 dataworks，我们会自动创建 o 即 ODPS 入口实例，因此可以不需要创建。


	对于其他环境，需要通过 access_id、access_key 等参数创建，详细参考 快速开始 。




在 MaxCompute 上使用 Mars，我们提供了简单易用的接口来拉起 Mars 集群，用户不需要关心安装和维护集群。同时，通过 MaxCompute 拉起的 Mars，也支持直接读写 MaxCompute 表。

Mars 简介

Mars 能够加速 Python 数据科学栈，兼容 numpy、pandas 和 scikit-learn 的接口，可以通过查看 Mars文档 [https://docs.pymars.org/zh_CN/latest/] 了解详细用法，
并且 Mars 能够直接读写 MaxCompute 表，具体用法可以参考 Mars 读写表 。



	Mars 快速开始

	Mars 使用指南

	Mars 三方库集成

	Mars 使用场景和 FAQ









          

      

      

    

  

    
      
          
            
  
Mars 快速开始


准备 ODPS 入口

ODPS 入口是 MaxCompute 所有操作的基础，首先获取 ODPS 对象。




提交 Mars 作业

Mars 目前有两种模式提交作业，一种是 Job 模式，编写一个函数提交执行。另一种是 cluster 模式，拉起 Mars 集群，通过 Mars session 提交作业。


Job 模式

Job 模式中我们只需要写一个处理数据的函数并提交即可，简单易操作，数据可以是 ODPS 表。并且在这种模式下，读写表性能会明显优于客户端使用 tunnel 读写表。
对于 DataWorks 用户来说，这种方式不会受限于 DataWorks 节点的资源，可以指定作业运行所需要的 CPU 以及内存，函数提交后会在 Mars 服务端执行。

首先需要编写函数：

def func(s_name, d_name):
    # 如果能够使用 Mars DataFrame 处理，这里不需要调用 to_pandas
    df = o.to_mars_dataframe(s_name).to_pandas()
    o.persist_mars_dataframe(df, d_name)





与 PyODPS 代码相比，在函数内只需要修改读写表的接口，就可以轻松地改写 PyODPS 代码作为 Mars job 提交，并且在读写表上获得比较大的性能提升。

当我们完成函数编写之后，只需要通过 run_mars_job 接口提交这个函数就可以完成执行。

o.run_mars_job(func, args=('source_table_name', 'des_table_name'),
               worker_cpu=4, worker_mem=8)





如果任务数据很大，内存或者 CPU 要求比较高，可以通过参数 worker_cpu, worker_mem 配置(单位分别是核数、Gb)。

o.run_mars_job(func, args=('source_table_name', 'des_table_name'), worker_cpu=8, worker_mem=32)





传入以上参数时，服务端会使用8核32G的资源完成计算。

更加详细的用法可以参考 Job 模式。




使用 Mars 集群

除了 job 模式外，用户也可以先拉起 Mars 集群，通过创建的默认 session 提交任务到 Mars 集群。在交互式环境下用户可以多次提交 Mars 任务，进行数据探索等，不需要使用时停止 Mars 集群即可。

首先拉起 Mars 集群，只需要运行如下代码。

>>> from odps import options
>>> options.verbose = True  # 在 dataworks pyodps3 里已经设置，所以不需要前两行代码
>>> client = o.create_mars_cluster(2, 4, 16)





这个例子里指定了 worker 数量为 2 的集群，每个 worker 是4核、16G 内存的配置。

create_mars_cluster 会默认将集群命名为 default，如果已经创建过集群，则可以直接运行。

>>> from odps import options
>>> options.verbose = True
>>> client = o.create_mars_cluster()  # 会自动找已经创建的，名字为 default 的集群。





集群默认不开启 notebook，要使用 notebook，需要指定 with_notebook=True。

>>> client = o.create_mars_cluster(2, 4, 16, with_notebook=True)





通过 to_mars_dataframe 接口可以读取 ODPS 表。

>>> df = o.to_mars_dataframe('test_mars')
>>> df.head(6).execute()
       col1  col2
0        0    0
1        0    1
2        0    2
3        1    0
4        1    1
5        1    2





如果需要将读的数据上传到其他表里，可以通过 o.persist_mars_dataframe(df, 'table_name') 将 Mars DataFrame 保存成 MaxCompute 表。

当你不再需要运行其他作业时，可以通过调用 client.stop_server() 手动释放 Mars 集群：

client.stop_server()





更多的介绍可以参考 创建 Mars 集群相关内容。









          

      

      

    

  

    
      
          
            
  
Mars 使用指南


基本概念


	MaxCompute 任务实例 ：MaxCompute 上任务以 instance 概念存在。Mars 集群也是通过一个 MaxCompute Instance 拉起。


	Logview 地址 ：每个 MaxCompute instance 包含一个 logview 地址来查看任务状态。拉起 Mars 集群的 instance 也不例外。


	Mars UI: Mars 集群拉起后，会包含一个 Web UI，通过这个 Web UI，可以查看 Mars 集群、任务状态，可以提交任务。当集群拉起后，一般来说就不需要和 MaxCompute 任务实例交互了。


	Mars session：Mars session 和具体的执行有关，一般情况下用户不需要关心 session，因为会包含默认的 session。通过 o.create_mars_cluster 创建了 Mars 集群后，会创建默认连接到 Mars 集群的 session。


	Jupyter Notebook [https://jupyter.org/]：Jupyter Notebook 是一个基于网页的用于交互式计算的应用程序，可以用来开发、文档编写、运行代码和展示结果。







Job 模式

除了创建集群，Mars 也支持 Job 模式，通过 run_mars_job 提交一个函数即可。

这里我们用 scikit-learn 的线性回归模型做一个简单的预测，用户需要先将数据转成 Pandas DataFrame 然后送进 scikit-learn 训练，最终对其他数据做预测。

def lr(train_table_name, predict_table_name, predict_result_table_name):
    """
    train_table_name: 训练数据表名
    predict_table_name： 预测数据表名
    predict_result_table_name: 预测结果写入的表
    """
    from sklearn.linear_model import LinearRegression

    # 首先读取 ODPS 表数据转成 Pandas DataFrame（如果能够使用 Mars DataFrame 处理，这里不需要调用 to_pandas）
    train = o.to_mars_dataframe(train_table_name).to_pandas()
    predict = o.to_mars_dataframe(predict_table_name).to_pandas()

    # 用训练数据训练线性模型
    model = LinearRegression()
    model.fit(train[['feature_0', 'feature_1', 'feature_2', 'feature_3']], train['label'])

    # 通过训练模型预测并写回 ODPS 表
    r = model.predict(predict)
    predict['label'] = r
    o.persist_mars_dataframe(predict, predict_result_table_name)





与 PyODPS 代码相比，在函数内只需要修改读写表的接口，就可以轻松地改写 PyODPS 代码作为 Mars job 提交，并且在读写表上获得比较大的性能提升。

当我们完成函数编写之后，只需要通过 run_mars_job 接口提交这个函数就可以完成执行。

o.run_mars_job(lr, args=('lr_train', 'lr_predict', 'lr_result')





这时候通过 PyODPS 查看下写入表的数据。

>>> print(o.get_table('lr_result').to_df().head(5))
feature_0  feature_1  feature_2  feature_3     label
0      0.862161   0.191769   0.035150   0.205261  0.377867
1      0.680941   0.485966   0.205100   0.465406  0.357505
2      0.084769   0.052192   0.388197   0.359167  0.934485
3      0.796768   0.786261   0.842185   0.771270  0.194126
4      0.950937   0.844548   0.682275   0.406223  0.309936





如果任务数据很大，内存或者 CPU 要求比较高，可以通过参数 worker_cpu, worker_mem 配置(单位分别是核数、Gb)。

o.run_mars_job(lr, args=('lr_train', 'lr_predict', 'lr_result', worker_cpu=8, worker_mem=32)





传入以上参数时，服务端会使用8核32G的资源完成计算。

当使用可以增量方式学习的模型时，用户可以使用 iterrows 接口，避免下载全量数据，减少内存资源的使用。这里用 scikit-learn 中的 MiniBatchKMeans 模型做训练。

def BatchKmeans(train_table_name, predict_table_name, predict_result_table_name):
    """
    train_table_name: 训练数据表名
    predict_table_name： 预测数据表名
    predict_result_table_name: 预测结果写入的表
    """
    from sklearn.cluster import MiniBatchKMeans

    # 首先读取 ODPS 表数据转成 Mars DataFrame, 通过 DataFrame 的 iterrows 接口
    train = o.to_mars_dataframe(train_table_name)
    predict = o.to_mars_dataframe(predict_table_name)

    # 构造 MiniBatchKMeans 模型并通过 iterrows 分批次送入训练
    BATCH_SIZE = 100
    model = MiniBatchKMeans(n_clusters=3, random_state=0, batch_size=BATCH_SIZE)

    batch_data = []
    for row in train.iterrows():
        batch_data.append(row[1])
        if len(batch_data) == BATCH_SIZE:
            model.partial_fit(batch_data)
            batch_data = []
    if len(batch_data) > 0:
        model.partial_fit(batch_data)

    # 通过训练模型预测并写回 ODPS 表
    r = model.predict(predict.to_pandas())
    predict['label'] = r
    o.persist_mars_dataframe(predict, predict_result_table_name)





然后像上述方式通过 run_mars_job 提交即可。其中读写 MaxCompute 表操作参考 Mars 读写表 。




Cluster 模式

Mars 提供 cluster 模式，首先拉起 Mars 集群，接着通过 Mars session 可以多次提交作业。


创建 Mars 集群

准备好环境后，接着我们就可以拉起 Mars 集群了。

有了 o 这个对象后，拉起 Mars 集群非常简单，只需要运行如下代码。

from odps import options
options.verbose = True  # 在 dataworks pyodps3 里已经设置，所以不需要前两行代码
client = o.create_mars_cluster(3, 4, 16, min_worker_num=2)





这个例子里指定了 worker 数量为 3 的集群，每个 worker 是4核、16G 内存的配置，min_worker_num 指当 worker 已经起了2个后，
就可以返回 client 对象了，而不用等全部 3 个 worker 都启动再返回。Mars 集群的创建过程可能比较慢，需要耐心等待。

对于上面示例中的一个 Mars 集群，除了 worker 使用了12核、48G内存的资源，默认 Mars scheduler 使用8核32G，
Mars web 使用1核4G，用户可以通过配置 scheduler_mem 以及 scheduler_cpu 调整 scheduler 使用的资源。

注意：申请的单个 worker 内存需大于 1G，CPU 核数和内存的最佳比例为 1：4，例如单 worker 4核、16G。
同时，新建的 worker 个数也不要超过 30 个，否则会对镜像服务器造成压力，如果需要使用超过 30 个 worker，请联系我们。

这个过程中会打印 MaxCompute instance 的 logview、 Mars UI 以及 Notebook 地址。
Mars UI 可以用来连接 Mars 集群，亦可以用来查看集群、任务状态。

Mars 集群的创建就是一个 MaxCompute 任务，因此也有 instance id、logview 等 MaxCompute 通用的概念。


Note

name 和 if_exists 参数在 0.9.4 中新增。



create_mars_cluster 有两个参数，name 和 if_exists。name 默认为 default，
表示创建集群的名称。if_exists 用来指示当集群已经创建时的行为，可以是 reuse、raise 和 ignore。
下面分别阐述：


	reuse：默认值，当集群已经创建时，复用已经创建的第一个同名集群。


	raise：如果已经创建同名集群，报错。


	ignore：总是创建新集群。





Warning

Mars 集群拉起后，如果三小时内没有作业提交并且没有在运行的作业，集群会自动释放，
用户可以通过 instance_idle_timeout 参数指定最长空闲等待时间






提交作业

Mars 集群创建的时候会设置默认 session，通过 .execute() 执行时任务会被自动提交到集群。

import mars.dataframe as md
import mars.tensor as mt

md.DataFrame(mt.random.rand(10, 3)).execute()  # execute 自动提交任务到创建的集群





读写表的操作可以参考 Mars 读写表 。




停止并释放集群

目前一个 Mars 集群超过3天就会被自动释放。当 Mars 集群不再需要使用时，也可以通过调用 client.stop_server() 手动释放：

client.stop_server()








使用 Mars 集群自带的 Jupyter Notebook


Note

create_mars_cluster 指定了 with_notebook=True 才可以使用 Jupyter Notebook。



新建一个 Notebook 会自动设置 session，提交任务到集群。因此在这个 notebook 内也不需要显示创建 session。

import mars.dataframe as md

md.DataFrame(mt.random.rand(10, 3)).sum().execute() # 在 notebook 里运行，execute 自动提交到当前集群





有一点要注意：这个 notebook 不会保存你的 notebook 文件，所以要记得自行保存。

用户也可以使用自己的 notebook 连接到集群，此时参考 使用已经创建的 Mars 集群 。




使用已经创建的 Mars 集群

首先，我们可以通过 instance id 重建 Mars 集群的 client。

client = o.create_mars_cluster(instance_id=**instance-id**)





如果只是想使用 Mars，可以使用 Mars session 来连接。给定 Mars UI 的地址。则：

from mars.session import new_session
new_session('**Mars UI address**').as_default() # 设置为默认 session





其次，可以通过指定 name 和 if_exists 参数来复用。如果已经创建一个集群，使用默认名字，则可以：

client = o.create_mars_cluster()





因为 if_exists 默认为 reuse，而集群名称也是用的默认名称。所以这里会直接复用已经创建的集群。




获取 Mars UI 地址

Mars 集群创建的时候指定了 options.verbose=True 会打印 Mars UI 地址。

也可以通过 client.endpoint 来获取 Mars UI。

print(client.endpoint)








获取 Logview 地址

创建集群的时候指定了 options.verbose=True 会自动打印 logview。

也可以通过 client.get_logview_address() 获取 logview 地址。

print(client.get_logview_address())








获取 Jupyter Notebook 地址

Mars 集群创建的时候指定了 options.verbose=True 会打印 Jupyter Notebook 地址。

也可以通过 client.get_notebook_endpoint() 获取 Jupyter Notebook 地址。

print(client.get_notebook_endpoint())










MaxCompute 表读写支持

创建了 Mars 集群后，集群内的 Mars 任务可以直读和直写 MaxCompute 表。

通过 o.to_mars_dataframe 来读取 MaxCompute 表，并返回 Mars DataFrame [https://docs.pymars.org/zh_CN/latest/dataframe/index.html]。

当表中含有字符串类型的列时，通过指定 use_arrow_dtype=True 可以将字符串列读成 arrow string 类型，节省内存使用从而加速任务运行。

df = o.to_mars_dataframe('test_mars_string', use_arrow_dtype=True)





通过 o.persist_mars_dataframe(df, 'table_name') 将 Mars DataFrame 保存成 MaxCompute 表。







          

      

      

    

  

    
      
          
            
  
Mars 三方库集成


基础镜像

Mars 的基础镜像中安装了一些常见的三方库，可以直接在 remote 函数中使用。

#pip list
Package                   Version
------------------------- -------------------
aliyun-python-sdk-core    2.13.25
aliyun-python-sdk-core-v3 2.13.11
aliyun-python-sdk-kms     2.11.0
attrs                     19.3.0
backcall                  0.2.0
bleach                    3.1.5
bokeh                     2.1.1
cachetools                4.1.1
certifi                   2020.6.20
cffi                      1.14.0
chardet                   3.0.4
cloudpickle               1.5.0
conda                     4.8.3
conda-package-handling    1.7.0
crcmod                    1.7
cryptography              2.9.2
cycler                    0.10.0
Cython                    0.29.21
decorator                 4.4.2
defusedxml                0.6.0
entrypoints               0.3
gevent                    20.6.2
google-auth               1.20.0
greenlet                  0.4.16
idna                      2.9
importlib-metadata        1.7.0
ipykernel                 5.3.4
ipython                   7.16.1
ipython-genutils          0.2.0
ipywidgets                7.5.1
jedi                      0.17.2
Jinja2                    2.11.2
jmespath                  0.10.0
joblib                    0.16.0
jsonschema                3.2.0
jupyter                   1.0.0
jupyter-client            6.1.6
jupyter-console           6.1.0
jupyter-core              4.6.3
kiwisolver                1.2.0
kubernetes                11.0.0
llvmlite                  0.33.0+1.g022ab0f
lz4                       3.1.0
MarkupSafe                1.1.1
matplotlib                3.2.2
mistune                   0.8.4
mkl-fft                   1.1.0
mkl-random                1.1.1
mkl-service               2.3.0
nbconvert                 5.6.1
nbformat                  5.0.7
notebook                  6.0.3
numba                     0.50.1
numexpr                   2.7.1
numpy                     1.19.1
oauthlib                  3.1.0
olefile                   0.46
oss2                      2.12.1
packaging                 20.4
pandas                    1.1.4
pandocfilters             1.4.2
parso                     0.7.1
pexpect                   4.8.0
pickleshare               0.7.5
Pillow                    7.2.0
pip                       20.0.2
prometheus-client         0.8.0
prompt-toolkit            3.0.5
protobuf                  3.12.3
psutil                    5.7.0
ptyprocess                0.6.0
pyasn1                    0.4.8
pyasn1-modules            0.2.8
pycosat                   0.6.3
pycparser                 2.20
pycryptodome              3.9.8
Pygments                  2.6.1
pyOpenSSL                 19.1.0
pyparsing                 2.4.7
pyrsistent                0.16.0
PySocks                   1.7.1
python-dateutil           2.8.1
pytz                      2020.1
PyYAML                    5.3.1
pyzmq                     19.0.1
qtconsole                 4.7.5
QtPy                      1.9.0
requests                  2.23.0
requests-oauthlib         1.3.0
rsa                       4.6
ruamel-yaml               0.15.87
scikit-learn              0.23.1
scipy                     1.5.0
Send2Trash                1.5.0
setuptools                46.4.0.post20200518
six                       1.14.0
SQLAlchemy                1.3.18
terminado                 0.8.3
testpath                  0.4.4
threadpoolctl             2.1.0
tornado                   6.0.4
tqdm                      4.46.0
traitlets                 4.3.3
typing-extensions         3.7.4.2
urllib3                   1.25.8
wcwidth                   0.2.5
webencodings              0.5.1
websocket-client          0.57.0
wheel                     0.34.2
widgetsnbextension        3.5.1
zipp                      3.1.0
zope.event                4.4
zope.interface            5.1.0








使用 extended 镜像

目前 Mars 的基础镜像中是不含 XGBoost 与 LightGBM 等这些库，所以如果想使用到 Mars 集成 XGBoost [https://docs.pymars.org/zh_CN/latest/user_guide/learn/xgboost.html] 与
LightGBM [https://docs.pymars.org/zh_CN/latest/user_guide/learn/lightgbm.html]的能力，
我们需要在创建集群时指定镜像类型为 extended：

client = o.create_mars_cluster(1, 8, 32, image='extended')





extended 镜像中的三方库以及版本如下：

#pip list
Package                   Version
------------------------- -------------------
aliyun-python-sdk-core    2.13.25
aliyun-python-sdk-core-v3 2.13.11
aliyun-python-sdk-kms     2.11.0
attrs                     19.3.0
backcall                  0.2.0
bleach                    3.1.5
bokeh                     2.1.1
cachetools                4.1.1
certifi                   2020.11.8
cffi                      1.14.0
chardet                   3.0.4
cloudpickle               1.5.0
conda                     4.9.2
conda-package-handling    1.7.0
crcmod                    1.7
cryptography              2.9.2
cycler                    0.10.0
Cython                    0.29.21
decorator                 4.4.2
defusedxml                0.6.0
entrypoints               0.3
faiss                     1.6.3
gevent                    20.6.2
google-auth               1.20.0
greenlet                  0.4.16
idna                      2.9
importlib-metadata        1.7.0
ipykernel                 5.3.4
ipython                   7.16.1
ipython-genutils          0.2.0
ipywidgets                7.5.1
jedi                      0.17.2
Jinja2                    2.11.2
jmespath                  0.10.0
joblib                    0.16.0
jsonschema                3.2.0
jupyter                   1.0.0
jupyter-client            6.1.6
jupyter-console           6.1.0
jupyter-core              4.6.3
kiwisolver                1.2.0
kubernetes                11.0.0
lightgbm                  2.3.0
llvmlite                  0.33.0+1.g022ab0f
lz4                       3.1.0
MarkupSafe                1.1.1
matplotlib                3.2.2
mistune                   0.8.4
mkl-fft                   1.1.0
mkl-random                1.1.1
mkl-service               2.3.0
nbconvert                 5.6.1
nbformat                  5.0.7
notebook                  6.0.3
numba                     0.50.1
numexpr                   2.7.1
numpy                     1.19.1
oauthlib                  3.1.0
olefile                   0.46
oss2                      2.12.1
packaging                 20.4
pandas                    1.1.4
pandocfilters             1.4.2
parso                     0.7.1
patsy                     0.5.1
pexpect                   4.8.0
pickleshare               0.7.5
Pillow                    7.2.0
pip                       20.0.2
prometheus-client         0.8.0
prompt-toolkit            3.0.5
protobuf                  3.12.3
psutil                    5.7.0
ptyprocess                0.6.0
pyasn1                    0.4.8
pyasn1-modules            0.2.8
pycosat                   0.6.3
pycparser                 2.20
pycryptodome              3.9.8
Pygments                  2.6.1
pyOpenSSL                 19.1.0
pyparsing                 2.4.7
pyrsistent                0.16.0
PySocks                   1.7.1
python-dateutil           2.8.1
pytz                      2020.1
PyYAML                    5.3.1
pyzmq                     19.0.1
qtconsole                 4.7.5
QtPy                      1.9.0
requests                  2.23.0
requests-oauthlib         1.3.0
rsa                       4.6
ruamel-yaml               0.15.87
scikit-learn              0.23.1
scipy                     1.5.0
Send2Trash                1.5.0
setuptools                46.4.0.post20200518
shap                      0.37.0
six                       1.14.0
slicer                    0.0.3
SQLAlchemy                1.3.18
statsmodels               0.12.1
terminado                 0.8.3
testpath                  0.4.4
threadpoolctl             2.1.0
tornado                   6.0.4
tqdm                      4.46.0
traitlets                 4.3.3
typing-extensions         3.7.4.2
urllib3                   1.25.8
wcwidth                   0.2.5
webencodings              0.5.1
websocket-client          0.57.0
wheel                     0.34.2
widgetsnbextension        3.5.1
xgboost                   1.2.0
zipp                      3.1.0
zope.event                4.4
zope.interface            5.1.0






使用 xgboost 与 lightgbm

接下来就可以使用到 XGBoost 与 LightGBM 的能力，这里我们以 LightGBM 为例：

def light_gbm():
    import lightgbm
    import mars.tensor as mt
    from mars.learn.contrib.lightgbm import LGBMClassifier

    n_rows = 1000
    n_columns = 10
    chunk_size = 50
    rs = mt.random.RandomState(0)
    X = rs.rand(n_rows, n_columns, chunk_size=chunk_size)
    y = rs.rand(n_rows, chunk_size=chunk_size)
    y = (y * 10).astype(mt.int32)
    classifier = LGBMClassifier(n_estimators=2)
    classifier.fit(X, y, eval_set=[(X, y)])
    prediction = classifier.predict(X)

light_gbm()





对于 Dataworks 这种端上没有安装 LightGBM 的环境，可以使用 Job 模式 提交 Mars 作业：

o.run_mars_job(light_gbm, image='extended')








使用 faiss 加速 KNN

在 extended 镜像中，我们也安装了 Faiss [https://github.com/facebookresearch/faiss]，当数据规模比较大时，可以使用 Faiss 加速 KNN 的计算。






使用 tensorflow 镜像

除了 extended 镜像，我们也提供了 tensorflow 镜像，可以使用到 Mars 集成 TensorFlow 的能力 [https://docs.pymars.org/en/latest/user_guide/learn/tensorflow.html]

我们需要在创建集群时指定镜像类型为 tensorflow：

client = o.create_mars_cluster(4, 8, 32, image='tensorflow')





tensorflow 镜像中的三方库以及版本如下：

#pip list
Package                   Version
------------------------- -------------------
absl-py                   0.11.0
aliyun-python-sdk-core    2.13.25
aliyun-python-sdk-core-v3 2.13.11
aliyun-python-sdk-kms     2.11.0
astor                     0.8.1
attrs                     19.3.0
backcall                  0.2.0
bleach                    3.1.5
bokeh                     2.1.1
cachetools                4.1.1
certifi                   2020.6.20
cffi                      1.14.0
chardet                   3.0.4
cloudpickle               1.5.0
conda                     4.9.2
conda-package-handling    1.7.0
crcmod                    1.7
cryptography              2.9.2
cycler                    0.10.0
Cython                    0.29.21
decorator                 4.4.2
deepctr                   0.8.2
deepmatch                 0.2.0
defusedxml                0.6.0
entrypoints               0.3
gast                      0.4.0
gensim                    3.8.3
gevent                    20.6.2
google-auth               1.20.0
greenlet                  0.4.16
grpcio                    1.31.0
h5py                      2.10.0
idna                      2.9
importlib-metadata        2.0.0
ipykernel                 5.3.4
ipython                   7.16.1
ipython-genutils          0.2.0
ipywidgets                7.5.1
jedi                      0.17.2
jieba                     0.42.1
Jinja2                    2.11.2
jmespath                  0.10.0
joblib                    0.16.0
jsonschema                3.2.0
jupyter                   1.0.0
jupyter-client            6.1.6
jupyter-console           6.1.0
jupyter-core              4.6.3
Keras                     2.2.4
Keras-Applications        1.0.8
Keras-Preprocessing       1.1.0
kiwisolver                1.2.0
kubernetes                11.0.0
llvmlite                  0.33.0+1.g022ab0f
lz4                       3.1.0
Markdown                  3.3.3
MarkupSafe                1.1.1
matplotlib                3.2.2
mistune                   0.8.4
mkl-fft                   1.1.0
mkl-random                1.1.1
mkl-service               2.3.0
mock                      4.0.2
nbconvert                 5.6.1
nbformat                  5.0.7
notebook                  6.0.3
numba                     0.50.1
numexpr                   2.7.1
numpy                     1.19.1
oauthlib                  3.1.0
olefile                   0.46
oss2                      2.12.1
packaging                 20.4
pandas                    1.1.4
pandocfilters             1.4.2
parso                     0.7.1
pexpect                   4.8.0
pickleshare               0.7.5
Pillow                    7.2.0
pip                       20.0.2
prometheus-client         0.8.0
prompt-toolkit            3.0.5
protobuf                  3.12.3
psutil                    5.7.0
ptyprocess                0.6.0
pyasn1                    0.4.8
pyasn1-modules            0.2.8
pycosat                   0.6.3
pycparser                 2.20
pycryptodome              3.9.8
Pygments                  2.6.1
pyOpenSSL                 19.1.0
pyparsing                 2.4.7
pyrsistent                0.16.0
PySocks                   1.7.1
python-dateutil           2.8.1
pytz                      2020.1
PyYAML                    5.3.1
pyzmq                     19.0.1
qtconsole                 4.7.5
QtPy                      1.9.0
requests                  2.23.0
requests-oauthlib         1.3.0
rsa                       4.6
ruamel-yaml               0.15.87
scikit-learn              0.23.1
scipy                     1.5.0
Send2Trash                1.5.0
setuptools                46.4.0.post20200518
six                       1.14.0
smart-open                3.0.0
SQLAlchemy                1.3.18
tensorboard               1.13.1
tensorflow                1.13.1
tensorflow-estimator      1.13.0
termcolor                 1.1.0
terminado                 0.8.3
testpath                  0.4.4
threadpoolctl             2.1.0
tornado                   6.0.4
tqdm                      4.46.0
traitlets                 4.3.3
typing-extensions         3.7.4.2
urllib3                   1.25.8
wcwidth                   0.2.5
webencodings              0.5.1
websocket-client          0.57.0
Werkzeug                  1.0.1
wheel                     0.34.2
widgetsnbextension        3.5.1
zipp                      3.4.0
zope.event                4.4
zope.interface            5.1.0











          

      

      

    

  

    
      
          
            
  
Mars 使用场景和 FAQ


Mars 和 PyODPS DataFrame 对比

有同学会问，Mars 和 PyODPS DataFrame 有什么区别呢？


API

Mars DataFrame 的接口完全兼容 pandas。除了 DataFrame，Mars tensor 兼容 numpy，Mars learn 兼容 scikit-learn。

而 PyODPS 只有 DataFrame 接口，和 pandas 的接口存在着很多不同。




索引

Mars DataFrame 有 pandas 索引的概念。

PyODPS 里没有索引的概念，因此跟索引有关的操作全部都不支持。




数据顺序

Mars DataFrame 一旦创建，保证顺序，因此一些时序操作比如 shift，以及向前向后填空值如ffill、bfill，只有 Mars DataFrame 支持。

PyODPS 由于背后使用 MaxCompute 计算和存储数据，而 MaxCompute 并不保证数据顺序，所以这些操作再 MaxCompute 上都无法支持。




执行层

PyODPS 本身只是个客户端，不包含任何服务端部分。PyODPS DataFrame 在真正执行时，会将计算编译到 MaxCompute SQL 执行。因此，PyODPS DataFrame 支持的操作，取决于 MaxCompute SQL 本身。此外，每一次调用 execute 方法时，会提交一次 MaxCompute 作业，需要在集群内调度。

Mars 本身包含客户端和分布式执行层。通过调用 o.create_mars_cluster ，会在 MaxCompute 内部拉起 Mars 集群，一旦 Mars 集群拉起，后续的交互就直接和 Mars 集群进行。计算会直接提交到这个集群，调度开销极小。在数据规模不是特别大的时候，Mars 应更有优势。






使用场景指引

有同学会关心，何时使用 Mars，何时使用 PyODPS DataFrame？我们分别阐述。


适合 Mars 的使用场景。


	如果你经常使用 PyODPS DataFrame 的 to_pandas() 方法，将 PyODPS DataFrame 转成 pandas DataFrame，推荐使用 Mars DataFrame。


	Mars DataFrame 目标是完全兼容 pandas 的接口以及行为，如果你熟悉 pandas 的接口，而不愿意学习 PyODPS DataFrame 的接口，那么使用 Mars。


	Mars DataFrame 因为兼容 pandas 的行为，因此如下的特性如果你需要用到，那么使用 Mars。



	Mars DataFrame 包含行和列索引，如果需要使用索引，使用 Mars。


	Mars DataFrame 创建后会保证顺序，通过 iloc 等接口可以获取某个偏移的数据。如 df.iloc[10] 可以获取第10行数据。此外，如 df.shift() 、df.ffill() 等需要有保证顺序特性的接口也在 Mars DataFrame 里得到了实现，有这方面的需求可以使用 Mars。









	Mars 还包含 Mars tensor [https://docs.pymars.org/zh_CN/latest/tensor/index.html] 来并行和分布式化 Numpy，以及 Mars learn [https://docs.pymars.org/zh_CN/latest/learn/index.html] 来并行和分布式化 scikit-learn、以及支持在 Mars 集群里分布式运行 TensorFlow、PyTorch 和 XGBoost。有这方面的需求使用 Mars。


	Mars 集群一旦创建，后续不再需要通过 MaxCompute 调度，任务可以直接提交到 Mars 集群执行；此外，Mars 对于中小型任务（数据量 T 级别以下），会有较好的性能。这些情况可以使用 Mars。







适合 PyODPS DataFrame 的使用场景


	PyODPS DataFrame 会把 DataFrame 任务编译成 MaxCompute SQL 执行，如果希望依托 MaxCompute 调度任务，使用 PyODPS DataFrame。


	PyODPS DataFrame 会编译任务到 MaxCompute 执行，由于 MaxCompute 相当稳定，而 Mars 相对比较新，如果对稳定性有很高要求，那么使用 PyODPS DataFrame。


	数据量特别大（T 级别以上），使用 PyODPS DataFrame。









Mars 参考文档


	Mars 开源地址：https://github.com/mars-project/mars


	Mars 文档：https://docs.pymars.org/zh_CN/latest/


	Mars 团队专栏：https://zhuanlan.zhihu.com/mars-project







FAQ

Q：一个用户创建的 Mars 集群，别人能不能用。

A：可以，参考 使用已经创建的 Mars 集群。







          

      

      

    

  

    
      
          
            
  
API Reference

Here we give automatically generated API documentation of PyODPS.



	Definitions

	DataFrame Reference

	Mars Reference









          

      

      

    

  

    
      
          
            
  
Definitions


	
class odps.ODPS(access_id=None, secret_access_key=None, project=None, endpoint=None, **kw)[source]

	Main entrance to ODPS.

Convenient operations on ODPS objects are provided.
Please refer to ODPS docs [https://docs.aliyun.com/#/pub/odps/basic/definition&project]
to see the details.

Generally, basic operations such as list, get, exist, create, delete
are provided for each ODPS object.
Take the Table as an example.

To create an ODPS instance, access_id and access_key is required, and should ensure correctness,
or SignatureNotMatch error will throw. If tunnel_endpoint is not set, the tunnel API will
route service URL automatically.


	Parameters

	
	access_id – Aliyun Access ID


	secret_access_key – Aliyun Access Key


	project – default project name


	endpoint – Rest service URL


	tunnel_endpoint – Tunnel service URL


	logview_host – Logview host URL






	Example

	




>>> odps = ODPS('**your access id**', '**your access key**', 'default_project')
>>>
>>> for table in odps.list_tables():
>>>    # handle each table
>>>
>>> table = odps.get_table('dual')
>>>
>>> odps.exist_table('dual') is True
>>>
>>> odps.create_table('test_table', schema)
>>>
>>> odps.delete_table('test_table')






	
attach_session(session_name, taskname=None, hints=None)[source]

	Attach to an existing session.


	Parameters

	
	session_name – The session name.


	taskname – The created sqlrt task name. If not provided, the default value is used. Mostly doesn’t matter, default works.






	Returns

	A SessionInstance you may execute select tasks within.










	
copy_offline_model(name, new_name, project=None, new_project=None, async_=False)[source]

	Copy current model into a new location.


	Parameters

	
	new_name – name of the new model


	new_project – new project name. if absent, original project name will be used


	async – if True, return the copy instance. otherwise return the newly-copied model













	
create_fs_volume(name, project=None, **kwargs)[source]

	Create a new-fashioned file system volume in a project.


	Parameters

	
	name (str) – volume name name


	project (str) – project name, if not provided, will be the default project






	Returns

	volume



	Return type

	odps.models.FSVolume






See also

odps.models.FSVolume








	
create_function(name, project=None, **kwargs)[source]

	Create a function by given name.


	Parameters

	
	name – function name


	project – project name, if not provided, will be the default project


	class_type (str) – main class


	resources (list) – the resources that function needs to use






	Returns

	the created function



	Return type

	odps.models.Function



	Example

	




>>> res = odps.get_resource('test_func.py')
>>> func = odps.create_function('test_func', class_type='test_func.Test', resources=[res, ])






See also

odps.models.Function








	
create_parted_volume(name, project=None, **kwargs)[source]

	Create an old-fashioned partitioned volume in a project.


	Parameters

	
	name (str) – volume name name


	project (str) – project name, if not provided, will be the default project






	Returns

	volume



	Return type

	odps.models.PartedVolume






See also

odps.models.PartedVolume








	
create_resource(name, type=None, project=None, **kwargs)[source]

	Create a resource by given name and given type.

Currently, the resource type can be file, jar, py, archive, table.

The file, jar, py, archive can be classified into file resource.
To init the file resource, you have to provide another parameter which is a file-like object.

For the table resource, the table name, project name, and partition should be provided
which the partition is optional.


	Parameters

	
	name – resource name


	type – resource type, now support file, jar, py, archive, table


	project – project name, if not provided, will be the default project


	kwargs – optional arguments, I will illustrate this in the example below.






	Returns

	resource depends on the type, if file will be odps.models.FileResource and so on



	Return type

	odps.models.Resource’s subclasses



	Example

	




>>> from odps.models.resource import *
>>>
>>> res = odps.create_resource('test_file_resource', 'file', fileobj=open('/to/path/file'))
>>> assert isinstance(res, FileResource)
>>> True
>>>
>>> res = odps.create_resource('test_py_resource.py', 'py', fileobj=StringIO('import this'))
>>> assert isinstance(res, PyResource)
>>> True
>>>
>>> res = odps.create_resource('test_table_resource', 'table', table_name='test_table', partition='pt=test')
>>> assert isinstance(res, TableResource)
>>> True
>>>






See also

odps.models.FileResource, odps.models.PyResource,
odps.models.JarResource, odps.models.ArchiveResource,
odps.models.TableResource








	
create_role(name, project=None)[source]

	Create a role in a project


	Parameters

	
	name – name of the role to create


	project – project name, if not provided, will be the default project






	Returns

	role object created










	
create_session(session_worker_count, session_worker_memory, session_name=None, worker_spare_span=None, taskname=None, hints=None)[source]

	Create session.


	Parameters

	
	session_worker_count – How much workers assigned to the session.


	session_worker_memory – How much memory each worker consumes.


	session_name – The session name. Not specifying to use its ID as name.


	worker_spare_span – format “00-24”, allocated workers will be reduced during this time. Not specifying to disable this.


	taskname – The created sqlrt task name. If not provided, the default value is used. Mostly doesn’t matter, default works.


	hints – Extra hints provided to the session. Parameters of this method will override certain hints.






	Returns

	A SessionInstance you may execute select tasks within.










	
create_table(name, schema, project=None, comment=None, if_not_exists=False, lifecycle=None, shard_num=None, hub_lifecycle=None, async_=False, **kw)[source]

	Create an table by given schema and other optional parameters.


	Parameters

	
	name – table name


	schema – table schema. Can be an instance of odps.models.Schema or a string like ‘col1 string, col2 bigint’


	project – project name, if not provided, will be the default project


	comment – table comment


	if_not_exists (bool) – will not create if this table already exists, default False


	lifecycle (int) – table’s lifecycle. If absent, options.lifecycle will be used.


	shard_num (int) – table’s shard num


	hub_lifecycle (int) – hub lifecycle


	async (bool) – if True, will run asynchronously






	Returns

	the created Table if not async else odps instance



	Return type

	odps.models.Table or odps.models.Instance






See also

odps.models.Table, odps.models.Schema








	
create_user(name, project=None)[source]

	Add a user into the project


	Parameters

	
	name – user name


	project – project name, if not provided, will be the default project






	Returns

	user created










	
create_volume_directory(volume, path=None, project=None)[source]

	Create a directory under a file system volume.


	Parameters

	
	volume (str) – name of the volume.


	path (str) – path of the directory to be created.


	project (str) – project name, if not provided, will be the default project.






	Returns

	directory object.










	
default_session()[source]

	Attach to the default session of your project.


	Returns

	A SessionInstance you may execute select tasks within.










	
delete_function(name, project=None)[source]

	Delete a function by given name.


	Parameters

	
	name – function name


	project – project name, if not provided, will be the default project






	Returns

	None










	
delete_offline_model(name, project=None, if_exists=False)[source]

	Delete the offline model by given name.


	Parameters

	
	name – offline model’s name


	if_exists – will not raise errors when the offline model does not exist, default False


	project – project name, if not provided, will be the default project






	Returns

	None










	
delete_resource(name, project=None)[source]

	Delete resource by given name.


	Parameters

	
	name – resource name


	project – project name, if not provided, will be the default project






	Returns

	None










	
delete_role(name, project=None)[source]

	Delete a role in a project


	Parameters

	
	name – name of the role to delete


	project – project name, if not provided, will be the default project













	
delete_table(name, project=None, if_exists=False, async_=False, **kw)[source]

	Delete the table with given name


	Parameters

	
	name – table name


	project – project name, if not provided, will be the default project


	if_exists – will not raise errors when the table does not exist, default False


	async (bool) – if True, will run asynchronously






	Returns

	None if not async else odps instance










	
delete_user(name, project=None)[source]

	Delete a user from the project


	Parameters

	
	name – user name


	project – project name, if not provided, will be the default project













	
delete_volume(name, project=None)[source]

	Delete volume by given name.


	Parameters

	
	name – volume name


	project – project name, if not provided, will be the default project






	Returns

	None










	
delete_volume_file(volume, path=None, recursive=False, project=None)[source]

	Delete a file / directory object under a file system volume.


	Parameters

	
	volume (str) – name of the volume.


	path (str) – path of the directory to be created.


	recursive (bool) – if True, recursively delete files


	project (str) – project name, if not provided, will be the default project.






	Returns

	directory object.










	
delete_volume_partition(volume, partition=None, project=None)[source]

	Delete partition in a volume by given name


	Parameters

	
	volume (str) – volume name


	partition (str) – partition name


	project (str) – project name, if not provided, will be the default project













	
delete_xflow(name, project=None)[source]

	Delete xflow by given name.


	Parameters

	
	name – xflow name


	project – project name, if not provided, will be the default project






	Returns

	None










	
execute_archive_table(table, partition=None, project=None, hints=None, priority=None)[source]

	Execute a task to archive tables and wait for termination.


	Parameters

	
	table – name of the table to archive


	partition – partition to archive


	project – project name, if not provided, will be the default project


	hints – settings for table archive task.


	priority – instance priority, 9 as default






	Returns

	instance



	Return type

	odps.models.Instance










	
execute_merge_files(table, partition=None, project=None, hints=None, priority=None)[source]

	Execute a task to merge multiple files in tables and wait for termination.


	Parameters

	
	table – name of the table to optimize


	partition – partition to optimize


	project – project name, if not provided, will be the default project


	hints – settings for merge task.


	priority – instance priority, 9 as default






	Returns

	instance



	Return type

	odps.models.Instance










	
execute_sql(sql, project=None, priority=None, running_cluster=None, hints=None, **kwargs)[source]

	Run a given SQL statement and block until the SQL executed successfully.


	Parameters

	
	sql (str) – SQL statement


	project – project name, if not provided, will be the default project


	priority (int) – instance priority, 9 as default


	running_cluster – cluster to run this instance


	hints (dict) – settings for SQL, e.g. odps.mapred.map.split.size






	Returns

	instance



	Return type

	odps.models.Instance



	Example

	




>>> instance = odps.execute_sql('select * from dual')
>>> with instance.open_reader() as reader:
>>>     for record in reader:  # iterate to handle result with schema
>>>         # handle each record
>>>
>>> instance = odps.execute_sql('desc dual')
>>> with instance.open_reader() as reader:
>>>     print(reader.raw)  # without schema, just get the raw result






See also

odps.models.Instance








	
execute_sql_cost(sql, project=None, hints=None, **kwargs)[source]

	
	Parameters

	
	sql (str) – SQL statement


	project – project name, if not provided, will be the default project


	hints (dict) – settings for SQL, e.g. odps.mapred.map.split.size






	Returns

	cost info in dict format



	Return type

	cost: dict



	Example

	




>>> sql_cost = odps.execute_sql_cost('select * from dual')
>>> sql_cost.udf_num
0
>>> sql_cost.complexity
1.0
>>> sql_cost.input_size
100










	
execute_xflow(xflow_name, xflow_project=None, parameters=None, project=None, hints=None, priority=None)[source]

	Run xflow by given name, xflow project, paremeters, block until xflow executed successfully.


	Parameters

	
	xflow_name (str) – XFlow name


	xflow_project (str) – the project XFlow deploys


	parameters (dict) – parameters


	project – project name, if not provided, will be the default project


	hints (dict) – execution hints


	priority (int) – instance priority, 9 as default






	Returns

	instance



	Return type

	odps.models.Instance






See also

odps.models.Instance








	
exist_function(name, project=None)[source]

	If the function with given name exists or not.


	Parameters

	
	name – function name


	project – project name, if not provided, will be the default project






	Returns

	True if the function exists or False



	Return type

	bool










	
exist_instance(id_, project=None)[source]

	If the instance with given id exists or not.


	Parameters

	
	id – instance id


	project – project name, if not provided, will be the default project






	Returns

	True if exists or False



	Return type

	bool










	
exist_offline_model(name, project=None)[source]

	If the offline model with given name exists or not.


	Parameters

	
	name – offline model’s name


	project – project name, if not provided, will be the default project






	Returns

	True if offline model exists else False



	Return type

	bool










	
exist_project(name)[source]

	If project name which provided exists or not.


	Parameters

	name – project name, if not provided, will be the default project



	Returns

	True if exists or False



	Return type

	bool










	
exist_resource(name, project=None)[source]

	If the resource with given name exists or not.


	Parameters

	
	name – resource name


	project – project name, if not provided, will be the default project






	Returns

	True if exists or False



	Return type

	bool










	
exist_role(name, project=None)[source]

	Check if a role exists in a project


	Parameters

	
	name – name of the role


	project – project name, if not provided, will be the default project













	
exist_table(name, project=None)[source]

	If the table with given name exists or not.


	Parameters

	
	name – table name


	project – project name, if not provided, will be the default project






	Returns

	True if table exists or False



	Return type

	bool










	
exist_user(name, project=None)[source]

	Check if a user exists in the project


	Parameters

	
	name – user name


	project – project name, if not provided, will be the default project













	
exist_volume(name, project=None)[source]

	If the volume with given name exists or not.


	Parameters

	
	name (str) – volume name


	project (str) – project name, if not provided, will be the default project






	Returns

	True if exists or False



	Return type

	bool










	
exist_volume_partition(volume, partition=None, project=None)[source]

	If the volume with given name exists in a partition or not.


	Parameters

	
	volume (str) – volume name


	partition (str) – partition name


	project (str) – project name, if not provided, will be the default project













	
exist_xflow(name, project=None)[source]

	If the xflow with given name exists or not.


	Parameters

	
	name – xflow name


	project – project name, if not provided, will be the default project






	Returns

	True if exists or False



	Return type

	bool










	
get_function(name, project=None)[source]

	Get the function by given name


	Parameters

	
	name – function name


	project – project name, if not provided, will be the default project






	Returns

	the right function



	Raise

	odps.errors.NoSuchObject if not exists






See also

odps.models.Function








	
get_instance(id_, project=None)[source]

	Get instance by given instance id.


	Parameters

	
	id – instance id


	project – project name, if not provided, will be the default project






	Returns

	the right instance



	Return type

	odps.models.Instance



	Raise

	odps.errors.NoSuchObject if not exists






See also

odps.models.Instance








	
get_logview_address(instance_id, hours=None, project=None)[source]

	Get logview address by given instance id and hours.


	Parameters

	
	instance_id – instance id


	hours – 


	project – project name, if not provided, will be the default project






	Returns

	logview address



	Return type

	str










	
get_logview_host()[source]

	Get logview host address.
:return: logview host address






	
get_offline_model(name, project=None)[source]

	Get offline model by given name


	Parameters

	
	name – offline model name


	project – project name, if not provided, will be the default project






	Returns

	offline model



	Return type

	odps.models.ml.OfflineModel



	Raise

	odps.errors.NoSuchObject if not exists










	
get_project(name=None)[source]

	Get project by given name.


	Parameters

	name – project name, if not provided, will be the default project



	Returns

	the right project



	Return type

	odps.models.Project



	Raise

	odps.errors.NoSuchObject if not exists






See also

odps.models.Project








	
get_project_policy(project=None)[source]

	Get policy of a project


	Parameters

	project – project name, if not provided, will be the default project



	Returns

	JSON object










	
get_resource(name, project=None)[source]

	Get a resource by given name


	Parameters

	
	name – resource name


	project – project name, if not provided, will be the default project






	Returns

	the right resource



	Return type

	odps.models.Resource



	Raise

	odps.errors.NoSuchObject if not exists






See also

odps.models.Resource








	
get_role_policy(name, project=None)[source]

	Get policy object of a role


	Parameters

	
	name – name of the role


	project – project name, if not provided, will be the default project






	Returns

	JSON object










	
get_security_option(option_name, project=None)[source]

	Get one security option of a project


	Parameters

	
	option_name – name of the security option. Please refer to ODPS options for more details.


	project – project name, if not provided, will be the default project






	Returns

	option value










	
get_security_options(project=None)[source]

	Get all security options of a project


	Parameters

	project – project name, if not provided, will be the default project



	Returns

	SecurityConfiguration object










	
get_table(name, project=None)[source]

	Get table by given name.


	Parameters

	
	name – table name


	project – project name, if not provided, will be the default project






	Returns

	the right table



	Return type

	odps.models.Table



	Raise

	odps.errors.NoSuchObject if not exists






See also

odps.models.Table








	
get_volume(name, project=None)[source]

	Get volume by given name.


	Parameters

	
	name (str) – volume name


	project (str) – project name, if not provided, will be the default project






	Returns

	volume object. Return type depends on the type of the volume.



	Return type

	odps.models.Volume










	
get_volume_file(volume, path=None, project=None)[source]

	Get a file under a partition of a parted volume, or a file / directory object under a file system volume.


	Parameters

	
	volume (str) – name of the volume.


	path (str) – path of the directory to be created.


	project (str) – project name, if not provided, will be the default project.






	Returns

	directory object.










	
get_volume_partition(volume, partition=None, project=None)[source]

	Get partition in a parted volume by given name.


	Parameters

	
	volume (str) – volume name


	partition (str) – partition name


	project (str) – project name, if not provided, will be the default project






	Returns

	partitions



	Return type

	odps.models.VolumePartition










	
get_xflow(name, project=None)[source]

	Get xflow by given name


	Parameters

	
	name – xflow name


	project – project name, if not provided, will be the default project






	Returns

	xflow



	Return type

	odps.models.XFlow



	Raise

	odps.errors.NoSuchObject if not exists






See also

odps.models.XFlow








	
get_xflow_results(instance, project=None)[source]

	The result given the results of xflow


	Parameters

	
	instance (odps.models.Instance) – instance of xflow


	project – project name, if not provided, will be the default project






	Returns

	xflow result



	Return type

	dict










	
get_xflow_sub_instances(instance, project=None)[source]

	The result iterates the sub instance of xflow


	Parameters

	
	instance (odps.models.Instance) – instance of xflow


	project – project name, if not provided, will be the default project






	Returns

	sub instances dictionary










	
iter_xflow_sub_instances(instance, interval=1, project=None)[source]

	The result iterates the sub instance of xflow and will wait till instance finish


	Parameters

	
	instance (odps.models.Instance) – instance of xflow


	interval – time interval to check


	project – project name, if not provided, will be the default project






	Returns

	sub instances dictionary










	
list_functions(project=None)[source]

	List all functions of a project.


	Parameters

	project – project name, if not provided, will be the default project



	Returns

	functions



	Return type

	generator










	
list_instance_queueing_infos(project=None, status=None, only_owner=None, quota_index=None)[source]

	List instance queueing information.


	Parameters

	
	project – project name, if not provided, will be the default project


	status – including ‘Running’, ‘Suspended’, ‘Terminated’


	only_owner (bool) – True will filter the instances created by current user


	quota_index (str) – 






	Returns

	instance queueing infos



	Return type

	list










	
list_instances(project=None, start_time=None, end_time=None, status=None, only_owner=None, quota_index=None, **kw)[source]

	List instances of a project by given optional conditions
including start time, end time, status and if only the owner.


	Parameters

	
	project – project name, if not provided, will be the default project


	start_time (datetime, int or float) – the start time of filtered instances


	end_time (datetime, int or float) – the end time of filtered instances


	status – including ‘Running’, ‘Suspended’, ‘Terminated’


	only_owner (bool) – True will filter the instances created by current user


	quota_index (str) – 






	Returns

	instances



	Return type

	list










	
list_offline_models(project=None, prefix=None, owner=None)[source]

	List offline models of project by optional filter conditions including prefix and owner.


	Parameters

	
	project – project name, if not provided, will be the default project


	prefix – prefix of offline model’s name


	owner – Aliyun account






	Returns

	offline models



	Return type

	list










	
list_projects(owner=None, user=None, group=None, prefix=None, max_items=None)[source]

	List projects.


	Parameters

	
	owner – Aliyun account, the owner which listed projects belong to


	user – name of the user who has access to listed projects


	group – name of the group listed projects belong to


	prefix – prefix of names of listed projects


	max_items – the maximal size of result set






	Returns

	projects in this endpoint.



	Return type

	generator










	
list_resources(project=None)[source]

	List all resources of a project.


	Parameters

	project – project name, if not provided, will be the default project



	Returns

	resources



	Return type

	generator










	
list_role_users(name, project=None)[source]

	List users who have the specified role.


	Parameters

	
	name – name of the role


	project – project name, if not provided, will be the default project






	Returns

	collection of User objects










	
list_roles(project=None)[source]

	List all roles in a project


	Parameters

	project – project name, if not provided, will be the default project



	Returns

	collection of role objects










	
list_tables(project=None, prefix=None, owner=None)[source]

	List all tables of a project.
If prefix is provided, the listed tables will all start with this prefix.
If owner is provided, the listed tables will be belong to such owner.


	Parameters

	
	project – project name, if not provided, will be the default project


	prefix (str) – the listed tables start with this prefix


	owner (str) – Aliyun account, the owner which listed tables belong to






	Returns

	tables in this project, filtered by the optional prefix and owner.



	Return type

	generator










	
list_tables_model(prefix='', project=None)

	List all TablesModel in the given project.


	Parameters

	
	prefix – model prefix


	project (str) – project name, if you want to look up in another project






	Return type

	list[str]










	
list_user_roles(name, project=None)[source]

	List roles of the specified user


	Parameters

	
	name – user name


	project – project name, if not provided, will be the default project






	Returns

	collection of Role object










	
list_users(project=None)[source]

	List users in the project


	Parameters

	project – project name, if not provided, will be the default project



	Returns

	collection of User objects










	
list_volume_files(volume, partition=None, project=None)[source]

	List files in a volume. In partitioned volumes, the function returns files under specified partition.
In file system volumes, the function returns files under specified path.


	Parameters

	
	volume (str) – volume name


	partition (str) – partition name for partitioned volumes, and path for file system volumes.


	project (str) – project name, if not provided, will be the default project






	Returns

	files



	Return type

	list



	Example

	




>>> # List files under a partition in a partitioned volume. Two calls are equivalent.
>>> odps.list_volume_files('parted_volume', 'partition_name')
>>> odps.list_volume_files('/parted_volume/partition_name')
>>> # List files under a path in a file system volume. Two calls are equivalent.
>>> odps.list_volume_files('fs_volume', 'dir1/dir2')
>>> odps.list_volume_files('/fs_volume/dir1/dir2')










	
list_volume_partitions(volume, project=None)[source]

	List partitions of a volume.


	Parameters

	
	volume (str) – volume name


	project (str) – project name, if not provided, will be the default project






	Returns

	partitions



	Return type

	list










	
list_volumes(project=None, owner=None)[source]

	List volumes of a project.


	Parameters

	
	project – project name, if not provided, will be the default project


	owner (str) – Aliyun account






	Returns

	volumes



	Return type

	list










	
list_xflows(project=None, owner=None)[source]

	List xflows of a project which can be filtered by the xflow owner.


	Parameters

	
	project – project name, if not provided, will be the default project


	owner (str) – Aliyun account






	Returns

	xflows



	Return type

	list










	
move_volume_file(old_path, new_path, replication=None, project=None)[source]

	Move a file / directory object under a file system volume to another location in the same volume.


	Parameters

	
	old_path (str) – old path of the volume file.


	new_path (str) – target path of the moved file.


	replication (int) – file replication.


	project (str) – project name, if not provided, will be the default project.






	Returns

	directory object.










	
open_resource(name, project=None, mode='r+', encoding='utf-8')[source]

	Open a file resource as file-like object.
This is an elegant and pythonic way to handle file resource.

The argument mode stands for the open mode for this file resource.
It can be binary mode if the ‘b’ is inside. For instance,
‘rb’ means opening the resource as read binary mode
while ‘r+b’ means opening the resource as read+write binary mode.
This is most import when the file is actually binary such as tar or jpeg file,
so be aware of opening this file as a correct mode.

Basically, the text mode can be ‘r’, ‘w’, ‘a’, ‘r+’, ‘w+’, ‘a+’
just like the builtin python open method.


	r means read only


	w means write only, the file will be truncated when opening


	a means append only


	r+ means read+write without constraint


	w+ will truncate first then opening into read+write


	a+ can read+write, however the written content can only be appended to the end





	Parameters

	
	name (odps.models.FileResource or str) – file resource or file resource name


	project – project name, if not provided, will be the default project


	mode – the mode of opening file, described as above


	encoding – utf-8 as default






	Returns

	file-like object



	Example

	




>>> with odps.open_resource('test_resource', 'r') as fp:
>>>     fp.read(1)  # read one unicode character
>>>     fp.write('test')  # wrong, cannot write under read mode
>>>
>>> with odps.open_resource('test_resource', 'wb') as fp:
>>>     fp.readlines() # wrong, cannot read under write mode
>>>     fp.write('hello world') # write bytes
>>>
>>> with odps.open_resource('test_resource') as fp: # default as read-write mode
>>>     fp.seek(5)
>>>     fp.truncate()
>>>     fp.flush()










	
open_volume_reader(volume, partition=None, file_name=None, project=None, start=None, length=None, **kwargs)[source]

	Open a volume file for read. A file-like object will be returned which can be used to read contents from
volume files.


	Parameters

	
	volume (str) – name of the volume


	partition (str) – name of the partition


	file_name (str) – name of the file


	project (str) – project name, if not provided, will be the default project


	start – start position


	length – length limit


	compress_option (CompressOption) – the compression algorithm, level and strategy






	Example

	




>>> with odps.open_volume_reader('parted_volume', 'partition', 'file') as reader:
>>>     [print(line) for line in reader]










	
open_volume_writer(volume, partition=None, project=None, **kwargs)[source]

	Write data into a volume. This function behaves differently under different types of volumes.

Under partitioned volumes, all files under a partition should be uploaded in one submission. The method
returns a writer object with whose open method you can open a file inside the volume and write to it,
or you can use write method to write to specific files.

Under file system volumes, the method returns a file-like object.


	Parameters

	
	volume (str) – name of the volume


	partition (str) – partition name for partitioned volumes, and path for file system volumes.


	project (str) – project name, if not provided, will be the default project


	compress_option (odps.tunnel.CompressOption) – the compression algorithm, level and strategy






	Example

	




>>> # Writing to partitioned volumes
>>> with odps.open_volume_writer('parted_volume', 'partition') as writer:
>>>     # both write methods are acceptable
>>>     writer.open('file1').write('some content')
>>>     writer.write('file2', 'some content')
>>> # Writing to file system volumes
>>> with odps.open_volume_writer('/fs_volume/dir1/file_name') as writer:
>>>     writer.write('some content')










	
read_table(name, limit=None, start=0, step=None, project=None, partition=None, **kw)[source]

	Read table’s records.


	Parameters

	
	name (odps.models.table.Table or str) – table or table name


	limit – the records’ size, if None will read all records from the table


	start – the record where read starts with


	step – default as 1


	project – project name, if not provided, will be the default project


	partition – the partition of this table to read


	columns (list) – the columns’ names which are the parts of table’s columns


	compress (bool) – if True, the data will be compressed during downloading


	compress_option (odps.tunnel.CompressOption) – the compression algorithm, level and strategy


	endpoint – tunnel service URL


	reopen – reading the table will reuse the session which opened last time,
if set to True will open a new download session, default as False






	Returns

	records



	Return type

	generator



	Example

	




>>> for record in odps.read_table('test_table', 100):
>>>     # deal with such 100 records
>>> for record in odps.read_table('test_table', partition='pt=test', start=100, limit=100):
>>>     # read the `pt=test` partition, skip 100 records and read 100 records






See also

odps.models.Record








	
run_archive_table(table, partition=None, project=None, hints=None, priority=None)[source]

	Start running a task to archive tables.


	Parameters

	
	table – name of the table to archive


	partition – partition to archive


	project – project name, if not provided, will be the default project


	hints – settings for table archive task.


	priority – instance priority, 9 as default






	Returns

	instance



	Return type

	odps.models.Instance










	
run_merge_files(table, partition=None, project=None, hints=None, priority=None)[source]

	Start running a task to merge multiple files in tables.


	Parameters

	
	table – name of the table to optimize


	partition – partition to optimize


	project – project name, if not provided, will be the default project


	hints – settings for merge task.


	priority – instance priority, 9 as default






	Returns

	instance



	Return type

	odps.models.Instance










	
run_security_query(query, project=None, token=None)[source]

	Run a security query to grant / revoke / query privileges


	Parameters

	
	query – query text


	project – project name, if not provided, will be the default project






	Returns

	a JSON object representing the result.










	
run_sql(sql, project=None, priority=None, running_cluster=None, hints=None, aliases=None, **kwargs)[source]

	Run a given SQL statement asynchronously


	Parameters

	
	sql (str) – SQL statement


	project – project name, if not provided, will be the default project


	priority (int) – instance priority, 9 as default


	running_cluster – cluster to run this instance


	hints (dict) – settings for SQL, e.g. odps.mapred.map.split.size


	aliases (dict) – 






	Returns

	instance



	Return type

	odps.models.Instance






See also

odps.models.Instance








	
run_xflow(xflow_name, xflow_project=None, parameters=None, project=None, hints=None, priority=None)[source]

	Run xflow by given name, xflow project, paremeters asynchronously.


	Parameters

	
	xflow_name (str) – XFlow name


	xflow_project (str) – the project XFlow deploys


	parameters (dict) – parameters


	project – project name, if not provided, will be the default project


	hints (dict) – execution hints


	priority (int) – instance priority, 9 as default






	Returns

	instance



	Return type

	odps.models.Instance






See also

odps.models.Instance








	
set_project_policy(policy, project=None)[source]

	Set policy of a project


	Parameters

	
	policy – name of policy.


	project – project name, if not provided, will be the default project






	Returns

	JSON object










	
set_role_policy(name, policy, project=None)[source]

	Get policy object of project


	Parameters

	
	name – name of the role


	policy – policy string or JSON object


	project – project name, if not provided, will be the default project













	
set_security_option(option_name, value, project=None)[source]

	Set a security option of a project


	Parameters

	
	option_name – name of the security option. Please refer to ODPS options for more details.


	value – value of security option to be set.


	project – project name, if not provided, will be the default project.













	
stop_instance(id_, project=None)[source]

	Stop the running instance by given instance id.


	Parameters

	
	id – instance id


	project – project name, if not provided, will be the default project






	Returns

	None










	
stop_job(id_, project=None)

	Stop the running instance by given instance id.


	Parameters

	
	id – instance id


	project – project name, if not provided, will be the default project






	Returns

	None










	
write_table(name, *block_records, **kw)[source]

	Write records into given table.


	Parameters

	
	name (models.table.Table or str) – table or table name


	block_records – if given records only, the block id will be 0 as default.


	project – project name, if not provided, will be the default project


	partition – the partition of this table to write


	compress (bool) – if True, the data will be compressed during uploading


	compress_option (odps.tunnel.CompressOption) – the compression algorithm, level and strategy


	endpoint – tunnel service URL


	reopen – writing the table will reuse the session which opened last time,
if set to True will open a new upload session, default as False






	Returns

	None



	Example

	




>>> odps.write_table('test_table', records)  # write to block 0 as default
>>>
>>> odps.write_table('test_table', 0, records)  # write to block 0 explicitly
>>>
>>> odps.write_table('test_table', 0, records1, 1, records2)  # write to multi-blocks
>>>
>>> odps.write_table('test_table', records, partition='pt=test') # write to certain partition






See also

odps.models.Record












	
class odps.models.Project(**kw)[source]

	Project is the counterpart of database in a RDBMS.

By get an object of Project, users can get the properties like name, owner,
comment, creation_time, last_modified_time, and so on.

These properties will not load from remote ODPS service, unless users
try to get them explicitly. If users want to check the newest status,
try use reload method.


	Example

	




>>> project = odps.get_project('my_project')
>>> project.last_modified_time  # this property will be fetched from the remote ODPS service
>>> project.last_modified_time  # Once loaded, the property will not bring remote call
>>> project.owner  # so do the other properties, they are fetched together
>>> project.reload()  # force to update each properties
>>> project.last_modified_time  # already updated










	
class odps.models.Table(**kwargs)[source]

	Table means the same to the RDBMS table, besides, a table can consist of partitions.

Table’s properties are the same to the ones of odps.models.Project,
which will not load from remote ODPS service until users try to get them.

In order to write data into table, users should call the open_writer
method with with statement. At the same time, the open_reader method is used
to provide the ability to read records from a table or its partition.


	Example

	




>>> table = odps.get_table('my_table')
>>> table.owner  # first will load from remote
>>> table.reload()  # reload to update the properties
>>>
>>> for record in table.head(5):
>>>     # check the first 5 records
>>> for record in table.head(5, partition='pt=test', columns=['my_column'])
>>>     # only check the `my_column` column from certain partition of this table
>>>
>>> with table.open_reader() as reader:
>>>     count = reader.count  # How many records of a table or its partition
>>>     for record in record[0: count]:
>>>         # read all data, actually better to split into reading for many times
>>>
>>> with table.open_writer() as writer:
>>>     writer.write(records)
>>> with table.open_writer(partition='pt=test', blocks=[0, 1]):
>>>     writer.write(0, gen_records(block=0))
>>>     writer.write(1, gen_records(block=1))  # we can do this parallel






	
create_partition(partition_spec, if_not_exists=False, async_=False, **kw)[source]

	Create a partition within the table.


	Parameters

	
	partition_spec – specification of the partition.


	if_not_exists – 


	async – 






	Returns

	partition object



	Return type

	odps.models.partition.Partition










	
delete_partition(partition_spec, if_exists=False, async_=False, **kw)[source]

	Delete a partition within the table.


	Parameters

	
	partition_spec – specification of the partition.


	if_exists – 


	async – 













	
drop(async_=False, if_exists=False, **kw)[source]

	Drop this table.


	Parameters

	async – run asynchronously if True



	Returns

	None










	
exist_partition(partition_spec)[source]

	Check if a partition exists within the table.


	Parameters

	partition_spec – specification of the partition.










	
exist_partitions(prefix_spec=None)[source]

	Check if partitions with provided conditions exist.


	Parameters

	prefix_spec – prefix of partition



	Returns

	whether partitions exist










	
get_ddl(with_comments=True, if_not_exists=False)[source]

	Get DDL SQL statement for the given table.


	Parameters

	with_comments – append comment for table and each column



	Returns

	DDL statement










	
get_partition(partition_spec)[source]

	Get a partition with given specifications.


	Parameters

	partition_spec – specification of the partition.



	Returns

	partition object



	Return type

	odps.models.partition.Partition










	
head(limit, partition=None, columns=None)[source]

	Get the head records of a table or its partition.


	Parameters

	
	limit – records’ size, 10000 at most


	partition – partition of this table


	columns (list) – the columns which is subset of the table columns






	Returns

	records



	Return type

	list






See also

odps.models.Record








	
iterate_partitions(spec=None)[source]

	Create an iterable object to iterate over partitions.


	Parameters

	spec – specification of the partition.










	
new_record(values=None)[source]

	Generate a record of the table.


	Parameters

	values (list) – the values of this records



	Returns

	record



	Return type

	odps.models.Record



	Example

	




>>> table = odps.create_table('test_table', schema=Schema.from_lists(['name', 'id'], ['sring', 'string']))
>>> record = table.new_record()
>>> record[0] = 'my_name'
>>> record[1] = 'my_id'
>>> record = table.new_record(['my_name', 'my_id'])






See also

odps.models.Record








	
open_reader(partition=None, **kw)[source]

	Open the reader to read the entire records from this table or its partition.


	Parameters

	
	partition – partition of this table


	reopen (bool) – the reader will reuse last one, reopen is true means open a new reader.


	endpoint – the tunnel service URL


	compress_option (odps.tunnel.CompressOption) – compression algorithm, level and strategy


	compress_algo – compression algorithm, work when compress_option is not provided,
can be zlib, snappy


	compress_level – used for zlib, work when compress_option is not provided


	compress_strategy – used for zlib, work when compress_option is not provided


	download_id – use existing download_id to download table contents






	Returns

	reader, count means the full size, status means the tunnel status



	Example

	




>>> with table.open_reader() as reader:
>>>     count = reader.count  # How many records of a table or its partition
>>>     for record in reader[0: count]:
>>>         # read all data, actually better to split into reading for many times










	
open_writer(partition=None, blocks=None, **kw)[source]

	Open the writer to write records into this table or its partition.


	Parameters

	
	partition – partition of this table


	blocks – block ids to open


	reopen (bool) – the reader will reuse last one, reopen is true means open a new reader.


	create_partition (bool) – if true, the partition will be created if not exist


	endpoint – the tunnel service URL


	upload_id – use existing upload_id to upload data


	compress_option (odps.tunnel.CompressOption) – compression algorithm, level and strategy


	compress_algo – compression algorithm, work when compress_option is not provided,
can be zlib, snappy


	compress_level – used for zlib, work when compress_option is not provided


	compress_strategy – used for zlib, work when compress_option is not provided






	Returns

	writer, status means the tunnel writer status



	Example

	




>>> with table.open_writer() as writer:
>>>     writer.write(records)
>>> with table.open_writer(partition='pt=test', blocks=[0, 1]):
>>>     writer.write(0, gen_records(block=0))
>>>     writer.write(1, gen_records(block=1))  # we can do this parallel










	
to_df()[source]

	Create a PyODPS DataFrame from this table.


	Returns

	DataFrame object










	
truncate(async_=False, **kw)[source]

	truncate this table.


	Parameters

	async – run asynchronously if True



	Returns

	None














	
odps.models.Schema

	alias of odps.models.table.TableSchema






	
class odps.models.table.TableSchema(**kwargs)[source]

	Schema includes the columns and partitions information of a odps.models.Table.

There are two ways to initialize a Schema object, first is to provide columns and partitions,
the second way is to call the class method from_lists. See the examples below:


	Example

	




>>> columns = [Column(name='num', type='bigint', comment='the column')]
>>> partitions = [Partition(name='pt', type='string', comment='the partition')]
>>> schema = Schema(columns=columns, partitions=partitions)
>>> schema.columns
[<column num, type bigint>, <partition pt, type string>]
>>>
>>> schema = Schema.from_lists(['num'], ['bigint'], ['pt'], ['string'])
>>> schema.columns
[<column num, type bigint>, <partition pt, type string>]










	
class odps.models.partition.Partition(**kwargs)[source]

	A partition is a collection of rows in a table whose partition columns are equal to specific
values.

In order to write data into partition, users should call the open_writer
method with with statement. At the same time, the open_reader method is used
to provide the ability to read records from a partition. The behavior of these
methods are the same as those in Table class except that there are no ‘partition’ params.


	
drop(async_=False, if_exists=False, **kw)[source]

	Drop this partition.


	Parameters

	async – run asynchronously if True



	Returns

	None










	
open_reader(**kw)[source]

	Open the reader to read the entire records from this partition.


	Parameters

	
	reopen (bool) – the reader will reuse last one, reopen is true means open a new reader.


	endpoint – the tunnel service URL


	compress_option (odps.tunnel.CompressOption) – compression algorithm, level and strategy


	compress_algo – compression algorithm, work when compress_option is not provided,
can be zlib, snappy


	compress_level – used for zlib, work when compress_option is not provided


	compress_strategy – used for zlib, work when compress_option is not provided






	Returns

	reader, count means the full size, status means the tunnel status



	Example

	




>>> with partition.open_reader() as reader:
>>>     count = reader.count  # How many records of a partition
>>>     for record in reader[0: count]:
>>>         # read all data, actually better to split into reading for many times










	
to_df()[source]

	Create a PyODPS DataFrame from this partition.


	Returns

	DataFrame object














	
class odps.models.Record(columns=None, schema=None, values=None)[source]

	A record generally means the data of a single line in a table.


	Example

	




>>> schema = Schema.from_lists(['name', 'id'], ['string', 'string'])
>>> record = Record(schema=schema, values=['test', 'test2'])
>>> record[0] = 'test'
>>> record[0]
>>> 'test'
>>> record['name']
>>> 'test'
>>> record[0:2]
>>> ('test', 'test2')
>>> record[0, 1]
>>> ('test', 'test2')
>>> record['name', 'id']
>>> for field in record:
>>>     print(field)
('name', u'test')
('id', u'test2')
>>> len(record)
2
>>> 'name' in record
True










	
class odps.models.Instance(**kwargs)[source]

	Instance means that a ODPS task will sometimes run as an instance.

status can reflect the current situation of a instance.
is_terminated method indicates if the instance has finished.
is_successful method indicates if the instance runs successfully.
wait_for_success method will block the main process until the instance has finished.

For a SQL instance, we can use open_reader to read the results.


	Example

	




>>> instance = odps.execute_sql('select * from dual')  # this sql return the structured data
>>> with instance.open_reader() as reader:
>>>     # handle the record
>>>
>>> instance = odps.execute_sql('desc dual')  # this sql do not return structured data
>>> with instance.open_reader() as reader:
>>>    print(reader.raw)  # just return the raw result






	
exception DownloadSessionCreationError(msg, request_id=None, code=None, host_id=None, instance_id=None)[source]

	




	
class Status[source]

	




	
class Task(**kwargs)[source]

	Task stands for each task inside an instance.

It has a name, a task type, the start to end time, and a running status.


	
class TaskProgress(**kwargs)[source]

	TaskProgress reprents for the progress of a task.

A single TaskProgress may consist of several stages.


	Example

	




>>> progress = instance.get_task_progress('task_name')
>>> progress.get_stage_progress_formatted_string()
2015-11-19 16:39:07 M1_Stg1_job0:0/0/1[0%]  R2_1_Stg1_job0:0/0/1[0%]










	
class TaskStatus[source]

	








	
class TaskSummary(*args, **kwargs)[source]

	




	
get_logview_address(hours=None)[source]

	Get logview address of the instance object by hours.


	Parameters

	hours – 



	Returns

	logview address



	Return type

	str










	
get_sql_task_cost()[source]

	Get cost information of the sql task.
Including input data size, number of UDF, Complexity of the sql task


	Returns

	cost info in dict format










	
get_task_cost(task_name)[source]

	Get task cost


	Parameters

	task_name – name of the task



	Returns

	task cost



	Return type

	Instance.TaskCost



	Example

	




>>> cost = instance.get_task_cost(instance.get_task_names()[0])
>>> cost.cpu_cost
200
>>> cost.memory_cost
4096
>>> cost.input_size
0










	
get_task_detail(task_name)[source]

	Get task’s detail


	Parameters

	task_name – task name



	Returns

	the task’s detail



	Return type

	list or dict according to the JSON










	
get_task_detail2(task_name)[source]

	Get task’s detail v2


	Parameters

	task_name – task name



	Returns

	the task’s detail



	Return type

	list or dict according to the JSON










	
get_task_info(task_name, key)[source]

	Get task related information.


	Parameters

	
	task_name – name of the task


	key – key of the information item






	Returns

	a string of the task information










	
get_task_names()[source]

	Get names of all tasks


	Returns

	task names



	Return type

	list










	
get_task_progress(task_name)[source]

	Get task’s current progress


	Parameters

	task_name – task_name



	Returns

	the task’s progress



	Return type

	odps.models.Instance.Task.TaskProgress










	
get_task_quota(task_name)[source]

	Get queueing info of the task.
Note that time between two calls should larger than 30 seconds, otherwise empty dict is returned.


	Parameters

	task_name – name of the task



	Returns

	quota info in dict format










	
get_task_result(task_name)[source]

	Get a single task result.


	Parameters

	task_name – task name



	Returns

	task result



	Return type

	str










	
get_task_results()[source]

	Get all the task results.


	Returns

	a dict which key is task name, and value is the task result as string



	Return type

	dict










	
get_task_statuses()[source]

	Get all tasks’ statuses


	Returns

	a dict which key is the task name and value is the odps.models.Instance.Task object



	Return type

	dict










	
get_task_summary(task_name)[source]

	Get a task’s summary, mostly used for MapReduce.


	Parameters

	task_name – task name



	Returns

	summary as a dict parsed from JSON



	Return type

	dict










	
get_task_workers(task_name=None, json_obj=None)[source]

	Get workers from task
:param task_name: task name
:param json_obj: json object parsed from get_task_detail2
:return: list of workers


See also

odps.models.Worker








	
get_worker_log(log_id, log_type, size=0)[source]

	Get logs from worker.


	Parameters

	
	log_id – id of log, can be retrieved from details.


	log_type – type of logs. Possible log types contains coreinfo, hs_err_log, jstack, pstack, stderr, stdout, waterfall_summary


	size – length of the log to retrieve






	Returns

	log content










	
is_running(retry=False)[source]

	If this instance is still running.


	Returns

	True if still running else False



	Return type

	bool










	
is_successful(retry=False)[source]

	If the instance runs successfully.


	Returns

	True if successful else False



	Return type

	bool










	
is_terminated(retry=False)[source]

	If this instance has finished or not.


	Returns

	True if finished else False



	Return type

	bool










	
open_reader(*args, **kwargs)[source]

	Open the reader to read records from the result of the instance. If tunnel is True,
instance tunnel will be used. Otherwise conventional routine will be used. If instance tunnel
is not available and tunnel is not specified,, the method will fall back to the
conventional routine.
Note that the number of records returned is limited unless options.limited_instance_tunnel
is set to True or limit=True is configured under instance tunnel mode. Otherwise
the number of records returned is always limited.


	Parameters

	
	tunnel – if true, use instance tunnel to read from the instance.
if false, use conventional routine.
if absent, options.tunnel.use_instance_tunnel will be used and automatic fallback
is enabled.


	limit (bool) – if True, enable the limitation


	reopen (bool) – the reader will reuse last one, reopen is true means open a new reader.


	endpoint – the tunnel service URL


	compress_option (odps.tunnel.CompressOption) – compression algorithm, level and strategy


	compress_algo – compression algorithm, work when compress_option is not provided,
can be zlib, snappy


	compress_level – used for zlib, work when compress_option is not provided


	compress_strategy – used for zlib, work when compress_option is not provided






	Returns

	reader, count means the full size, status means the tunnel status



	Example

	




>>> with instance.open_reader() as reader:
>>>     count = reader.count  # How many records of a table or its partition
>>>     for record in reader[0: count]:
>>>         # read all data, actually better to split into reading for many times










	
put_task_info(task_name, key, value)[source]

	Put information into a task.


	Parameters

	
	task_name – name of the task


	key – key of the information item


	value – value of the information item













	
stop()[source]

	Stop this instance.


	Returns

	None










	
wait_for_completion(interval=1)[source]

	Wait for the instance to complete, and neglect the consequence.


	Parameters

	interval – time interval to check



	Returns

	None










	
wait_for_success(interval=1)[source]

	Wait for instance to complete, and check if the instance is successful.


	Parameters

	interval – time interval to check



	Returns

	None



	Raise

	odps.errors.ODPSError if the instance failed














	
class odps.models.Resource(**kwargs)[source]

	Resource is useful when writing UDF or MapReduce. This is an abstract class.

Basically, resource can be either a file resource or a table resource.
File resource can be file, py, jar, archive in details.


See also

odps.models.FileResource, odps.models.PyResource,
odps.models.JarResource, odps.models.ArchiveResource,
odps.models.TableResource




	
class Type[source]

	








	
class odps.models.FileResource(**kw)[source]

	File resource represents for a file.

Use open method to open this resource as an file-like object.


	
class Mode[source]

	




	
close()[source]

	Close this file resource.


	Returns

	None










	
flush()[source]

	Commit the change to ODPS if any change happens.
Close will do this automatically.


	Returns

	None










	
open(mode='r', encoding='utf-8')[source]

	The argument mode stands for the open mode for this file resource.
It can be binary mode if the ‘b’ is inside. For instance,
‘rb’ means opening the resource as read binary mode
while ‘r+b’ means opening the resource as read+write binary mode.
This is most import when the file is actually binary such as tar or jpeg file,
so be aware of opening this file as a correct mode.

Basically, the text mode can be ‘r’, ‘w’, ‘a’, ‘r+’, ‘w+’, ‘a+’
just like the builtin python open method.


	r means read only


	w means write only, the file will be truncated when opening


	a means append only


	r+ means read+write without constraint


	w+ will truncate first then opening into read+write


	a+ can read+write, however the written content can only be appended to the end





	Parameters

	
	mode – the mode of opening file, described as above


	encoding – utf-8 as default






	Returns

	file-like object



	Example

	




>>> with resource.open('r') as fp:
>>>     fp.read(1)  # read one unicode character
>>>     fp.write('test')  # wrong, cannot write under read mode
>>>
>>> with resource.open('wb') as fp:
>>>     fp.readlines() # wrong, cannot read under write mode
>>>     fp.write('hello world') # write bytes
>>>
>>> with resource.open('test_resource', 'r+') as fp: # open as read-write mode
>>>     fp.seek(5)
>>>     fp.truncate()
>>>     fp.flush()










	
read(size=-1)[source]

	Read the file resource, read all as default.


	Parameters

	size – unicode or byte length depends on text mode or binary mode.



	Returns

	unicode or bytes depends on text mode or binary mode



	Return type

	str or unicode(Py2), bytes or str(Py3)










	
readline(size=-1)[source]

	Read a single line.


	Parameters

	size – If the size argument is present and non-negative,
it is a maximum byte count (including the trailing newline)
and an incomplete line may be returned.
When size is not 0,
an empty string is returned only when EOF is encountered immediately



	Returns

	unicode or bytes depends on text mode or binary mode



	Return type

	str or unicode(Py2), bytes or str(Py3)










	
readlines(sizehint=-1)[source]

	Read as lines.


	Parameters

	sizehint – If the optional sizehint argument is present, instead of reading up to EOF,
whole lines totalling approximately sizehint bytes
(possibly after rounding up to an internal buffer size) are read.



	Returns

	lines



	Return type

	list










	
seek(pos, whence=0)[source]

	Seek to some place.


	Parameters

	
	pos – position to seek


	whence – if set to 2, will seek to the end






	Returns

	None










	
tell()[source]

	Tell the current position


	Returns

	current position










	
truncate(size=None)[source]

	Truncate the file resource’s size.


	Parameters

	size – If the optional size argument is present,
the file is truncated to (at most) that size.
The size defaults to the current position.



	Returns

	None










	
write(content)[source]

	Write content into the file resource


	Parameters

	content – content to write



	Returns

	None










	
writelines(seq)[source]

	Write lines into the file resource.


	Parameters

	seq – lines



	Returns

	None














	
class odps.models.PyResource(**kw)[source]

	File resource representing for the .py file.






	
class odps.models.JarResource(**kw)[source]

	File resource representing for the .jar file.






	
class odps.models.ArchiveResource(**kw)[source]

	File resource representing for the compressed file like .zip/.tgz/.tar.gz/.tar/jar






	
class odps.models.TableResource(**kw)[source]

	Take a table as a resource.


	
open_reader(**kwargs)[source]

	Open reader on the table resource






	
open_writer(**kwargs)[source]

	Open writer on the table resource






	
partition

	Get the source table partition.


	Returns

	the source table partition










	
table

	Get the table object.


	Returns

	source table



	Return type

	odps.models.Table






See also

odps.models.Table








	
update(project_name=None, table_name=None, *args, **kw)[source]

	Update this resource.


	Parameters

	
	project_name – the source table’s project


	table_name – the source table’s name


	partition – the source table’s partition






	Returns

	self














	
class odps.models.Function(**kwargs)[source]

	Function can be used in UDF when user writes a SQL.


	
drop()[source]

	Delete this Function.


	Returns

	None










	
resources

	Return all the resources which this function refer to.


	Returns

	resources



	Return type

	list






See also

odps.models.Resource








	
update()[source]

	Update this function.


	Returns

	None














	
class odps.models.Worker(**kwargs)[source]

	Worker information class for worker information and log retrieval.


	
get_log(log_type, size=0)[source]

	Get logs from worker.


	Parameters

	
	log_type – type of logs. Possible log types contains coreinfo, hs_err_log, jstack, pstack, stderr, stdout, waterfall_summary


	size – length of the log to retrieve






	Returns

	log content














	
class odps.models.ml.OfflineModel(**kwargs)[source]

	Representing an ODPS offline model.


	
copy(new_name, new_project=None, async_=False)[source]

	Copy current model into a new location.


	Parameters

	
	new_name – name of the new model


	new_project – new project name. if absent, original project name will be used


	async – if True, return the copy instance. otherwise return the newly-copied model













	
get_model()[source]

	Get PMML text of the current model. Note that model file obtained
via this method might be incomplete due to size limitations.










	
class odps.models.security.User(**kwargs)[source]

	







          

      

      

    

  

    
      
          
            
  
DataFrame Reference


	
class odps.df.DataFrame(*args, **kwargs)[source]

	Main entrance of PyODPS DataFrame.

Users can initial a DataFrame by odps.models.Table.


	Parameters

	data (odps.models.Table or pandas DataFrame) – ODPS table or pandas DataFrame



	Example

	




>>> df = DataFrame(o.get_table('my_example_table'))
>>> df.dtypes
odps.Schema {
  movie_id                            int64
  title                               string
  release_date                        string
  video_release_date                  string
  imdb_url                            string
  user_id                             int64
  rating                              int64
  unix_timestamp                      int64
  age                                 int64
  sex                                 string
  occupation                          string
  zip_code                            string
}
>>> df.count()
100000
>>>
>>> # Do the `groupby`, aggregate the `movie_id` by count, then sort the count in a reversed order
>>> # Finally we get the top 25 results
>>> df.groupby('title').agg(count=df.movie_id.count()).sort('count', ascending=False)[:25]
>>>
>>> # We can use the `value_counts` to reach the same goal
>>> df.movie_id.value_counts()[:25]






	
static batch_persist(dfs, tables, *args, **kwargs)[source]

	Persist multiple DataFrames into ODPS.


	Parameters

	
	dfs – DataFrames to persist.


	tables – Table names to persist to. Use (table, partition) tuple to store to a table partition.


	args – args for Expr.persist


	kwargs – kwargs for Expr.persist






	Examples

	




>>> DataFrame.batch_persist([df1, df2], ['table_name1', ('table_name2', 'partition_name2')], lifecycle=1)










	
view()[source]

	Clone a same collection. useful for self-join.


	Returns

	














	
class odps.df.CollectionExpr(*args, **kwargs)[source]

	Collection represents for the two-dimensions data.


	Example

	




>>> # projection
>>> df = DataFrame(o.get_table('my_table')) # DataFrame is actually a CollectionExpr
>>> df['name', 'id']  # projection some columns
>>> df[[df.name, df.id]]  # projection
>>> df[df]  # means nothing, but get all the columns
>>> df[df, df.name.lower().rename('name2')]  # projection a new columns `name2` besides all the original columns
>>> df.select(df, name2=df.name.lower())  # projection by `select`
>>> df.exclude('name')  # projection all columns but `name`
>>> df[df.exclude('name'), df.name.lower()]  # `name` will not conflict any more
>>>
>>> # filter
>>> df[(df.id < 3) & (df.name != 'test')]
>>> df.filter(df.id < 3, df.name != 'test')
>>>
>>> # slice
>>> df[: 10]
>>> df.limit(10)
>>>
>>> # Sequence
>>> df.name # an instance of :class:`odps.df.expr.expressions.SequenceExpr`
>>>
>>> # schema or dtypes
>>> df.dtypes
odps.Schema {
  name    string
  id      int64
}
>>> df.schema
odps.Schema {
  name    string
  id      int64
}






	
all()

	All is True.


	Parameters

	expr – 



	Returns

	










	
any()

	Any is True.


	Parameters

	expr – 



	Returns

	










	
append_id(id_col='append_id')

	Append an ID column to current column to form a new DataFrame.


	Parameters

	id_col (str) – name of appended ID field.



	Returns

	DataFrame with ID field



	Return type

	DataFrame










	
apply(func, axis=0, names=None, types=None, reduce=False, resources=None, keep_nulls=False, args=(), **kwargs)

	Apply a function to a row when axis=1 or column when axis=0.


	Parameters

	
	expr – 


	func – function to apply


	axis – row when axis=1 else column


	names – output names


	types – output types


	reduce – if True will return a sequence else return a collection


	resources – resources to read


	keep_nulls – if True, keep rows producing empty results, only work in lateral views


	args – args for function


	kwargs – kwargs for function






	Returns

	



	Example

	




Apply a function to a row:

>>> from odps.df import output
>>>
>>> @output(['iris_add', 'iris_sub'], ['float', 'float'])
>>> def handle(row):
>>>     yield row.sepallength - row.sepalwidth, row.sepallength + row.sepalwidth
>>>     yield row.petallength - row.petalwidth, row.petallength + row.petalwidth
>>>
>>> iris.apply(handle, axis=1).count()





Apply a function to a column:

>>> class Agg(object):
>>>
>>>     def buffer(self):
>>>         return [0.0, 0]
>>>
>>>     def __call__(self, buffer, val):
>>>         buffer[0] += val
>>>         buffer[1] += 1
>>>
>>>     def merge(self, buffer, pbuffer):
>>>         buffer[0] += pbuffer[0]
>>>         buffer[1] += pbuffer[1]
>>>
>>>     def getvalue(self, buffer):
>>>         if buffer[1] == 0:
>>>             return 0.0
>>>         return buffer[0] / buffer[1]
>>>
>>> iris.exclude('name').apply(Agg)










	
applymap(func, rtype=None, resources=None, columns=None, excludes=None, args=(), **kwargs)

	Call func on each element of this collection.


	Parameters

	
	func – lambda, function, odps.models.Function,
or str which is the name of odps.models.Funtion


	rtype – if not provided, will be the dtype of this sequence


	columns – columns to apply this function on


	excludes – columns to skip when applying the function






	Returns

	a new collection



	Example

	




>>> df.applymap(lambda x: x + 1)










	
ast()

	Return the AST string.


	Returns

	AST tree



	Return type

	str










	
bfill(subset=None)

	Fill NA/NaN values with the backward method. Equivalent to fillna(method=’bfill’).


	Parameters

	
	expr (DataFrame) – input DataFrame.


	subset – Labels along other axis to consider.






	Returns

	DataFrame










	
bloom_filter(on, column, capacity=3000, error_rate=0.01)

	Filter collection on the on sequence by BloomFilter built by column


	Parameters

	
	collection – 


	on – sequence or column name


	column – instance of Column


	capacity (int) – numbers of capacity


	error_rate (float) – error rate






	Returns

	collection



	Example

	




>>> df1 = DataFrame(pd.DataFrame({'a': ['name1', 'name2', 'name3', 'name1'], 'b': [1, 2, 3, 4]}))
>>> df2 = DataFrame(pd.DataFrame({'a': ['name1']}))
>>> df1.bloom_filter('a', df2.a)
       a  b
0  name1  1
1  name1  4










	
columns

	columns
:rtype: list which each element is a Column


	Type

	return










	
compile()

	Compile this expression into an ODPS SQL


	Returns

	compiled DAG



	Return type

	str










	
concat(rights, distinct=False, axis=0)

	Concat collections.


	Parameters

	
	left – left collection


	rights – right collections, can be a DataFrame object or a list of DataFrames


	distinct – whether to remove duplicate entries. only available when axis == 0


	axis – when axis == 0, the DataFrames are merged vertically, otherwise horizontally.






	Returns

	collection





Note that axis==1 can only be used under Pandas DataFrames or XFlow.


	Example

	




>>> df['name', 'id'].concat(df2['score'], axis=1)










	
continuous(*args)

	Set fields to be continuous.


	Return type

	DataFrame



	Example

	




>>> # Table schema is create table test(f1 double, f2 string)
>>> # Original continuity: f1=DISCRETE, f2=DISCRETE
>>> # Now we want to set ``f1`` and ``f2`` into continuous
>>> new_ds = df.continuous('f1 f2')










	
count()

	Value counts


	Parameters

	expr – 



	Returns

	










	
discrete(*args)

	Set fields to be discrete.


	Return type

	DataFrame



	Example

	




>>> # Table schema is create table test(f1 double, f2 string)
>>> # Original continuity: f1=CONTINUOUS, f2=CONTINUOUS
>>> # Now we want to set ``f1`` and ``f2`` into continuous
>>> new_ds = df.discrete('f1 f2')










	
distinct(on=None, *ons)

	Get collection with duplicate rows removed, optionally only considering certain columns


	Parameters

	
	expr – collection


	on – sequence or sequences






	Returns

	dinstinct collection



	Example

	




>>> df.distinct(['name', 'id'])
>>> df['name', 'id'].distinct()










	
drop(data, axis=0, columns=None)

	Drop data from a DataFrame.


	Parameters

	
	expr – collection to drop data from


	data – data to be removed


	axis – 0 for deleting rows, 1 for columns.


	columns – columns of data to select, only useful when axis == 0






	Returns

	collection



	Example

	




>>> import pandas as pd
>>> df1 = DataFrame(pd.DataFrame({'a': [1, 2, 3], 'b': [4, 5, 6], 'c': [7, 8, 9]}))
>>> df2 = DataFrame(pd.DataFrame({'a': [2, 3], 'b': [5, 7]}))
>>> df1.drop(df2)
   a  b  c
0  1  4  7
1  3  6  9
>>> df1.drop(df2, columns='a')
   a  b  c
0  1  4  7
>>> df1.drop(['a'], axis=1)
   b  c
0  4  7
1  5  8
2  6  9
>>> df1.drop(df2, axis=1)
   c
0  7
1  8
2  9










	
dropna(how='any', thresh=None, subset=None)

	Return object with labels on given axis omitted where alternately any or all of the data are missing


	Parameters

	
	expr (DataFrame) – input DataFrame


	how – can be ‘any’ or ‘all’. If ‘any’ is specified any NA values are present, drop that label. If ‘all’ is specified and all values are NA, drop that label.


	thresh – require that many non-NA values


	subset – Labels along other axis to consider, e.g. if you are dropping rows these would be a list of columns to include






	Returns

	DataFrame










	
erase_key_value(*args)

	Erase key-value represented fields.


	Return type

	DataFrame



	Example

	




>>> new_ds = df.erase_key_value('f1 f2')










	
except_(*rights, **kwargs)

	Exclude data from a collection, like except clause in SQL. All collections involved should
have same schema.


	Parameters

	
	left – collection to drop data from


	rights – collection or list of collections


	distinct – whether to preserve duplicate entries






	Returns

	collection



	Examples

	




>>> import pandas as pd
>>> df1 = DataFrame(pd.DataFrame({'a': [1, 2, 3, 3, 3], 'b': [1, 2, 3, 3, 3]}))
>>> df2 = DataFrame(pd.DataFrame({'a': [1, 3], 'b': [1, 3]}))
>>> df1.setdiff(df2)
   a  b
0  2  2
1  3  3
2  3  3
>>> df1.setdiff(df2, distinct=True)
   a  b
0  2  2










	
exclude(*fields)[source]

	Projection columns which not included in the fields


	Parameters

	fields – field names



	Returns

	new collection



	Return type

	odps.df.expr.expression.CollectionExpr










	
exclude_fields(*args)

	Exclude one or more fields from feature fields.


	Return type

	DataFrame










	
execute(**kwargs)

	
	Parameters

	
	hints (dict) – settings for SQL, e.g. odps.sql.mapper.split.size


	priority (int) – instance priority, 9 as default


	running_cluster – cluster to run this instance






	Returns

	execution result



	Return type

	odps.df.backends.frame.ResultFrame










	
extract_kv(columns=None, kv_delim=':', item_delim=', ', dtype='float', fill_value=None)

	Extract values in key-value represented columns into standalone columns. New column names will
be the name of the key-value column followed by an underscore and the key.


	Parameters

	
	expr (DataFrame) – input DataFrame


	columns – the key-value columns to be extracted.


	kv_delim (str) – delimiter between key and value.


	item_delim (str) – delimiter between key-value pairs.


	dtype (str) – type of value columns to generate.


	fill_value – default value for missing key-value pairs.






	Returns

	extracted data frame



	Return type

	DataFrame



	Example

	




>>> df
    name   kv
0  name1  k1=1.0,k2=3.0,k5=10.0
1  name2  k2=3.0,k3=5.1
2  name3  k1=7.1,k7=8.2
3  name4  k2=1.2,k3=1.5
4  name5  k2=1.0,k9=1.1
>>> table = df.extract_kv(columns=['A', 'B'], kv_delim='=')
>>> table
    name   kv_k1   kv_k2   kv_k3   kv_k5   kv_k7   kv_k9
0  name1  1.0     3.0     Nan     10.0    Nan     Nan
1  name2  Nan     3.0     5.1     Nan     Nan     Nan
2  name3  7.1     Nan     Nan     Nan     8.2     Nan
3  name4  Nan     1.2     1.5     Nan     Nan     Nan
4  name5  Nan     1.0     Nan     Nan     Nan     1.1










	
ffill(subset=None)

	Fill NA/NaN values with the forward method. Equivalent to fillna(method=’ffill’).


	Parameters

	
	expr (DataFrame) – input DataFrame.


	subset – Labels along other axis to consider.






	Returns

	DataFrame










	
fillna(value=None, method=None, subset=None)

	Fill NA/NaN values using the specified method


	Parameters

	
	expr (DataFrame) – input DataFrame


	method – can be ‘backfill’, ‘bfill’, ‘pad’, ‘ffill’ or None


	value – value to fill into


	subset – Labels along other axis to consider.






	Returns

	DataFrame










	
filter(*predicates)[source]

	Filter the data by predicates


	Parameters

	predicates – the conditions to filter



	Returns

	new collection



	Return type

	odps.df.expr.expressions.CollectionExpr










	
filter_parts(predicate='', exclude=True)[source]

	Filter the data by partition string. A partition string looks like pt1=1,pt2=2/pt1=2,pt2=1, where
comma (,) denotes ‘and’, while (/) denotes ‘or’.


	Parameters

	
	predicate (str|Partition) – predicate string of partition filter


	exclude (bool) – True if you want to exclude partition fields, otherwise False. True for default.






	Returns

	new collection



	Return type

	odps.df.expr.expressions.CollectionExpr










	
groupby(by, *bys)

	Group collection by a series of sequences.


	Parameters

	
	expr – collection


	by – columns to group


	bys – columns to group






	Returns

	GroupBy instance



	Return type

	odps.df.expr.groupby.GroupBy










	
head(n=None, **kwargs)[source]

	Return the first n rows. Execute at once.


	Parameters

	n – 



	Returns

	result frame



	Return type

	odps.df.backends.frame.ResultFrame










	
inner_join(right, on=None, suffixes=('_x', '_y'), mapjoin=False)

	Inner join two collections.

If on is not specified, we will find the common fields of the left and right collection.
suffixes means that if column names conflict, the suffixes will be added automatically.
For example, both left and right has a field named col,
there will be col_x, and col_y in the joined collection.


	Parameters

	
	left – left collection


	right – right collection


	on – fields to join on


	suffixes – when name conflict, the suffixes will be added to both columns.






	Returns

	collection



	Example

	




>>> df.dtypes.names
['name', 'id']
>>> df2.dtypes.names
['name', 'id1']
>>> df.inner_join(df2)
>>> df.inner_join(df2, on='name')
>>> df.inner_join(df2, on=('id', 'id1'))
>>> df.inner_join(df2, on=['name', ('id', 'id1')])
>>> df.inner_join(df2, on=[df.name == df2.name, df.id == df2.id1])










	
intersect(*rights, **kwargs)

	Calc intersection among datasets,


	Parameters

	
	left – collection


	rights – collection or list of collections


	distinct – whether to preserve duolicate entries






	Returns

	collection



	Examples

	




>>> import pandas as pd
>>> df1 = DataFrame(pd.DataFrame({'a': [1, 2, 3, 3, 3], 'b': [1, 2, 3, 3, 3]}))
>>> df2 = DataFrame(pd.DataFrame({'a': [1, 3, 3], 'b': [1, 3, 3]}))
>>> df1.intersect(df2)
   a  b
0  1  1
1  3  3
2  3  3
>>> df1.intersect(df2, distinct=True)
   a  b
0  1  1
1  3  3










	
join(right, on=None, how='inner', suffixes=('_x', '_y'), mapjoin=False)

	Join two collections.

If on is not specified, we will find the common fields of the left and right collection.
suffixes means that if column names conflict, the suffixes will be added automatically.
For example, both left and right has a field named col,
there will be col_x, and col_y in the joined collection.


	Parameters

	
	left – left collection


	right – right collection


	on – fields to join on


	how – ‘inner’, ‘left’, ‘right’, or ‘outer’


	suffixes – when name conflict, the suffix will be added to both columns.


	mapjoin – set use mapjoin or not, default value False.






	Returns

	collection



	Example

	




>>> df.dtypes.names
['name', 'id']
>>> df2.dtypes.names
['name', 'id1']
>>> df.join(df2)
>>> df.join(df2, on='name')
>>> df.join(df2, on=('id', 'id1'))
>>> df.join(df2, on=['name', ('id', 'id1')])
>>> df.join(df2, on=[df.name == df2.name, df.id == df2.id1])
>>> df.join(df2, mapjoin=False)










	
key_value(*args, **kwargs)

	Set fields to be key-value represented.


	Return type

	DataFrame



	Example

	




>>> new_ds = df.key_value('f1 f2', kv=':', item=',')










	
kurt()

	Calculate kurtosis of the sequence


	Parameters

	expr – 



	Returns

	










	
kurtosis()

	Calculate kurtosis of the sequence


	Parameters

	expr – 



	Returns

	










	
label_field(f)

	Select one field as the label field.

Note that this field will be exclude from feature fields.


	Parameters

	f (str) – Selected label field



	Return type

	DataFrame










	
left_join(right, on=None, suffixes=('_x', '_y'), mapjoin=False, merge_columns=None)

	Left join two collections.

If on is not specified, we will find the common fields of the left and right collection.
suffixes means that if column names conflict, the suffixes will be added automatically.
For example, both left and right has a field named col,
there will be col_x, and col_y in the joined collection.


	Parameters

	
	left – left collection


	right – right collection


	on – fields to join on


	suffixes – when name conflict, the suffixes will be added to both columns.


	mapjoin – set use mapjoin or not, default value False.


	merge_columns – whether to merge columns with the same name into one column without suffix.
If the value is True, columns in the predicate with same names will be merged,
with non-null value. If the value is ‘left’ or ‘right’, the values of predicates
on the left / right collection will be taken. You can also pass a dictionary to
describe the behavior of each column, such as { ‘a’: ‘auto’, ‘b’: ‘left’ }.






	Returns

	collection



	Example

	




>>> df.dtypes.names
['name', 'id']
>>> df2.dtypes.names
['name', 'id1']
>>> df.left_join(df2)
>>> df.left_join(df2, on='name')
>>> df.left_join(df2, on=('id', 'id1'))
>>> df.left_join(df2, on=['name', ('id', 'id1')])
>>> df.left_join(df2, on=[df.name == df2.name, df.id == df2.id1])










	
limit(n)[source]

	limit n records


	Parameters

	n – n records



	Returns

	










	
map_reduce(mapper=None, reducer=None, group=None, sort=None, ascending=True, combiner=None, combiner_buffer_size=1024, mapper_output_names=None, mapper_output_types=None, mapper_resources=None, reducer_output_names=None, reducer_output_types=None, reducer_resources=None)

	MapReduce API, mapper or reducer should be provided.


	Parameters

	
	expr – 


	mapper – mapper function or class


	reducer – reducer function or class


	group – the keys to group after mapper


	sort – the keys to sort after mapper


	ascending – True if ascending else False


	combiner – combiner function or class, combiner’s output should be equal to mapper


	combiner_buffer_size – combiner’s buffer size, 1024 as default


	mapper_output_names – mapper’s output names


	mapper_output_types – mapper’s output types


	mapper_resources – the resources for mapper


	reducer_output_names – reducer’s output names


	reducer_output_types – reducer’s output types


	reducer_resources – the resources for reducer






	Returns

	



	Example

	




>>> from odps.df import output
>>>
>>> @output(['word', 'cnt'], ['string', 'int'])
>>> def mapper(row):
>>>     for word in row[0].split():
>>>         yield word.lower(), 1
>>>
>>> @output(['word', 'cnt'], ['string', 'int'])
>>> def reducer(keys):
>>>     cnt = [0]
>>>     def h(row, done):  # done illustrates that all the rows of the keys are processed
>>>         cnt[0] += row.cnt
>>>         if done:
>>>             yield keys.word, cnt[0]
>>>     return h
>>>
>>> words_df.map_reduce(mapper, reducer, group='word')










	
max()

	Max value


	Parameters

	expr – 



	Returns

	










	
mean()

	Arithmetic mean.


	Parameters

	expr – 



	Returns

	










	
median()

	Median value.


	Parameters

	expr – 



	Returns

	










	
melt(id_vars=None, value_vars=None, var_name='variable', value_name='value', ignore_nan=False)

	“Unpivots” a DataFrame from wide format to long format, optionally leaving identifier variables set.

This function is useful to massage a DataFrame into a format where one or more columns are identifier
variables (id_vars), while all other columns, considered measured variables (value_vars), are “unpivoted”
to the row axis, leaving just two non-identifier columns, ‘variable’ and ‘value’.


	Parameters

	
	expr – collection


	id_vars – column(s) to use as identifier variables.


	value_vars – column(s) to unpivot. If not specified, uses all columns that are not set as id_vars.


	var_name – name to use for the ‘variable’ column. If None it uses frame.columns.name or ‘variable’.


	value_name – name to use for the ‘value’ column.


	ignore_nan – whether to ignore NaN values in data.






	Returns

	collection



	Example

	




>>> df.melt(id_vars='id', value_vars=['col1', 'col2'])
>>> df.melt(id_vars=['id', 'id2'], value_vars=['col1', 'col2'], var_name='variable')










	
min()

	Min value


	Parameters

	expr – 



	Returns

	










	
min_max_scale(columns=None, feature_range=(0, 1), preserve=False, suffix='_scaled', group=None)

	Resize a data frame by max / min values, i.e., (X - min(X)) / (max(X) - min(X))


	Parameters

	
	expr (DataFrame) – input DataFrame


	feature_range – the target range to resize the value into, i.e., v * (b - a) + a


	preserve (bool) – determine whether input data should be kept. If True, scaled input data will be appended to the data frame with suffix


	columns – columns names to resize. If set to None, float or int-typed columns will be normalized if the column is not specified as a group column.


	group – determine scale groups. Scaling will be done in each group separately.


	suffix (str) – column suffix to be appended to the scaled columns.






	Returns

	resized data frame



	Return type

	DataFrame










	
moment(order, central=False)

	Calculate the n-th order moment of the sequence


	Parameters

	
	expr – 


	order – moment order, must be an integer


	central – if central moments are to be computed.






	Returns

	










	
nunique()

	The distinct count.


	Parameters

	expr – 



	Returns

	










	
outer_join(right, on=None, suffixes=('_x', '_y'), mapjoin=False, merge_columns=None)

	Outer join two collections.

If on is not specified, we will find the common fields of the left and right collection.
suffixes means that if column names conflict, the suffixes will be added automatically.
For example, both left and right has a field named col,
there will be col_x, and col_y in the joined collection.


	Parameters

	
	left – left collection


	right – right collection


	on – fields to join on


	suffixes – when name conflict, the suffixes will be added to both columns.


	mapjoin – set use mapjoin or not, default value False.


	merge_columns – whether to merge columns with the same name into one column without suffix.
If the value is True, columns in the predicate with same names will be merged,
with non-null value. If the value is ‘left’ or ‘right’, the values of predicates
on the left / right collection will be taken. You can also pass a dictionary to
describe the behavior of each column, such as { ‘a’: ‘auto’, ‘b’: ‘left’ }.






	Returns

	collection



	Example

	




>>> df.dtypes.names
['name', 'id']
>>> df2.dtypes.names
['name', 'id1']
>>> df.outer_join(df2)
>>> df.outer_join(df2, on='name')
>>> df.outer_join(df2, on=('id', 'id1'))
>>> df.outer_join(df2, on=['name', ('id', 'id1')])
>>> df.outer_join(df2, on=[df.name == df2.name, df.id == df2.id1])










	
persist(name, partitions=None, partition=None, lifecycle=None, project=None, **kwargs)

	Persist the execution into a new table. If partitions not specified,
will create a new table without partitions if the table does not exist,
and insert the SQL result into it.
If partitions are specified, they will be the partition fields of the new table.
If partition is specified, the data will be inserted into the exact partition of the table.


	Parameters

	
	name – table name


	partitions (list) – list of string, the partition fields


	partition (string or PartitionSpec) – persist to a specified partition


	lifecycle (int) – table lifecycle. If absent, options.lifecycle will be used.


	project – project name, if not provided, will be the default project


	hints (dict) – settings for SQL, e.g. odps.sql.mapper.split.size


	priority (int) – instance priority, 9 as default


	running_cluster – cluster to run this instance


	overwrite (bool) – overwrite the table, True as default


	drop_table (bool) – drop table if exists, False as default


	create_table (bool) – create table first if not exits, True as default


	drop_partition (bool) – drop partition if exists, False as default


	create_partition (bool) – create partition if not exists, None as default


	cast (bool) – cast all columns’ types as the existed table, False as default






	Returns

	odps.df.DataFrame



	Example

	




>>> df = df['name', 'id', 'ds']
>>> df.persist('odps_new_table')
>>> df.persist('odps_new_table', partition='pt=test')
>>> df.persist('odps_new_table', partitions=['ds'])










	
pivot(rows, columns, values=None)

	Produce ‘pivot’ table based on 3 columns of this DataFrame.
Uses unique values from rows / columns and fills with values.


	Parameters

	
	expr – collection


	rows – use to make new collection’s grouped rows


	columns – use to make new collection’s columns


	values – values to use for populating new collection’s values






	Returns

	collection



	Example

	




>>> df.pivot(rows='id', columns='category')
>>> df.pivot(rows='id', columns='category', values='sale')
>>> df.pivot(rows=['id', 'id2'], columns='category', values='sale')










	
pivot_table(values=None, rows=None, columns=None, aggfunc='mean', fill_value=None)

	Create a spreadsheet-style pivot table as a DataFrame.


	Parameters

	
	expr – collection


	(optional) (fill_value) – column to aggregate


	rows – rows to group


	columns – keys to group by on the pivot table column


	aggfunc – aggregate function or functions


	(optional) – value to replace missing value with, default None






	Returns

	collection



	Example

	




>>> df
    A    B      C   D
0  foo  one  small  1
1  foo  one  large  2
2  foo  one  large  2
3  foo  two  small  3
4  foo  two  small  3
5  bar  one  large  4
6  bar  one  small  5
7  bar  two  small  6
8  bar  two  large  7
>>> table = df.pivot_table(values='D', rows=['A', 'B'], columns='C', aggfunc='sum')
>>> table
     A    B  large_D_sum   small_D_sum
0  bar  one          4.0           5.0
1  bar  two          7.0           6.0
2  foo  one          4.0           1.0
3  foo  two          NaN           6.0










	
quantile(prob=None, **kw)

	Percentile value.


	Parameters

	
	expr – 


	prob – probability or list of probabilities, in [0, 1]






	Returns

	










	
query(expr)[source]

	Query the data with a boolean expression.


	Parameters

	expr – the query string, you can use ‘@’ character refer to environment variables.



	Returns

	new collection



	Return type

	odps.df.expr.expressions.CollectionExpr










	
reshuffle(by=None, sort=None, ascending=True)

	Reshuffle data.


	Parameters

	
	expr – 


	by – the sequence or scalar to shuffle by. RandomScalar as default


	sort – the sequence or scalar to sort.


	ascending – True if ascending else False






	Returns

	collection










	
right_join(right, on=None, suffixes=('_x', '_y'), mapjoin=False, merge_columns=None)

	Right join two collections.

If on is not specified, we will find the common fields of the left and right collection.
suffixes means that if column names conflict, the suffixes will be added automatically.
For example, both left and right has a field named col,
there will be col_x, and col_y in the joined collection.


	Parameters

	
	left – left collection


	right – right collection


	on – fields to join on


	suffixes – when name conflict, the suffixes will be added to both columns.


	mapjoin – set use mapjoin or not, default value False.


	merge_columns – whether to merge columns with the same name into one column without suffix.
If the value is True, columns in the predicate with same names will be merged,
with non-null value. If the value is ‘left’ or ‘right’, the values of predicates
on the left / right collection will be taken. You can also pass a dictionary to
describe the behavior of each column, such as { ‘a’: ‘auto’, ‘b’: ‘left’ }.






	Returns

	collection



	Example

	




>>> df.dtypes.names
['name', 'id']
>>> df2.dtypes.names
['name', 'id1']
>>> df.right_join(df2)
>>> df.right_join(df2, on='name')
>>> df.right_join(df2, on=('id', 'id1'))
>>> df.right_join(df2, on=['name', ('id', 'id1')])
>>> df.right_join(df2, on=[df.name == df2.name, df.id == df2.id1])










	
roles(clear_features=True, **field_roles)

	Set roles of fields


	Parameters

	
	clear_features – Clear feature roles on fields


	field_roles – 






	Returns

	










	
sample(parts=None, columns=None, i=None, n=None, frac=None, replace=False, weights=None, strata=None, random_state=None)

	Sample collection.


	Parameters

	
	expr – collection


	parts – how many parts to hash


	columns – the columns to sample


	i – the part to sample out, can be a list of parts, must be from 0 to parts-1


	n – how many rows to sample. If strata is specified, n should be a dict with values in the strata column as dictionary keys and corresponding sample size as values


	frac – how many fraction to sample. If strata is specified, n should be a dict with values in the strata column as dictionary keys and corresponding sample weight as values


	replace – whether to perform replace sampling


	weights – the column name of weights


	strata – the name of strata column


	random_state – the random seed when performing sampling






	Returns

	collection





Note that n, frac, replace, weights, strata and random_state can only be used under Pandas DataFrames or
XFlow.


	Example

	




Sampling with parts:

>>> df.sample(parts=1)
>>> df.sample(parts=5, i=0)
>>> df.sample(parts=10, columns=['name'])





Sampling with fraction or weights, replacement option can be specified:

>>> df.sample(n=100)
>>> df.sample(frac=100)
>>> df.sample(frac=100, replace=True)





Sampling with weight column:

>>> df.sample(n=100, weights='weight_col')
>>> df.sample(n=100, weights='weight_col', replace=True)





Stratified sampling. Note that currently we do not support stratified sampling with replacement.

>>> df.sample(strata='category', frac={'Iris Setosa': 0.5, 'Iris Versicolour': 0.4})










	
select(*fields, **kw)[source]

	Projection columns. Remember to avoid column names’ conflict.


	Parameters

	
	fields – columns to project


	kw – columns and their names to project






	Returns

	new collection



	Return type

	odps.df.expr.expression.CollectionExpr










	
select_features(*args, **kwargs)

	Select one or more fields as feature fields.


	Return type

	DataFrame










	
setdiff(*rights, **kwargs)

	Exclude data from a collection, like except clause in SQL. All collections involved should
have same schema.


	Parameters

	
	left – collection to drop data from


	rights – collection or list of collections


	distinct – whether to preserve duplicate entries






	Returns

	collection



	Examples

	




>>> import pandas as pd
>>> df1 = DataFrame(pd.DataFrame({'a': [1, 2, 3, 3, 3], 'b': [1, 2, 3, 3, 3]}))
>>> df2 = DataFrame(pd.DataFrame({'a': [1, 3], 'b': [1, 3]}))
>>> df1.setdiff(df2)
   a  b
0  2  2
1  3  3
2  3  3
>>> df1.setdiff(df2, distinct=True)
   a  b
0  2  2










	
size()

	Value counts


	Parameters

	expr – 



	Returns

	










	
skew()

	Calculate skewness of the sequence


	Parameters

	expr – 



	Returns

	










	
sort(by, ascending=True)

	Sort the collection by values. sort is an alias name for sort_values


	Parameters

	
	expr – collection


	by – the sequence or sequences to sort


	ascending – Sort ascending vs. descending. Sepecify list for multiple sort orders.
If this is a list of bools, must match the length of the by






	Returns

	Sorted collection



	Example

	




>>> df.sort_values(['name', 'id'])  # 1
>>> df.sort(['name', 'id'], ascending=False)  # 2
>>> df.sort(['name', 'id'], ascending=[False, True])  # 3
>>> df.sort([-df.name, df.id])  # 4, equal to #3










	
sort_values(by, ascending=True)

	Sort the collection by values. sort is an alias name for sort_values


	Parameters

	
	expr – collection


	by – the sequence or sequences to sort


	ascending – Sort ascending vs. descending. Sepecify list for multiple sort orders.
If this is a list of bools, must match the length of the by






	Returns

	Sorted collection



	Example

	




>>> df.sort_values(['name', 'id'])  # 1
>>> df.sort(['name', 'id'], ascending=False)  # 2
>>> df.sort(['name', 'id'], ascending=[False, True])  # 3
>>> df.sort([-df.name, df.id])  # 4, equal to #3










	
split(frac, seed=None)

	Split the current column into two column objects with certain ratio.


	Parameters

	frac (float) – Split ratio



	Returns

	two split DataFrame objects










	
std(**kw)

	Standard deviation.


	Parameters

	
	expr – 


	kw – 






	Returns

	










	
std_scale(columns=None, with_means=True, with_std=True, preserve=False, suffix='_scaled', group=None)

	Resize a data frame by mean and standard error.


	Parameters

	
	expr (DataFrame) – Input DataFrame


	with_means (bool) – Determine whether the output will be subtracted by means


	with_std (bool) – Determine whether the output will be divided by standard deviations


	preserve (bool) – Determine whether input data should be kept. If True, scaled input data will be appended to the data frame with suffix


	columns – Columns names to resize. If set to None, float or int-typed columns will be normalized if the column is not specified as a group column.


	group – determine scale groups. Scaling will be done in each group separately.


	suffix (str) – column suffix to be appended to the scaled columns.






	Returns

	resized data frame



	Return type

	DataFrame










	
sum()

	Sum value


	Parameters

	expr – 



	Returns

	










	
switch(*args, **kw)

	Similar to the case-when in SQL. Refer to the example below


	Parameters

	
	expr – 


	args – 


	kw – 






	Returns

	sequence or scalar



	Example

	




>>> # if df.id == 3 then df.name
>>> # elif df.id == df.fid.abs() then df.name + 'test'
>>> # default: 'test'
>>> df.id.switch(3, df.name, df.fid.abs(), df.name + 'test', default='test')










	
tail(n=None, **kwargs)[source]

	Return the last n rows. Execute at once.


	Parameters

	n – 



	Returns

	result frame



	Return type

	odps.df.backends.frame.ResultFrame










	
to_kv(columns=None, kv_delim=':', item_delim=', ', kv_name='kv_col')

	Merge values in specified columns into a key-value represented column.


	Parameters

	
	expr (DataFrame) – input DataFrame


	columns – the columns to be merged.


	kv_delim (str) – delimiter between key and value.


	item_delim (str) – delimiter between key-value pairs.


	kv_col (str) – name of the new key-value column






	Returns

	converted data frame



	Return type

	DataFrame



	Example

	




>>> df
    name   k1   k2   k3   k5    k7   k9
0  name1  1.0  3.0  Nan  10.0  Nan  Nan
1  name2  Nan  3.0  5.1  Nan   Nan  Nan
2  name3  7.1  Nan  Nan  Nan   8.2  Nan
3  name4  Nan  1.2  1.5  Nan   Nan  Nan
4  name5  Nan  1.0  Nan  Nan   Nan  1.1
>>> table = df.to_kv(columns=['A', 'B'], kv_delim='=')
>>> table
    name   kv_col
0  name1  k1=1.0,k2=3.0,k5=10.0
1  name2  k2=3.0,k3=5.1
2  name3  k1=7.1,k7=8.2
3  name4  k2=1.2,k3=1.5
4  name5  k2=1.0,k9=1.1










	
to_pandas(wrap=False, **kwargs)[source]

	Convert to pandas DataFrame. Execute at once.


	Parameters

	wrap – if True, wrap the pandas DataFrame into a PyODPS DataFrame



	Returns

	pandas DataFrame










	
tolist(**kwargs)

	Pack all data in the sequence into a list
:param expr:
:param unique: make every elements in the sequence to be unique
:return:






	
union(right, distinct=False)

	Union two collections.


	Parameters

	
	left – left collection


	right – right collection


	distinct – 






	Returns

	collection



	Example

	




>>> df['name', 'id'].union(df2['id', 'name'])










	
var(**kw)

	Variance


	Parameters

	
	expr – 


	ddof – degree of freedom


	kw – 






	Returns

	










	
verify()

	Verify if this expression can be compiled into ODPS SQL.


	Returns

	True if compilation succeed else False



	Return type

	bool










	
view()[source]

	Clone a same collection. useful for self-join.


	Returns

	










	
weight_field(f)

	Select one field as the weight field.

Note that this field will be exclude from feature fields.


	Parameters

	f (str) – Selected weight field



	Return type

	DataFrame














	
class odps.df.SequenceExpr(*args, **kwargs)[source]

	Sequence represents for 1-dimension data.


	
ast()

	Return the AST string.


	Returns

	AST tree



	Return type

	str










	
astype(data_type)[source]

	Cast to a new data type.


	Parameters

	data_type – the new data type



	Returns

	casted sequence



	Example

	




>>> df.id.astype('float')










	
between(left, right, inclusive=True)

	Return a boolean sequence or scalar show whether
each element is between left and right.


	Parameters

	
	expr – sequence or scalar


	left – left value


	right – right value


	inclusive – if true, will be left <= expr <= right, else will be left < expr < right






	Returns

	boolean sequence or scalar










	
compile()

	Compile this expression into an ODPS SQL


	Returns

	compiled DAG



	Return type

	str










	
concat(rights, distinct=False, axis=0)

	Concat collections.


	Parameters

	
	left – left collection


	rights – right collections, can be a DataFrame object or a list of DataFrames


	distinct – whether to remove duplicate entries. only available when axis == 0


	axis – when axis == 0, the DataFrames are merged vertically, otherwise horizontally.






	Returns

	collection





Note that axis==1 can only be used under Pandas DataFrames or XFlow.


	Example

	




>>> df['name', 'id'].concat(df2['score'], axis=1)










	
continuous()

	Set sequence to be continuous.


	Return type

	Column



	Example

	




>>> # Table schema is create table test(f1 double, f2 string)
>>> # Original continuity: f1=DISCRETE, f2=DISCRETE
>>> # Now we want to set ``f1`` and ``f2`` into continuous
>>> new_ds = df.continuous('f1 f2')










	
count()

	Value counts


	Parameters

	expr – 



	Returns

	










	
cut(bins, right=True, labels=None, include_lowest=False, include_under=False, include_over=False)

	Return indices of half-open bins to which each value of expr belongs.


	Parameters

	
	expr – sequence or scalar


	bins – list of scalars


	right – indicates whether the bins include the rightmost edge or not. If right == True(the default),
then the bins [1, 2, 3, 4] indicate (1, 2], (2, 3], (3, 4]


	labels – Usesd as labes for the resulting bins. Must be of the same length as the resulting bins.


	include_lowest – Whether the first interval should be left-inclusive or not.


	include_under – include the bin below the leftmost edge or not


	include_over – include the bin above the rightmost edge or not






	Returns

	sequence or scalar










	
discrete()

	Set sequence to be discrete.


	Return type

	Column



	Example

	




>>> # Table schema is create table test(f1 double, f2 string)
>>> # Original continuity: f1=CONTINUOUS, f2=CONTINUOUS
>>> # Now we want to set ``f1`` and ``f2`` into continuous
>>> new_ds = df.discrete('f1 f2')










	
drop(data, axis=0, columns=None)

	Drop data from a DataFrame.


	Parameters

	
	expr – collection to drop data from


	data – data to be removed


	axis – 0 for deleting rows, 1 for columns.


	columns – columns of data to select, only useful when axis == 0






	Returns

	collection



	Example

	




>>> import pandas as pd
>>> df1 = DataFrame(pd.DataFrame({'a': [1, 2, 3], 'b': [4, 5, 6], 'c': [7, 8, 9]}))
>>> df2 = DataFrame(pd.DataFrame({'a': [2, 3], 'b': [5, 7]}))
>>> df1.drop(df2)
   a  b  c
0  1  4  7
1  3  6  9
>>> df1.drop(df2, columns='a')
   a  b  c
0  1  4  7
>>> df1.drop(['a'], axis=1)
   b  c
0  4  7
1  5  8
2  6  9
>>> df1.drop(df2, axis=1)
   c
0  7
1  8
2  9










	
dtype

	int8, int16, int32, int64, float32, float64, boolean, string, decimal, datetime


	Returns

	the data type



	Type

	Return the data type. Available types










	
erase_key_value()

	Erase key-value represented fields.


	Return type

	Column



	Example

	




>>> new_ds = df.erase_key_value('f1 f2')










	
except_(*rights, **kwargs)

	Exclude data from a collection, like except clause in SQL. All collections involved should
have same schema.


	Parameters

	
	left – collection to drop data from


	rights – collection or list of collections


	distinct – whether to preserve duplicate entries






	Returns

	collection



	Examples

	




>>> import pandas as pd
>>> df1 = DataFrame(pd.DataFrame({'a': [1, 2, 3, 3, 3], 'b': [1, 2, 3, 3, 3]}))
>>> df2 = DataFrame(pd.DataFrame({'a': [1, 3], 'b': [1, 3]}))
>>> df1.setdiff(df2)
   a  b
0  2  2
1  3  3
2  3  3
>>> df1.setdiff(df2, distinct=True)
   a  b
0  2  2










	
execute(**kwargs)

	
	Parameters

	
	hints (dict) – settings for SQL, e.g. odps.sql.mapper.split.size


	priority (int) – instance priority, 9 as default


	running_cluster – cluster to run this instance






	Returns

	execution result



	Return type

	odps.df.backends.frame.ResultFrame










	
fillna(value)

	Fill null with value.


	Parameters

	
	expr – sequence or scalar


	value – value to fill into






	Returns

	sequence or scalar










	
hash(func=None)

	Calculate the hash value.


	Parameters

	
	expr – 


	func – hash function






	Returns

	










	
head(n=None, **kwargs)[source]

	Return first n rows. Execute at once.


	Parameters

	n – 



	Returns

	result frame



	Return type

	odps.df.expr.expressions.CollectionExpr










	
hll_count(error_rate=0.01, splitter=None)

	Calculate HyperLogLog count


	Parameters

	
	expr – 


	error_rate (float) – error rate


	splitter – the splitter to split the column value






	Returns

	sequence or scalar



	Example

	




>>> df = DataFrame(pd.DataFrame({'a': np.random.randint(100000, size=100000)}))
>>> df.a.hll_count()
63270
>>> df.a.nunique()
63250










	
intersect(*rights, **kwargs)

	Calc intersection among datasets,


	Parameters

	
	left – collection


	rights – collection or list of collections


	distinct – whether to preserve duolicate entries






	Returns

	collection



	Examples

	




>>> import pandas as pd
>>> df1 = DataFrame(pd.DataFrame({'a': [1, 2, 3, 3, 3], 'b': [1, 2, 3, 3, 3]}))
>>> df2 = DataFrame(pd.DataFrame({'a': [1, 3, 3], 'b': [1, 3, 3]}))
>>> df1.intersect(df2)
   a  b
0  1  1
1  3  3
2  3  3
>>> df1.intersect(df2, distinct=True)
   a  b
0  1  1
1  3  3










	
isin(values)

	Return a boolean sequence or scalar showing whether
each element is exactly contained in the passed values.


	Parameters

	
	expr – sequence or scalar


	values – list object or sequence






	Returns

	boolean sequence or scalar










	
isnull()

	Return a sequence or scalar according to the input indicating if the values are null.


	Parameters

	expr – sequence or scalar



	Returns

	sequence or scalar










	
key_value(**kwargs)

	Set fields to be key-value represented.


	Return type

	Column



	Example

	




>>> new_ds = df.key_value('f1 f2', kv=':', item=',')










	
map(func, rtype=None, resources=None, args=(), **kwargs)

	Call func on each element of this sequence.


	Parameters

	
	func – lambda, function, odps.models.Function,
or str which is the name of odps.models.Funtion


	rtype – if not provided, will be the dtype of this sequence






	Returns

	a new sequence



	Example

	




>>> df.id.map(lambda x: x + 1)










	
max()

	Max value


	Parameters

	expr – 



	Returns

	










	
min()

	Min value


	Parameters

	expr – 



	Returns

	










	
notin(values)

	Return a boolean sequence or scalar showing whether
each element is not contained in the passed values.


	Parameters

	
	expr – sequence or scalar


	values – list object or sequence






	Returns

	boolean sequence or scalar










	
notnull()

	Return a sequence or scalar according to the input indicating if the values are not null.


	Parameters

	expr – sequence or scalar



	Returns

	sequence or scalar










	
nunique()

	The distinct count.


	Parameters

	expr – 



	Returns

	










	
persist(name, partitions=None, partition=None, lifecycle=None, project=None, **kwargs)

	Persist the execution into a new table. If partitions not specified,
will create a new table without partitions if the table does not exist,
and insert the SQL result into it.
If partitions are specified, they will be the partition fields of the new table.
If partition is specified, the data will be inserted into the exact partition of the table.


	Parameters

	
	name – table name


	partitions (list) – list of string, the partition fields


	partition (string or PartitionSpec) – persist to a specified partition


	lifecycle (int) – table lifecycle. If absent, options.lifecycle will be used.


	project – project name, if not provided, will be the default project


	hints (dict) – settings for SQL, e.g. odps.sql.mapper.split.size


	priority (int) – instance priority, 9 as default


	running_cluster – cluster to run this instance


	overwrite (bool) – overwrite the table, True as default


	drop_table (bool) – drop table if exists, False as default


	create_table (bool) – create table first if not exits, True as default


	drop_partition (bool) – drop partition if exists, False as default


	create_partition (bool) – create partition if not exists, None as default


	cast (bool) – cast all columns’ types as the existed table, False as default






	Returns

	odps.df.DataFrame



	Example

	




>>> df = df['name', 'id', 'ds']
>>> df.persist('odps_new_table')
>>> df.persist('odps_new_table', partition='pt=test')
>>> df.persist('odps_new_table', partitions=['ds'])










	
role(role_name)

	Set role of current column


	Parameters

	role_name – name of the role to be selected.



	Returns

	










	
setdiff(*rights, **kwargs)

	Exclude data from a collection, like except clause in SQL. All collections involved should
have same schema.


	Parameters

	
	left – collection to drop data from


	rights – collection or list of collections


	distinct – whether to preserve duplicate entries






	Returns

	collection



	Examples

	




>>> import pandas as pd
>>> df1 = DataFrame(pd.DataFrame({'a': [1, 2, 3, 3, 3], 'b': [1, 2, 3, 3, 3]}))
>>> df2 = DataFrame(pd.DataFrame({'a': [1, 3], 'b': [1, 3]}))
>>> df1.setdiff(df2)
   a  b
0  2  2
1  3  3
2  3  3
>>> df1.setdiff(df2, distinct=True)
   a  b
0  2  2










	
size()

	Value counts


	Parameters

	expr – 



	Returns

	










	
switch(*args, **kw)

	Similar to the case-when in SQL. Refer to the example below


	Parameters

	
	expr – 


	args – 


	kw – 






	Returns

	sequence or scalar



	Example

	




>>> # if df.id == 3 then df.name
>>> # elif df.id == df.fid.abs() then df.name + 'test'
>>> # default: 'test'
>>> df.id.switch(3, df.name, df.fid.abs(), df.name + 'test', default='test')










	
tail(n=None, **kwargs)[source]

	Return the last n rows. Execute at once.


	Parameters

	n – 



	Returns

	










	
to_pandas(wrap=False, **kwargs)[source]

	Convert to pandas Series. Execute at once.


	Parameters

	wrap – if True, wrap the pandas DataFrame into a PyODPS DataFrame



	Returns

	pandas Series










	
tolist(**kwargs)

	Pack all data in the sequence into a list
:param expr:
:param unique: make every elements in the sequence to be unique
:return:






	
union(right, distinct=False)

	Union two collections.


	Parameters

	
	left – left collection


	right – right collection


	distinct – 






	Returns

	collection



	Example

	




>>> df['name', 'id'].union(df2['id', 'name'])










	
value_counts(sort=True, ascending=False, dropna=False)

	Return object containing counts of unique values.

The resulting object will be in descending order so that the first element is the most frequently-occuring
element. Exclude NA values by default


	Parameters

	
	expr – sequence


	sort (bool) – if sort


	dropna – Don’t include counts of None, default False






	Returns

	collection with two columns



	Return type

	odps.df.expr.expressions.CollectionExpr










	
verify()

	Verify if this expression can be compiled into ODPS SQL.


	Returns

	True if compilation succeed else False



	Return type

	bool














	
class odps.df.expr.expressions.Int64SequenceExpr(*args, **kwargs)[source]

	
	
kurt()

	Calculate kurtosis of the sequence


	Parameters

	expr – 



	Returns

	










	
kurtosis()

	Calculate kurtosis of the sequence


	Parameters

	expr – 



	Returns

	










	
mean()

	Arithmetic mean.


	Parameters

	expr – 



	Returns

	










	
median()

	Median value.


	Parameters

	expr – 



	Returns

	










	
moment(order, central=False)

	Calculate the n-th order moment of the sequence


	Parameters

	
	expr – 


	order – moment order, must be an integer


	central – if central moments are to be computed.






	Returns

	










	
quantile(prob=None, **kw)

	Percentile value.


	Parameters

	
	expr – 


	prob – probability or list of probabilities, in [0, 1]






	Returns

	










	
skew()

	Calculate skewness of the sequence


	Parameters

	expr – 



	Returns

	










	
std(**kw)

	Standard deviation.


	Parameters

	
	expr – 


	kw – 






	Returns

	










	
sum()

	Sum value


	Parameters

	expr – 



	Returns

	










	
to_datetime()

	Return a sequence or scalar that is the datetime value of the current numeric sequence or scalar.


	Parameters

	expr – sequence or scalar



	Returns

	sequence or scalar










	
var(**kw)

	Variance


	Parameters

	
	expr – 


	ddof – degree of freedom


	kw – 






	Returns

	














	
class odps.df.expr.expressions.StringSequenceExpr(*args, **kwargs)[source]

	
	
capitalize()

	Convert strings in the Sequence or string scalar to be capitalized. Equivalent to str.capitalize().


	Parameters

	expr – 



	Returns

	sequence or scalar










	
cat(others=None, sep=None, na_rep=None)

	Concatenate strings in sequence with given separator


	Parameters

	
	expr – 


	others – other sequences


	sep – string or None, default None


	na_rep – string or None default None, if None, NA in the sequence are ignored






	Returns

	










	
contains(pat, case=True, flags=0, regex=True)

	Return boolean sequence whether given pattern/regex is contained in each string in the sequence


	Parameters

	
	expr – sequence or scalar


	pat – Character sequence or regular expression


	case (bool) – If True, case sensitive


	flags – re module flags, e.g. re.IGNORECASE


	regex – If True use regex, otherwise use string finder






	Returns

	sequence or scalar










	
endswith(pat)

	Return boolean sequence or scalar indicating whether each string in the sequence or scalar
ends with passed pattern. Equivalent to str.endswith().


	Parameters

	
	expr – 


	pat – Character sequence






	Returns

	sequence or scalar










	
extract(pat, flags=0, group=0)

	Find group in each string in the Series using passed regular expression.


	Parameters

	
	expr – 


	pat – Pattern or regular expression


	flags – re module, e.g. re.IGNORECASE


	group – if None as group 0






	Returns

	sequence or scalar










	
find(sub, start=0, end=None)

	Return lowest indexes in each strings in the sequence or scalar
where the substring is fully contained between [start:end]. Return -1 on failure.
Equivalent to standard str.find().


	Parameters

	
	expr – 


	sub – substring being searched


	start – left edge index


	end – right edge index






	Returns

	sequence or scalar










	
get(index)

	Extract element from lists, tuples, or strings in each element in the sequence or scalar


	Parameters

	
	expr – 


	index – Integer index(location)






	Returns

	sequence or scalar










	
isalnum()

	Check whether all characters in each string in the sequence or scalar are alphanumeric.
Equivalent to str.isalnum().


	Parameters

	expr – 



	Returns

	boolean sequence or scalar










	
isalpha()

	Check whether all characters in each string in the sequence or scalar are alphabetic.
Equivalent to str.isalpha().


	Parameters

	expr – 



	Returns

	boolean sequence or scalar










	
isdecimal()

	Check whether all characters in each string in the sequence or scalar are decimal.
Equivalent to str.isdecimal().


	Parameters

	expr – 



	Returns

	boolean sequence or scalar










	
isdigit()

	Check whether all characters in each string in the sequence or scalar are digits.
Equivalent to str.isdigit().


	Parameters

	expr – 



	Returns

	boolean sequence or scalar










	
islower()

	Check whether all characters in each string in the sequence or scalar are lowercase.
Equivalent to str.islower().


	Parameters

	expr – 



	Returns

	boolean sequence or scalar










	
isnumeric()

	Check whether all characters in each string in the sequence or scalar are numeric.
Equivalent to str.isnumeric().


	Parameters

	expr – 



	Returns

	boolean sequence or scalar










	
isspace()

	Check whether all characters in each string in the sequence or scalar are whitespace.
Equivalent to str.isspace().


	Parameters

	expr – 



	Returns

	boolean sequence or scalar










	
istitle()

	Check whether all characters in each string in the sequence or scalar are titlecase.
Equivalent to str.istitle().


	Parameters

	expr – 



	Returns

	boolean sequence or scalar










	
isupper()

	Check whether all characters in each string in the sequence or scalar are uppercase.
Equivalent to str.isupper().


	Parameters

	expr – 



	Returns

	boolean sequence or scalar










	
len()

	Compute length of each string in the sequence or scalar


	Parameters

	expr – 



	Returns

	lengths










	
ljust(width, fillchar=' ')

	Filling right side of strings in the sequence or scalar with an additional character.
Equivalent to str.ljust().


	Parameters

	
	expr – 


	width – Minimum width of resulting string; additional characters will be filled with fillchar


	fillchar – Additional character for filling, default is whitespace.






	Returns

	sequence or scalar










	
lower()

	Convert strings in the sequence or scalar lowercase. Equivalent to str.lower().


	Parameters

	expr – 



	Returns

	sequence or scalar










	
lstrip(to_strip=None)

	Strip whitespace (including newlines) from each string in the sequence or scalar from left side.
Equivalent to str.lstrip().


	Parameters

	
	expr – 


	to_strip – 






	Returns

	sequence or sclaar










	
pad(width, side='left', fillchar=' ')

	Pad strings in the sequence or scalar with an additional character to specified side.


	Parameters

	
	expr – 


	width – Minimum width of resulting string; additional characters will be filled with spaces


	side – {‘left’, ‘right’, ‘both’}, default ‘left’


	fillchar – Additional character for filling, default is whitespace






	Returns

	sequence or scalar










	
repeat(repeats)

	Duplicate each string in the sequence or scalar by indicated number of times.


	Parameters

	
	expr – 


	repeats – times






	Returns

	sequence or scalar










	
replace(pat, repl, n=-1, case=True, flags=0, regex=True)

	Replace occurrence of pattern/regex in the sequence or scalar with some other string.
Equivalent to str.replace()


	Parameters

	
	expr – 


	pat – Character sequence or regular expression


	repl – Replacement


	n – Number of replacements to make from start


	case – if True, case sensitive


	flags – re module flag, e.g. re.IGNORECASE






	Returns

	sequence or scalar










	
rfind(sub, start=0, end=None)

	Return highest indexes in each strings in the sequence or scalar
where the substring is fully contained between [start:end]. Return -1 on failure.
Equivalent to standard str.rfind().


	Parameters

	
	expr – 


	sub – 


	start – 


	end – 






	Returns

	sequence or scalar










	
rjust(width, fillchar=' ')

	Filling left side of strings in the sequence or scalar with an additional character.
Equivalent to str.rjust().


	Parameters

	
	expr – 


	width – Minimum width of resulting string; additional characters will be filled with fillchar


	fillchar – Additional character for filling, default is whitespace.






	Returns

	sequence or scalar










	
rstrip(to_strip=None)

	Strip whitespace (including newlines) from each string in the sequence or scalar from right side.
Equivalent to str.rstrip().


	Parameters

	
	expr – 


	to_strip – 






	Returns

	sequence or scalar










	
slice(start=None, stop=None, step=None)

	Slice substrings from each element in the sequence or scalar


	Parameters

	
	expr – 


	start – int or None


	stop – int or None


	step – int or None






	Returns

	sliced










	
split(pat=None, n=-1)

	Split each string (a la re.split) in the Series/Index by given pattern, propagating NA values.
Equivalent to str.split().


	Parameters

	
	expr – 


	pat – Separator to split on. If None, splits on whitespace


	n – not supported right now






	Returns

	list sequence or scalar










	
startswith(pat)

	Return boolean sequence or scalar indicating whether each string in the sequence or scalar
starts with passed pattern. Equivalent to str.startswith().


	Parameters

	
	expr – 


	pat – Character sequence






	Returns

	sequence or scalar










	
strip(to_strip=None)

	Strip whitespace (including newlines) from each string in the sequence or scalar from left and right sides.
Equivalent to str.strip().


	Parameters

	
	expr – 


	to_strip – 






	Returns

	sequence or scalar










	
strptime(date_format)

	Return datetimes specified by date_format,
which supports the same string format as the python standard library.
Details of the string format can be found in python string format doc


	Parameters

	
	expr – 


	date_format (str) – date format string (e.g. “%Y-%m-%d”)






	Returns

	










	
sum()

	Sum value


	Parameters

	expr – 



	Returns

	










	
swapcase()

	Convert strings in the sequence or scalar to be swapcased. Equivalent to str.swapcase().


	Parameters

	expr – 



	Returns

	converted










	
title()

	Convert strings in the sequence or scalar to titlecase. Equivalent to str.title().


	Parameters

	expr – 



	Returns

	converted










	
todict(item_delim=', ', kv_delim='=')

	Convert the string sequence / expr into a string dict given item and key-value delimiters.


	Parameters

	
	expr – 


	item_delim – delimiter between data items


	kv_delim – delimiter between keys and values






	Returns

	dict sequence or scalar










	
upper()

	Convert strings in the sequence or scalar uppercase. Equivalent to str.upper().


	Parameters

	expr – 



	Returns

	sequence or scalar










	
zfill(width)

	Filling left side of strings in the sequence or scalar with 0. Equivalent to str.zfill().


	Parameters

	
	expr – 


	width – Minimum width of resulting string; additional characters will be filled with 0






	Returns

	filled














	
class odps.df.Scalar(*args, **kwargs)[source]

	Represent for the scalar type.


	Parameters

	
	_value – value of the scalar


	_value_type – value type of the scalar






	Example

	




>>> df[df, Scalar(4).rename('append_const')]






	
ast()

	Return the AST string.


	Returns

	AST tree



	Return type

	str










	
between(left, right, inclusive=True)

	Return a boolean sequence or scalar show whether
each element is between left and right.


	Parameters

	
	expr – sequence or scalar


	left – left value


	right – right value


	inclusive – if true, will be left <= expr <= right, else will be left < expr < right






	Returns

	boolean sequence or scalar










	
compile()

	Compile this expression into an ODPS SQL


	Returns

	compiled DAG



	Return type

	str










	
cut(bins, right=True, labels=None, include_lowest=False, include_under=False, include_over=False)

	Return indices of half-open bins to which each value of expr belongs.


	Parameters

	
	expr – sequence or scalar


	bins – list of scalars


	right – indicates whether the bins include the rightmost edge or not. If right == True(the default),
then the bins [1, 2, 3, 4] indicate (1, 2], (2, 3], (3, 4]


	labels – Usesd as labes for the resulting bins. Must be of the same length as the resulting bins.


	include_lowest – Whether the first interval should be left-inclusive or not.


	include_under – include the bin below the leftmost edge or not


	include_over – include the bin above the rightmost edge or not






	Returns

	sequence or scalar










	
execute(**kwargs)

	
	Parameters

	
	hints (dict) – settings for SQL, e.g. odps.sql.mapper.split.size


	priority (int) – instance priority, 9 as default


	running_cluster – cluster to run this instance






	Returns

	execution result



	Return type

	odps.df.backends.frame.ResultFrame










	
fillna(value)

	Fill null with value.


	Parameters

	
	expr – sequence or scalar


	value – value to fill into






	Returns

	sequence or scalar










	
hash(func=None)

	Calculate the hash value.


	Parameters

	
	expr – 


	func – hash function






	Returns

	










	
isin(values)

	Return a boolean sequence or scalar showing whether
each element is exactly contained in the passed values.


	Parameters

	
	expr – sequence or scalar


	values – list object or sequence






	Returns

	boolean sequence or scalar










	
isnull()

	Return a sequence or scalar according to the input indicating if the values are null.


	Parameters

	expr – sequence or scalar



	Returns

	sequence or scalar










	
map(func, rtype=None, resources=None, args=(), **kwargs)

	Call func on each element of this sequence.


	Parameters

	
	func – lambda, function, odps.models.Function,
or str which is the name of odps.models.Funtion


	rtype – if not provided, will be the dtype of this sequence






	Returns

	a new sequence



	Example

	




>>> df.id.map(lambda x: x + 1)










	
notin(values)

	Return a boolean sequence or scalar showing whether
each element is not contained in the passed values.


	Parameters

	
	expr – sequence or scalar


	values – list object or sequence






	Returns

	boolean sequence or scalar










	
notnull()

	Return a sequence or scalar according to the input indicating if the values are not null.


	Parameters

	expr – sequence or scalar



	Returns

	sequence or scalar










	
persist(name, partitions=None, partition=None, lifecycle=None, project=None, **kwargs)

	Persist the execution into a new table. If partitions not specified,
will create a new table without partitions if the table does not exist,
and insert the SQL result into it.
If partitions are specified, they will be the partition fields of the new table.
If partition is specified, the data will be inserted into the exact partition of the table.


	Parameters

	
	name – table name


	partitions (list) – list of string, the partition fields


	partition (string or PartitionSpec) – persist to a specified partition


	lifecycle (int) – table lifecycle. If absent, options.lifecycle will be used.


	project – project name, if not provided, will be the default project


	hints (dict) – settings for SQL, e.g. odps.sql.mapper.split.size


	priority (int) – instance priority, 9 as default


	running_cluster – cluster to run this instance


	overwrite (bool) – overwrite the table, True as default


	drop_table (bool) – drop table if exists, False as default


	create_table (bool) – create table first if not exits, True as default


	drop_partition (bool) – drop partition if exists, False as default


	create_partition (bool) – create partition if not exists, None as default


	cast (bool) – cast all columns’ types as the existed table, False as default






	Returns

	odps.df.DataFrame



	Example

	




>>> df = df['name', 'id', 'ds']
>>> df.persist('odps_new_table')
>>> df.persist('odps_new_table', partition='pt=test')
>>> df.persist('odps_new_table', partitions=['ds'])










	
switch(*args, **kw)

	Similar to the case-when in SQL. Refer to the example below


	Parameters

	
	expr – 


	args – 


	kw – 






	Returns

	sequence or scalar



	Example

	




>>> # if df.id == 3 then df.name
>>> # elif df.id == df.fid.abs() then df.name + 'test'
>>> # default: 'test'
>>> df.id.switch(3, df.name, df.fid.abs(), df.name + 'test', default='test')










	
verify()

	Verify if this expression can be compiled into ODPS SQL.


	Returns

	True if compilation succeed else False



	Return type

	bool














	
odps.df.NullScalar(tp)[source]

	Creates a Scalar representing typed None values.


	Parameters

	tp – type of the scalar



	Returns

	Scalar with None value










	
class odps.df.RandomScalar(seed=None, **kw)[source]

	Represent for the random scalar type.


	Parameters

	seed – random seed, None by default



	Example

	




>>> df[df, RandomScalar().rename('append_random')]






	
ast()

	Return the AST string.


	Returns

	AST tree



	Return type

	str










	
between(left, right, inclusive=True)

	Return a boolean sequence or scalar show whether
each element is between left and right.


	Parameters

	
	expr – sequence or scalar


	left – left value


	right – right value


	inclusive – if true, will be left <= expr <= right, else will be left < expr < right






	Returns

	boolean sequence or scalar










	
compile()

	Compile this expression into an ODPS SQL


	Returns

	compiled DAG



	Return type

	str










	
cut(bins, right=True, labels=None, include_lowest=False, include_under=False, include_over=False)

	Return indices of half-open bins to which each value of expr belongs.


	Parameters

	
	expr – sequence or scalar


	bins – list of scalars


	right – indicates whether the bins include the rightmost edge or not. If right == True(the default),
then the bins [1, 2, 3, 4] indicate (1, 2], (2, 3], (3, 4]


	labels – Usesd as labes for the resulting bins. Must be of the same length as the resulting bins.


	include_lowest – Whether the first interval should be left-inclusive or not.


	include_under – include the bin below the leftmost edge or not


	include_over – include the bin above the rightmost edge or not






	Returns

	sequence or scalar










	
execute(**kwargs)

	
	Parameters

	
	hints (dict) – settings for SQL, e.g. odps.sql.mapper.split.size


	priority (int) – instance priority, 9 as default


	running_cluster – cluster to run this instance






	Returns

	execution result



	Return type

	odps.df.backends.frame.ResultFrame










	
fillna(value)

	Fill null with value.


	Parameters

	
	expr – sequence or scalar


	value – value to fill into






	Returns

	sequence or scalar










	
hash(func=None)

	Calculate the hash value.


	Parameters

	
	expr – 


	func – hash function






	Returns

	










	
isin(values)

	Return a boolean sequence or scalar showing whether
each element is exactly contained in the passed values.


	Parameters

	
	expr – sequence or scalar


	values – list object or sequence






	Returns

	boolean sequence or scalar










	
isnull()

	Return a sequence or scalar according to the input indicating if the values are null.


	Parameters

	expr – sequence or scalar



	Returns

	sequence or scalar










	
map(func, rtype=None, resources=None, args=(), **kwargs)

	Call func on each element of this sequence.


	Parameters

	
	func – lambda, function, odps.models.Function,
or str which is the name of odps.models.Funtion


	rtype – if not provided, will be the dtype of this sequence






	Returns

	a new sequence



	Example

	




>>> df.id.map(lambda x: x + 1)










	
notin(values)

	Return a boolean sequence or scalar showing whether
each element is not contained in the passed values.


	Parameters

	
	expr – sequence or scalar


	values – list object or sequence






	Returns

	boolean sequence or scalar










	
notnull()

	Return a sequence or scalar according to the input indicating if the values are not null.


	Parameters

	expr – sequence or scalar



	Returns

	sequence or scalar










	
persist(name, partitions=None, partition=None, lifecycle=None, project=None, **kwargs)

	Persist the execution into a new table. If partitions not specified,
will create a new table without partitions if the table does not exist,
and insert the SQL result into it.
If partitions are specified, they will be the partition fields of the new table.
If partition is specified, the data will be inserted into the exact partition of the table.


	Parameters

	
	name – table name


	partitions (list) – list of string, the partition fields


	partition (string or PartitionSpec) – persist to a specified partition


	lifecycle (int) – table lifecycle. If absent, options.lifecycle will be used.


	project – project name, if not provided, will be the default project


	hints (dict) – settings for SQL, e.g. odps.sql.mapper.split.size


	priority (int) – instance priority, 9 as default


	running_cluster – cluster to run this instance


	overwrite (bool) – overwrite the table, True as default


	drop_table (bool) – drop table if exists, False as default


	create_table (bool) – create table first if not exits, True as default


	drop_partition (bool) – drop partition if exists, False as default


	create_partition (bool) – create partition if not exists, None as default


	cast (bool) – cast all columns’ types as the existed table, False as default






	Returns

	odps.df.DataFrame



	Example

	




>>> df = df['name', 'id', 'ds']
>>> df.persist('odps_new_table')
>>> df.persist('odps_new_table', partition='pt=test')
>>> df.persist('odps_new_table', partitions=['ds'])










	
switch(*args, **kw)

	Similar to the case-when in SQL. Refer to the example below


	Parameters

	
	expr – 


	args – 


	kw – 






	Returns

	sequence or scalar



	Example

	




>>> # if df.id == 3 then df.name
>>> # elif df.id == df.fid.abs() then df.name + 'test'
>>> # default: 'test'
>>> df.id.switch(3, df.name, df.fid.abs(), df.name + 'test', default='test')










	
verify()

	Verify if this expression can be compiled into ODPS SQL.


	Returns

	True if compilation succeed else False



	Return type

	bool














	
class odps.df.expr.groupby.GroupBy(*args, **kwargs)[source]

	
	
all()

	All is True.


	Parameters

	expr – 



	Returns

	










	
any()

	Any is True.


	Parameters

	expr – 



	Returns

	










	
ast()

	Return the AST string.


	Returns

	AST tree



	Return type

	str










	
compile()

	Compile this expression into an ODPS SQL


	Returns

	compiled DAG



	Return type

	str










	
count()

	Value counts


	Parameters

	expr – 



	Returns

	










	
cume_dist(sort=None, ascending=True)

	Calculate cumulative ratio of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
dense_rank(sort=None, ascending=True)

	Calculate dense rank of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
execute(**kwargs)

	
	Parameters

	
	hints (dict) – settings for SQL, e.g. odps.sql.mapper.split.size


	priority (int) – instance priority, 9 as default


	running_cluster – cluster to run this instance






	Returns

	execution result



	Return type

	odps.df.backends.frame.ResultFrame










	
kurt()

	Calculate kurtosis of the sequence


	Parameters

	expr – 



	Returns

	










	
kurtosis()

	Calculate kurtosis of the sequence


	Parameters

	expr – 



	Returns

	










	
max()

	Max value


	Parameters

	expr – 



	Returns

	










	
mean()

	Arithmetic mean.


	Parameters

	expr – 



	Returns

	










	
median()

	Median value.


	Parameters

	expr – 



	Returns

	










	
min()

	Min value


	Parameters

	expr – 



	Returns

	










	
min_rank(sort=None, ascending=True)

	Calculate rank of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
moment(order, central=False)

	Calculate the n-th order moment of the sequence


	Parameters

	
	expr – 


	order – moment order, must be an integer


	central – if central moments are to be computed.






	Returns

	










	
nth_value(nth, skip_nulls=False, sort=None, ascending=True)

	Get nth value of a grouped and sorted expression.


	Parameters

	
	expr – expression for calculation


	nth – integer position


	skip_nulls – whether to skip null values, False by default


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
nunique()

	The distinct count.


	Parameters

	expr – 



	Returns

	










	
percent_rank(sort=None, ascending=True)

	Calculate percentage rank of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
persist(name, partitions=None, partition=None, lifecycle=None, project=None, **kwargs)

	Persist the execution into a new table. If partitions not specified,
will create a new table without partitions if the table does not exist,
and insert the SQL result into it.
If partitions are specified, they will be the partition fields of the new table.
If partition is specified, the data will be inserted into the exact partition of the table.


	Parameters

	
	name – table name


	partitions (list) – list of string, the partition fields


	partition (string or PartitionSpec) – persist to a specified partition


	lifecycle (int) – table lifecycle. If absent, options.lifecycle will be used.


	project – project name, if not provided, will be the default project


	hints (dict) – settings for SQL, e.g. odps.sql.mapper.split.size


	priority (int) – instance priority, 9 as default


	running_cluster – cluster to run this instance


	overwrite (bool) – overwrite the table, True as default


	drop_table (bool) – drop table if exists, False as default


	create_table (bool) – create table first if not exits, True as default


	drop_partition (bool) – drop partition if exists, False as default


	create_partition (bool) – create partition if not exists, None as default


	cast (bool) – cast all columns’ types as the existed table, False as default






	Returns

	odps.df.DataFrame



	Example

	




>>> df = df['name', 'id', 'ds']
>>> df.persist('odps_new_table')
>>> df.persist('odps_new_table', partition='pt=test')
>>> df.persist('odps_new_table', partitions=['ds'])










	
qcut(bins, labels=False, sort=None, ascending=True)

	Get quantile-based bin indices of every element of a grouped and sorted expression.
The indices of bins start from 0. If cuts are not of equal sizes, extra items will
be appended into the first group.


	Parameters

	
	expr – expression for calculation


	bins – number of bins


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
quantile(prob=None, **kw)

	Percentile value.


	Parameters

	
	expr – 


	prob – probability or list of probabilities, in [0, 1]






	Returns

	










	
rank(sort=None, ascending=True)

	Calculate rank of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
row_number(sort=None, ascending=True)

	Calculate row number of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
size()

	Value counts


	Parameters

	expr – 



	Returns

	










	
skew()

	Calculate skewness of the sequence


	Parameters

	expr – 



	Returns

	










	
std(**kw)

	Standard deviation.


	Parameters

	
	expr – 


	kw – 






	Returns

	










	
sum()

	Sum value


	Parameters

	expr – 



	Returns

	










	
tolist(**kwargs)

	Pack all data in the sequence into a list
:param expr:
:param unique: make every elements in the sequence to be unique
:return:






	
var(**kw)

	Variance


	Parameters

	
	expr – 


	ddof – degree of freedom


	kw – 






	Returns

	










	
verify()

	Verify if this expression can be compiled into ODPS SQL.


	Returns

	True if compilation succeed else False



	Return type

	bool














	
class odps.df.expr.groupby.SequenceGroupBy(*args, **kwargs)[source]

	
	
ast()

	Return the AST string.


	Returns

	AST tree



	Return type

	str










	
compile()

	Compile this expression into an ODPS SQL


	Returns

	compiled DAG



	Return type

	str










	
count()

	Value counts


	Parameters

	expr – 



	Returns

	










	
cumcount(sort=None, ascending=True, unique=False, preceding=None, following=None)

	Calculate cumulative count of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order


	unique – whether to eliminate duplicate entries


	preceding – the start point of a window


	following – the end point of a window






	Returns

	calculated column










	
cume_dist(sort=None, ascending=True)

	Calculate cumulative ratio of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
cummax(sort=None, ascending=True, unique=False, preceding=None, following=None)

	Calculate cumulative maximum of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order


	unique – whether to eliminate duplicate entries


	preceding – the start point of a window


	following – the end point of a window






	Returns

	calculated column










	
cummin(sort=None, ascending=True, unique=False, preceding=None, following=None)

	Calculate cumulative minimum of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order


	unique – whether to eliminate duplicate entries


	preceding – the start point of a window


	following – the end point of a window






	Returns

	calculated column










	
dense_rank(sort=None, ascending=True)

	Calculate dense rank of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
execute(**kwargs)

	
	Parameters

	
	hints (dict) – settings for SQL, e.g. odps.sql.mapper.split.size


	priority (int) – instance priority, 9 as default


	running_cluster – cluster to run this instance






	Returns

	execution result



	Return type

	odps.df.backends.frame.ResultFrame










	
hll_count(error_rate=0.01, splitter=None)

	Calculate HyperLogLog count


	Parameters

	
	expr – 


	error_rate (float) – error rate


	splitter – the splitter to split the column value






	Returns

	sequence or scalar



	Example

	




>>> df = DataFrame(pd.DataFrame({'a': np.random.randint(100000, size=100000)}))
>>> df.a.hll_count()
63270
>>> df.a.nunique()
63250










	
lag(offset, default=None, sort=None, ascending=True)

	Get value in the row offset rows prior to the current row.


	Parameters

	
	offset – the offset value


	default – default value for the function, when there are no rows satisfying the offset


	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
lead(offset, default=None, sort=None, ascending=True)

	Get value in the row offset rows after to the current row.


	Parameters

	
	offset – the offset value


	default – default value for the function, when there are no rows satisfying the offset


	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
max()

	Max value


	Parameters

	expr – 



	Returns

	










	
min()

	Min value


	Parameters

	expr – 



	Returns

	










	
min_rank(sort=None, ascending=True)

	Calculate rank of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
nth_value(nth, skip_nulls=False, sort=None, ascending=True)

	Get nth value of a grouped and sorted expression.


	Parameters

	
	expr – expression for calculation


	nth – integer position


	skip_nulls – whether to skip null values, False by default


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
nunique()

	The distinct count.


	Parameters

	expr – 



	Returns

	










	
percent_rank(sort=None, ascending=True)

	Calculate percentage rank of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
persist(name, partitions=None, partition=None, lifecycle=None, project=None, **kwargs)

	Persist the execution into a new table. If partitions not specified,
will create a new table without partitions if the table does not exist,
and insert the SQL result into it.
If partitions are specified, they will be the partition fields of the new table.
If partition is specified, the data will be inserted into the exact partition of the table.


	Parameters

	
	name – table name


	partitions (list) – list of string, the partition fields


	partition (string or PartitionSpec) – persist to a specified partition


	lifecycle (int) – table lifecycle. If absent, options.lifecycle will be used.


	project – project name, if not provided, will be the default project


	hints (dict) – settings for SQL, e.g. odps.sql.mapper.split.size


	priority (int) – instance priority, 9 as default


	running_cluster – cluster to run this instance


	overwrite (bool) – overwrite the table, True as default


	drop_table (bool) – drop table if exists, False as default


	create_table (bool) – create table first if not exits, True as default


	drop_partition (bool) – drop partition if exists, False as default


	create_partition (bool) – create partition if not exists, None as default


	cast (bool) – cast all columns’ types as the existed table, False as default






	Returns

	odps.df.DataFrame



	Example

	




>>> df = df['name', 'id', 'ds']
>>> df.persist('odps_new_table')
>>> df.persist('odps_new_table', partition='pt=test')
>>> df.persist('odps_new_table', partitions=['ds'])










	
qcut(bins, labels=False, sort=None, ascending=True)

	Get quantile-based bin indices of every element of a grouped and sorted expression.
The indices of bins start from 0. If cuts are not of equal sizes, extra items will
be appended into the first group.


	Parameters

	
	expr – expression for calculation


	bins – number of bins


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
rank(sort=None, ascending=True)

	Calculate rank of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
row_number(sort=None, ascending=True)

	Calculate row number of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
size()

	Value counts


	Parameters

	expr – 



	Returns

	










	
tolist(**kwargs)

	Pack all data in the sequence into a list
:param expr:
:param unique: make every elements in the sequence to be unique
:return:






	
verify()

	Verify if this expression can be compiled into ODPS SQL.


	Returns

	True if compilation succeed else False



	Return type

	bool














	
class odps.df.expr.groupby.Int64SequenceGroupBy(*args, **kwargs)[source]

	
	
ast()

	Return the AST string.


	Returns

	AST tree



	Return type

	str










	
compile()

	Compile this expression into an ODPS SQL


	Returns

	compiled DAG



	Return type

	str










	
count()

	Value counts


	Parameters

	expr – 



	Returns

	










	
cumcount(sort=None, ascending=True, unique=False, preceding=None, following=None)

	Calculate cumulative count of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order


	unique – whether to eliminate duplicate entries


	preceding – the start point of a window


	following – the end point of a window






	Returns

	calculated column










	
cume_dist(sort=None, ascending=True)

	Calculate cumulative ratio of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
cummax(sort=None, ascending=True, unique=False, preceding=None, following=None)

	Calculate cumulative maximum of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order


	unique – whether to eliminate duplicate entries


	preceding – the start point of a window


	following – the end point of a window






	Returns

	calculated column










	
cummean(sort=None, ascending=True, unique=False, preceding=None, following=None)

	Calculate cumulative mean of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order


	unique – whether to eliminate duplicate entries


	preceding – the start point of a window


	following – the end point of a window






	Returns

	calculated column










	
cummedian(sort=None, ascending=True, unique=False, preceding=None, following=None)

	Calculate cumulative median of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order


	unique – whether to eliminate duplicate entries


	preceding – the start point of a window


	following – the end point of a window






	Returns

	calculated column










	
cummin(sort=None, ascending=True, unique=False, preceding=None, following=None)

	Calculate cumulative minimum of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order


	unique – whether to eliminate duplicate entries


	preceding – the start point of a window


	following – the end point of a window






	Returns

	calculated column










	
cumstd(sort=None, ascending=True, unique=False, preceding=None, following=None)

	Calculate cumulative standard deviation of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order


	unique – whether to eliminate duplicate entries


	preceding – the start point of a window


	following – the end point of a window






	Returns

	calculated column










	
cumsum(sort=None, ascending=True, unique=False, preceding=None, following=None)

	Calculate cumulative summation of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order


	unique – whether to eliminate duplicate entries


	preceding – the start point of a window


	following – the end point of a window






	Returns

	calculated column










	
dense_rank(sort=None, ascending=True)

	Calculate dense rank of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
execute(**kwargs)

	
	Parameters

	
	hints (dict) – settings for SQL, e.g. odps.sql.mapper.split.size


	priority (int) – instance priority, 9 as default


	running_cluster – cluster to run this instance






	Returns

	execution result



	Return type

	odps.df.backends.frame.ResultFrame










	
hll_count(error_rate=0.01, splitter=None)

	Calculate HyperLogLog count


	Parameters

	
	expr – 


	error_rate (float) – error rate


	splitter – the splitter to split the column value






	Returns

	sequence or scalar



	Example

	




>>> df = DataFrame(pd.DataFrame({'a': np.random.randint(100000, size=100000)}))
>>> df.a.hll_count()
63270
>>> df.a.nunique()
63250










	
kurt()

	Calculate kurtosis of the sequence


	Parameters

	expr – 



	Returns

	










	
kurtosis()

	Calculate kurtosis of the sequence


	Parameters

	expr – 



	Returns

	










	
lag(offset, default=None, sort=None, ascending=True)

	Get value in the row offset rows prior to the current row.


	Parameters

	
	offset – the offset value


	default – default value for the function, when there are no rows satisfying the offset


	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
lead(offset, default=None, sort=None, ascending=True)

	Get value in the row offset rows after to the current row.


	Parameters

	
	offset – the offset value


	default – default value for the function, when there are no rows satisfying the offset


	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
max()

	Max value


	Parameters

	expr – 



	Returns

	










	
mean()

	Arithmetic mean.


	Parameters

	expr – 



	Returns

	










	
median()

	Median value.


	Parameters

	expr – 



	Returns

	










	
min()

	Min value


	Parameters

	expr – 



	Returns

	










	
min_rank(sort=None, ascending=True)

	Calculate rank of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
moment(order, central=False)

	Calculate the n-th order moment of the sequence


	Parameters

	
	expr – 


	order – moment order, must be an integer


	central – if central moments are to be computed.






	Returns

	










	
nth_value(nth, skip_nulls=False, sort=None, ascending=True)

	Get nth value of a grouped and sorted expression.


	Parameters

	
	expr – expression for calculation


	nth – integer position


	skip_nulls – whether to skip null values, False by default


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
nunique()

	The distinct count.


	Parameters

	expr – 



	Returns

	










	
percent_rank(sort=None, ascending=True)

	Calculate percentage rank of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
persist(name, partitions=None, partition=None, lifecycle=None, project=None, **kwargs)

	Persist the execution into a new table. If partitions not specified,
will create a new table without partitions if the table does not exist,
and insert the SQL result into it.
If partitions are specified, they will be the partition fields of the new table.
If partition is specified, the data will be inserted into the exact partition of the table.


	Parameters

	
	name – table name


	partitions (list) – list of string, the partition fields


	partition (string or PartitionSpec) – persist to a specified partition


	lifecycle (int) – table lifecycle. If absent, options.lifecycle will be used.


	project – project name, if not provided, will be the default project


	hints (dict) – settings for SQL, e.g. odps.sql.mapper.split.size


	priority (int) – instance priority, 9 as default


	running_cluster – cluster to run this instance


	overwrite (bool) – overwrite the table, True as default


	drop_table (bool) – drop table if exists, False as default


	create_table (bool) – create table first if not exits, True as default


	drop_partition (bool) – drop partition if exists, False as default


	create_partition (bool) – create partition if not exists, None as default


	cast (bool) – cast all columns’ types as the existed table, False as default






	Returns

	odps.df.DataFrame



	Example

	




>>> df = df['name', 'id', 'ds']
>>> df.persist('odps_new_table')
>>> df.persist('odps_new_table', partition='pt=test')
>>> df.persist('odps_new_table', partitions=['ds'])










	
qcut(bins, labels=False, sort=None, ascending=True)

	Get quantile-based bin indices of every element of a grouped and sorted expression.
The indices of bins start from 0. If cuts are not of equal sizes, extra items will
be appended into the first group.


	Parameters

	
	expr – expression for calculation


	bins – number of bins


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
quantile(prob=None, **kw)

	Percentile value.


	Parameters

	
	expr – 


	prob – probability or list of probabilities, in [0, 1]






	Returns

	










	
rank(sort=None, ascending=True)

	Calculate rank of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
row_number(sort=None, ascending=True)

	Calculate row number of a sequence expression.


	Parameters

	
	expr – expression for calculation


	sort – name of the sort column


	ascending – whether to sort in ascending order






	Returns

	calculated column










	
size()

	Value counts


	Parameters

	expr – 



	Returns

	










	
skew()

	Calculate skewness of the sequence


	Parameters

	expr – 



	Returns

	










	
std(**kw)

	Standard deviation.


	Parameters

	
	expr – 


	kw – 






	Returns

	










	
sum()

	Sum value


	Parameters

	expr – 



	Returns

	










	
tolist(**kwargs)

	Pack all data in the sequence into a list
:param expr:
:param unique: make every elements in the sequence to be unique
:return:






	
var(**kw)

	Variance


	Parameters

	
	expr – 


	ddof – degree of freedom


	kw – 






	Returns

	










	
verify()

	Verify if this expression can be compiled into ODPS SQL.


	Returns

	True if compilation succeed else False



	Return type

	bool
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  Installation failure/error

For more information, see PyODPS installation FAQ (Chinese version only) [https://yq.aliyun.com/articles/277333] .

Project not found error

This error is caused by an error in the configuration of Endpoint. For more information, see MaxCompute activation and service connections by region [https://www.alibabacloud.com/help/en/doc-detail/34951.htm#MaxCompute%20activation%20and%20service%20connections%20by%20region] . Check to see if the ODPS object parameter position is correct.

如何手动指定 Tunnel Endpoint

You can create your MaxCompute (ODPS) entrance object with an extra `tunnel_endpoint` parameter, as shown in the following code. Asterisks should be removed.

from odps import ODPS

o = ODPS('**your-access-id**', '**your-secret-access-key**', '**your-default-project**',
         endpoint='**your-end-point**', tunnel_endpoint='**your-tunnel-endpoint**')







          

      

      

    

  

    
      
          
            
  All modules for which code is available
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  Source code for odps.core

# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

import os
import json
import re
import time
import random
import warnings

from .rest import RestClient
from .config import options
from .errors import NoSuchObject
from .tempobj import clean_stored_objects
from .utils import split_quoted
from .compat import six, Iterable
from . import models, accounts, errors, utils


DEFAULT_ENDPOINT = 'http://service.odps.aliyun.com/api'
LOG_VIEW_HOST_DEFAULT = 'http://logview.odps.aliyun.com'

DROP_TABLE_REGEX = re.compile(r'^\s*drop\s+table\s*(|if\s+exists)\s+(?P<table_name>[^\s;]+)', re.I)


[docs]@utils.attach_internal
class ODPS(object):
    """
    Main entrance to ODPS.

    Convenient operations on ODPS objects are provided.
    Please refer to `ODPS docs <https://docs.aliyun.com/#/pub/odps/basic/definition&project>`_
    to see the details.

    Generally, basic operations such as ``list``, ``get``, ``exist``, ``create``, ``delete``
    are provided for each ODPS object.
    Take the ``Table`` as an example.

    To create an ODPS instance, access_id and access_key is required, and should ensure correctness,
    or ``SignatureNotMatch`` error will throw. If `tunnel_endpoint` is not set, the tunnel API will
    route service URL automatically.

    :param access_id: Aliyun Access ID
    :param secret_access_key: Aliyun Access Key
    :param project: default project name
    :param endpoint: Rest service URL
    :param tunnel_endpoint:  Tunnel service URL
    :param logview_host:  Logview host URL

    :Example:

    >>> odps = ODPS('**your access id**', '**your access key**', 'default_project')
    >>>
    >>> for table in odps.list_tables():
    >>>    # handle each table
    >>>
    >>> table = odps.get_table('dual')
    >>>
    >>> odps.exist_table('dual') is True
    >>>
    >>> odps.create_table('test_table', schema)
    >>>
    >>> odps.delete_table('test_table')
    """
    def __init__(self, access_id=None, secret_access_key=None, project=None,
                 endpoint=None, **kw):
        """
        """
        self._init(access_id=access_id, secret_access_key=secret_access_key, project=project,
                   endpoint=endpoint, **kw)
        clean_stored_objects(self)

    def _init(self, access_id=None, secret_access_key=None, project=None,
              endpoint=None, **kw):
        account = kw.pop('account', None)
        self.app_account = kw.pop('app_account', None)

        if account is None:
            if access_id is not None:
                self.account = self._build_account(access_id, secret_access_key)
            elif options.account is not None:
                self.account = options.account
            else:
                raise TypeError('`access_id` and `secret_access_key` should be provided.')
        else:
            self.account = account
        self.endpoint = endpoint or options.endpoint or DEFAULT_ENDPOINT
        self.project = project or options.project
        self.rest = RestClient(self.account, self.endpoint, project, app_account=self.app_account,
                               proxy=options.api_proxy)

        self._tunnel_endpoint = kw.pop('tunnel_endpoint', options.tunnel.endpoint)

        if kw.get('logview_host'):
            self._logview_host = kw.pop('logview_host', None)
        else:
            self._logview_host = options.log_view_host or self.get_logview_host()

        self._projects = models.Projects(client=self.rest)
        if project:
            self._project = self.get_project()

        self._seahawks_url = None
        if kw.get('seahawks_url'):
            self._seahawks_url = kw.pop('seahawks_url', None)
            options.seahawks_url = self._seahawks_url

    def __getstate__(self):
        params = dict(
            project=self.project,
            endpoint=self.endpoint,
            tunnel_endpoint=self._tunnel_endpoint,
            logview_host=self._logview_host,
            seahawks_url=self._seahawks_url
        )
        if isinstance(self.account, accounts.AliyunAccount):
            params.update(dict(access_id=self.account.access_id,
                               secret_access_key=self.account.secret_access_key))
        return params

    def __setstate__(self, state):
        if 'secret_access_key' in state:
            # if `secret_access_key` in state
            if os.environ.get('ODPS_ENDPOINT', None) is not None:
                state['endpoint'] = os.environ['ODPS_ENDPOINT']
            self._init(**state)
            return
        try:
            bearer_token = os.environ['ODPS_BEARER_TOKEN']
            state['project'] = os.environ['ODPS_PROJECT_NAME']
            state['endpoint'] = os.environ['ODPS_ENDPOINT']
            account = accounts.BearerTokenAccount(bearer_token)
            state.pop('access_id', None)
            state.pop('secret_access_key', None)
            self._init(None, None, account=account, **state)
        except KeyError:
            self._init(**state)

    def __mars_tokenize__(self):
        return self.__getstate__()

    @classmethod
    def _from_account(cls, account, project, endpoint=DEFAULT_ENDPOINT,
                      tunnel_endpoint=None, **kwargs):
        return cls(None, None, project, endpoint=endpoint, tunnel_endpoint=tunnel_endpoint,
                   account=account, **kwargs)

    @property
    def projects(self):
        return self._projects

[docs]    def list_projects(self, owner=None, user=None, group=None, prefix=None, max_items=None):
        """
        List projects.

        :param owner: Aliyun account, the owner which listed projects belong to
        :param user: name of the user who has access to listed projects
        :param group: name of the group listed projects belong to
        :param prefix: prefix of names of listed projects
        :param max_items: the maximal size of result set
        :return: projects in this endpoint.
        :rtype: generator
        """
        return self.projects.iterate(owner=owner, user=user, group=group, max_items=max_items, name=prefix)


    @property
    def logview_host(self):
        return self._logview_host

[docs]    def get_project(self, name=None):
        """
        Get project by given name.

        :param name: project name, if not provided, will be the default project
        :return: the right project
        :rtype: :class:`odps.models.Project`
        :raise: :class:`odps.errors.NoSuchObject` if not exists

        .. seealso:: :class:`odps.models.Project`
        """

        if name is None:
            name = self.project
        elif isinstance(name, models.Project):
            return name
        proj = self._projects[name]
        proj._tunnel_endpoint = self._tunnel_endpoint
        return proj


[docs]    def exist_project(self, name):
        """
        If project name which provided exists or not.

        :param name: project name, if not provided, will be the default project
        :return: True if exists or False
        :rtype: bool
        """

        return name in self._projects


[docs]    def list_tables(self, project=None, prefix=None, owner=None):
        """
        List all tables of a project.
        If prefix is provided, the listed tables will all start with this prefix.
        If owner is provided, the listed tables will be belong to such owner.

        :param project: project name, if not provided, will be the default project
        :param prefix: the listed tables start with this **prefix**
        :type prefix: str
        :param owner: Aliyun account, the owner which listed tables belong to
        :type owner: str
        :return: tables in this project, filtered by the optional prefix and owner.
        :rtype: generator
        """

        project = self.get_project(name=project)
        return project.tables.iterate(name=prefix, owner=owner)


[docs]    def get_table(self, name, project=None):
        """
        Get table by given name.

        :param name: table name
        :param project: project name, if not provided, will be the default project
        :return: the right table
        :rtype: :class:`odps.models.Table`
        :raise: :class:`odps.errors.NoSuchObject` if not exists

        .. seealso:: :class:`odps.models.Table`
        """

        if isinstance(name, six.string_types):
            name = name.strip()
            if '.' in name:
                project, name = name.split('.', 1)

        project = self.get_project(name=project)
        return project.tables[name]


[docs]    def exist_table(self, name, project=None):
        """
        If the table with given name exists or not.

        :param name: table name
        :param project: project name, if not provided, will be the default project
        :return: True if table exists or False
        :rtype: bool
        """

        if isinstance(name, six.string_types):
            name = name.strip()
            if '.' in name:
                project, name = name.split('.', 1)

        project = self.get_project(name=project)
        return name in project.tables


[docs]    def create_table(self, name, schema, project=None, comment=None, if_not_exists=False,
                     lifecycle=None, shard_num=None, hub_lifecycle=None, async_=False, **kw):
        """
        Create an table by given schema and other optional parameters.

        :param name: table name
        :param schema: table schema. Can be an instance of :class:`odps.models.Schema` or a string like 'col1 string, col2 bigint'
        :param project: project name, if not provided, will be the default project
        :param comment:  table comment
        :param if_not_exists:  will not create if this table already exists, default False
        :type if_not_exists: bool
        :param lifecycle:  table's lifecycle. If absent, `options.lifecycle` will be used.
        :type lifecycle: int
        :param shard_num:  table's shard num
        :type shard_num: int
        :param hub_lifecycle:  hub lifecycle
        :type hub_lifecycle: int
        :param async_: if True, will run asynchronously
        :type async_: bool
        :return: the created Table if not async else odps instance
        :rtype: :class:`odps.models.Table` or :class:`odps.models.Instance`

        .. seealso:: :class:`odps.models.Table`, :class:`odps.models.Schema`
        """

        if isinstance(name, six.string_types):
            name = name.strip()
            if '.' in name:
                project, name = name.split('.', 1)

        if lifecycle is None and options.lifecycle is not None:
            lifecycle = options.lifecycle
        project = self.get_project(name=project)
        async_ = kw.pop('async', async_)
        return project.tables.create(name, schema, comment=comment, if_not_exists=if_not_exists,
                                     lifecycle=lifecycle, shard_num=shard_num,
                                     hub_lifecycle=hub_lifecycle, async_=async_, **kw)


[docs]    def delete_table(self, name, project=None, if_exists=False, async_=False, **kw):
        """
        Delete the table with given name

        :param name: table name
        :param project: project name, if not provided, will be the default project
        :param if_exists:  will not raise errors when the table does not exist, default False
        :param async_: if True, will run asynchronously
        :type async_: bool
        :return: None if not async else odps instance
        """

        if isinstance(name, six.string_types):
            name = name.strip()
            if '.' in name:
                project, name = name.split('.', 1)

        project = self.get_project(name=project)
        return project.tables.delete(name, if_exists=if_exists, async_=kw.get('async', async_))


[docs]    def read_table(self, name, limit=None, start=0, step=None,
                   project=None, partition=None, **kw):
        """
        Read table's records.

        :param name: table or table name
        :type name: :class:`odps.models.table.Table` or str
        :param limit:  the records' size, if None will read all records from the table
        :param start:  the record where read starts with
        :param step:  default as 1
        :param project: project name, if not provided, will be the default project
        :param partition: the partition of this table to read
        :param columns: the columns' names which are the parts of table's columns
        :type columns: list
        :param compress: if True, the data will be compressed during downloading
        :type compress: bool
        :param compress_option: the compression algorithm, level and strategy
        :type compress_option: :class:`odps.tunnel.CompressOption`
        :param endpoint: tunnel service URL
        :param reopen: reading the table will reuse the session which opened last time,
                       if set to True will open a new download session, default as False
        :return: records
        :rtype: generator

        :Example:

        >>> for record in odps.read_table('test_table', 100):
        >>>     # deal with such 100 records
        >>> for record in odps.read_table('test_table', partition='pt=test', start=100, limit=100):
        >>>     # read the `pt=test` partition, skip 100 records and read 100 records

        .. seealso:: :class:`odps.models.Record`
        """

        if isinstance(name, six.string_types):
            name = name.strip()
            if '.' in name:
                project, name = name.split('.', 1)
        if not isinstance(name, six.string_types):
            project, name = name.project.name, name.name

        project = self.get_project(name=project)
        table = project.tables[name]

        compress = kw.pop('compress', False)
        columns = kw.pop('columns', None)

        with table.open_reader(partition=partition, **kw) as reader:
            for record in reader.read(start, limit, step=step,
                                      compress=compress, columns=columns):
                yield record


[docs]    def write_table(self, name, *block_records, **kw):
        """
        Write records into given table.

        :param name: table or table name
        :type name: :class:`.models.table.Table` or str
        :param block_records: if given records only, the block id will be 0 as default.
        :param project: project name, if not provided, will be the default project
        :param partition: the partition of this table to write
        :param compress: if True, the data will be compressed during uploading
        :type compress: bool
        :param compress_option: the compression algorithm, level and strategy
        :type compress_option: :class:`odps.tunnel.CompressOption`
        :param endpoint:  tunnel service URL
        :param reopen: writing the table will reuse the session which opened last time,
                       if set to True will open a new upload session, default as False
        :return: None

        :Example:

        >>> odps.write_table('test_table', records)  # write to block 0 as default
        >>>
        >>> odps.write_table('test_table', 0, records)  # write to block 0 explicitly
        >>>
        >>> odps.write_table('test_table', 0, records1, 1, records2)  # write to multi-blocks
        >>>
        >>> odps.write_table('test_table', records, partition='pt=test') # write to certain partition

        .. seealso:: :class:`odps.models.Record`
        """

        project = None
        if isinstance(name, six.string_types):
            name = name.strip()
            if '.' in name:
                project, name = name.split('.', 1)
        if not isinstance(name, six.string_types):
            project, name = name.project.name, name.name

        project = self.get_project(name=kw.pop('project', project))
        table = project.tables[name]
        partition = kw.pop('partition', None)

        if len(block_records) == 1 and isinstance(block_records[0], Iterable):
            blocks = [0, ]
            records_iterators = block_records
        else:
            blocks = block_records[::2]
            records_iterators = block_records[1::2]

            if len(blocks) != len(records_iterators):
                raise ValueError('Should invoke like '
                                 'odps.write_table(block_id, records, block_id2, records2, ..., **kw)')

        with table.open_writer(partition=partition, blocks=blocks, **kw) as writer:
            for block, records in zip(blocks, records_iterators):
                writer.write(block, records)


[docs]    def list_resources(self, project=None):
        """
        List all resources of a project.

        :param project: project name, if not provided, will be the default project
        :return: resources
        :rtype: generator
        """

        project = self.get_project(name=project)
        for resource in project.resources:
            yield resource


[docs]    def get_resource(self, name, project=None):
        """
        Get a resource by given name

        :param name: resource name
        :param project: project name, if not provided, will be the default project
        :return: the right resource
        :rtype: :class:`odps.models.Resource`
        :raise: :class:`odps.errors.NoSuchObject` if not exists

        .. seealso:: :class:`odps.models.Resource`
        """

        project = self.get_project(name=project)
        return project.resources[name]


[docs]    def exist_resource(self, name, project=None):
        """
        If the resource with given name exists or not.

        :param name: resource name
        :param project: project name, if not provided, will be the default project
        :return: True if exists or False
        :rtype: bool
        """

        project = self.get_project(name=project)
        return name in project.resources


[docs]    def open_resource(self, name, project=None, mode='r+', encoding='utf-8'):
        """
        Open a file resource as file-like object.
        This is an elegant and pythonic way to handle file resource.

        The argument ``mode`` stands for the open mode for this file resource.
        It can be binary mode if the 'b' is inside. For instance,
        'rb' means opening the resource as read binary mode
        while 'r+b' means opening the resource as read+write binary mode.
        This is most import when the file is actually binary such as tar or jpeg file,
        so be aware of opening this file as a correct mode.

        Basically, the text mode can be 'r', 'w', 'a', 'r+', 'w+', 'a+'
        just like the builtin python ``open`` method.

        * ``r`` means read only
        * ``w`` means write only, the file will be truncated when opening
        * ``a`` means append only
        * ``r+`` means read+write without constraint
        * ``w+`` will truncate first then opening into read+write
        * ``a+`` can read+write, however the written content can only be appended to the end

        :param name: file resource or file resource name
        :type name: :class:`odps.models.FileResource` or str
        :param project: project name, if not provided, will be the default project
        :param mode: the mode of opening file, described as above
        :param encoding: utf-8 as default
        :return: file-like object

        :Example:

        >>> with odps.open_resource('test_resource', 'r') as fp:
        >>>     fp.read(1)  # read one unicode character
        >>>     fp.write('test')  # wrong, cannot write under read mode
        >>>
        >>> with odps.open_resource('test_resource', 'wb') as fp:
        >>>     fp.readlines() # wrong, cannot read under write mode
        >>>     fp.write('hello world') # write bytes
        >>>
        >>> with odps.open_resource('test_resource') as fp: # default as read-write mode
        >>>     fp.seek(5)
        >>>     fp.truncate()
        >>>     fp.flush()
        """

        from .models import FileResource

        if isinstance(name, FileResource):
            return name.open(mode=mode)
        return self.get_resource(name, project=project).open(mode=mode, encoding=encoding)


[docs]    def create_resource(self, name, type=None, project=None, **kwargs):
        """
        Create a resource by given name and given type.

        Currently, the resource type can be ``file``, ``jar``, ``py``, ``archive``, ``table``.

        The ``file``, ``jar``, ``py``, ``archive`` can be classified into file resource.
        To init the file resource, you have to provide another parameter which is a file-like object.

        For the table resource, the table name, project name, and partition should be provided
        which the partition is optional.

        :param name: resource name
        :param type: resource type, now support ``file``, ``jar``, ``py``, ``archive``, ``table``
        :param project: project name, if not provided, will be the default project
        :param kwargs: optional arguments, I will illustrate this in the example below.
        :return: resource depends on the type, if ``file`` will be :class:`odps.models.FileResource` and so on
        :rtype: :class:`odps.models.Resource`'s subclasses

        :Example:

        >>> from odps.models.resource import *
        >>>
        >>> res = odps.create_resource('test_file_resource', 'file', fileobj=open('/to/path/file'))
        >>> assert isinstance(res, FileResource)
        >>> True
        >>>
        >>> res = odps.create_resource('test_py_resource.py', 'py', fileobj=StringIO('import this'))
        >>> assert isinstance(res, PyResource)
        >>> True
        >>>
        >>> res = odps.create_resource('test_table_resource', 'table', table_name='test_table', partition='pt=test')
        >>> assert isinstance(res, TableResource)
        >>> True
        >>>

        .. seealso:: :class:`odps.models.FileResource`, :class:`odps.models.PyResource`,
                     :class:`odps.models.JarResource`, :class:`odps.models.ArchiveResource`,
                     :class:`odps.models.TableResource`
        """

        type_ = kwargs.get('typo') or type
        project = self.get_project(name=project)
        return project.resources.create(name=name, type=type_, **kwargs)


[docs]    def delete_resource(self, name, project=None):
        """
        Delete resource by given name.

        :param name: resource name
        :param project: project name, if not provided, will be the default project
        :return: None
        """

        project = self.get_project(name=project)
        return project.resources.delete(name)


[docs]    def list_functions(self, project=None):
        """
        List all functions of a project.

        :param project: project name, if not provided, will be the default project
        :return: functions
        :rtype: generator
        """

        project = self.get_project(name=project)
        for function in project.functions:
            yield function


[docs]    def get_function(self, name, project=None):
        """
        Get the function by given name

        :param name: function name
        :param project: project name, if not provided, will be the default project
        :return: the right function
        :raise: :class:`odps.errors.NoSuchObject` if not exists

        .. seealso:: :class:`odps.models.Function`
        """

        project = self.get_project(name=project)
        return project.functions[name]


[docs]    def exist_function(self, name, project=None):
        """
        If the function with given name exists or not.

        :param name: function name
        :param project: project name, if not provided, will be the default project
        :return: True if the function exists or False
        :rtype: bool
        """

        project = self.get_project(name=project)
        return name in project.functions


[docs]    def create_function(self, name, project=None, **kwargs):
        """
        Create a function by given name.

        :param name: function name
        :param project: project name, if not provided, will be the default project
        :param class_type: main class
        :type class_type: str
        :param resources: the resources that function needs to use
        :type resources: list
        :return: the created function
        :rtype: :class:`odps.models.Function`

        :Example:

        >>> res = odps.get_resource('test_func.py')
        >>> func = odps.create_function('test_func', class_type='test_func.Test', resources=[res, ])

        .. seealso:: :class:`odps.models.Function`
        """

        project = self.get_project(name=project)
        return project.functions.create(name=name, **kwargs)


[docs]    def delete_function(self, name, project=None):
        """
        Delete a function by given name.

        :param name: function name
        :param project: project name, if not provided, will be the default project
        :return: None
        """

        project = self.get_project(name=project)
        return project.functions.delete(name)


[docs]    def list_instances(self, project=None, start_time=None, end_time=None,
                       status=None, only_owner=None, quota_index=None, **kw):
        """
        List instances of a project by given optional conditions
        including start time, end time, status and if only the owner.

        :param project: project name, if not provided, will be the default project
        :param start_time: the start time of filtered instances
        :type start_time: datetime, int or float
        :param end_time: the end time of filtered instances
        :type end_time: datetime, int or float
        :param status: including 'Running', 'Suspended', 'Terminated'
        :param only_owner: True will filter the instances created by current user
        :type only_owner: bool
        :param quota_index:
        :type quota_index: str
        :return: instances
        :rtype: list
        """
        if 'from_time' in kw:
            start_time = kw['from_time']
            warnings.warn('The keyword argument `from_time` has been replaced by `start_time`.')

        project = self.get_project(name=project)
        return project.instances.iterate(
            start_time=start_time, end_time=end_time,
            status=status, only_owner=only_owner, quota_index=quota_index)


[docs]    def list_instance_queueing_infos(self, project=None, status=None, only_owner=None,
                                     quota_index=None):
        """
        List instance queueing information.

        :param project: project name, if not provided, will be the default project
        :param status: including 'Running', 'Suspended', 'Terminated'
        :param only_owner: True will filter the instances created by current user
        :type only_owner: bool
        :param quota_index:
        :type quota_index: str
        :return: instance queueing infos
        :rtype: list
        """

        project = self.get_project(name=project)
        return project.instance_queueing_infos.iterate(
            status=status, only_owner=only_owner, quota_index=quota_index)


[docs]    def get_instance(self, id_, project=None):
        """
        Get instance by given instance id.

        :param id_: instance id
        :param project: project name, if not provided, will be the default project
        :return: the right instance
        :rtype: :class:`odps.models.Instance`
        :raise: :class:`odps.errors.NoSuchObject` if not exists

        .. seealso:: :class:`odps.models.Instance`
        """

        project = self.get_project(name=project)
        return project.instances[id_]


[docs]    def exist_instance(self, id_, project=None):
        """
        If the instance with given id exists or not.

        :param id_: instance id
        :param project: project name, if not provided, will be the default project
        :return: True if exists or False
        :rtype: bool
        """

        project = self.get_project(name=project)
        return id_ in project.instances


[docs]    def stop_instance(self, id_, project=None):
        """
        Stop the running instance by given instance id.

        :param id_: instance id
        :param project: project name, if not provided, will be the default project
        :return: None
        """

        project = self.get_project(name=project)
        project.instances[id_].stop()


    stop_job = stop_instance  # to keep compatible

[docs]    def execute_sql(self, sql, project=None, priority=None, running_cluster=None,
                    hints=None, **kwargs):
        """
        Run a given SQL statement and block until the SQL executed successfully.

        :param sql: SQL statement
        :type sql: str
        :param project: project name, if not provided, will be the default project
        :param priority: instance priority, 9 as default
        :type priority: int
        :param running_cluster: cluster to run this instance
        :param hints: settings for SQL, e.g. `odps.mapred.map.split.size`
        :type hints: dict
        :return: instance
        :rtype: :class:`odps.models.Instance`

        :Example:

        >>> instance = odps.execute_sql('select * from dual')
        >>> with instance.open_reader() as reader:
        >>>     for record in reader:  # iterate to handle result with schema
        >>>         # handle each record
        >>>
        >>> instance = odps.execute_sql('desc dual')
        >>> with instance.open_reader() as reader:
        >>>     print(reader.raw)  # without schema, just get the raw result

        .. seealso:: :class:`odps.models.Instance`
        """

        async_ = kwargs.pop('async_', kwargs.pop('async', False))

        inst = self.run_sql(
            sql, project=project, priority=priority, running_cluster=running_cluster,
            hints=hints, **kwargs)
        if not async_:
            inst.wait_for_success()

        return inst


[docs]    def run_sql(self, sql, project=None, priority=None, running_cluster=None,
                hints=None, aliases=None, **kwargs):
        """
        Run a given SQL statement asynchronously

        :param sql: SQL statement
        :type sql: str
        :param project: project name, if not provided, will be the default project
        :param priority: instance priority, 9 as default
        :type priority: int
        :param running_cluster: cluster to run this instance
        :param hints: settings for SQL, e.g. `odps.mapred.map.split.size`
        :type hints: dict
        :param aliases:
        :type aliases: dict
        :return: instance
        :rtype: :class:`odps.models.Instance`

        .. seealso:: :class:`odps.models.Instance`
        """

        priority = priority or options.priority
        if priority is None and options.get_priority is not None:
            priority = options.get_priority(self)
        on_instance_create = kwargs.pop('on_instance_create', None)

        drop_table_match = DROP_TABLE_REGEX.match(sql)
        if drop_table_match:
            drop_table_name = drop_table_match.group('table_name').strip('`')
            del self.get_project(project).tables[drop_table_name]

        task = models.SQLTask(query=utils.to_text(sql), **kwargs)
        task.update_sql_settings(hints)
        if aliases:
            task.update_aliases(aliases)

        project = self.get_project(name=project)
        return project.instances.create(task=task, priority=priority,
                                        running_cluster=running_cluster,
                                        create_callback=on_instance_create)


[docs]    def execute_sql_cost(self, sql, project=None, hints=None, **kwargs):
        """

        :param sql: SQL statement
        :type sql: str
        :param project: project name, if not provided, will be the default project
        :param hints: settings for SQL, e.g. `odps.mapred.map.split.size`
        :type hints: dict
        :return: cost info in dict format
        :rtype: cost: dict

        :Example:

        >>> sql_cost = odps.execute_sql_cost('select * from dual')
        >>> sql_cost.udf_num
        0
        >>> sql_cost.complexity
        1.0
        >>> sql_cost.input_size
        100

        """
        task = models.SQLCostTask(query=utils.to_text(sql), **kwargs)
        task.update_sql_cost_settings(hints)
        project = self.get_project(name=project)
        inst = project.instances.create(task=task)
        inst.wait_for_success()
        return inst.get_sql_task_cost()


    def _parse_partition_string(self, partition):
        parts = []
        for p in split_quoted(partition, ','):
            kv = [pp.strip() for pp in split_quoted(p, '=')]
            if len(kv) != 2:
                raise ValueError('Partition representation malformed.')
            if not kv[1].startswith('"') and not kv[1].startswith("'"):
                kv[1] = repr(kv[1])
            parts.append('%s=%s' % tuple(kv))
        return ','.join(parts)

[docs]    def execute_merge_files(self, table, partition=None, project=None, hints=None,
                            priority=None):
        """
        Execute a task to merge multiple files in tables and wait for termination.

        :param table: name of the table to optimize
        :param partition: partition to optimize
        :param project: project name, if not provided, will be the default project
        :param hints: settings for merge task.
        :param priority: instance priority, 9 as default
        :return: instance
        :rtype: :class:`odps.models.Instance`
        """
        inst = self.run_merge_files(table, partition=partition, project=project, hints=hints,
                                    priority=priority)
        inst.wait_for_success()
        return inst


[docs]    def run_merge_files(self, table, partition=None, project=None, hints=None,
                        priority=None):
        """
        Start running a task to merge multiple files in tables.

        :param table: name of the table to optimize
        :param partition: partition to optimize
        :param project: project name, if not provided, will be the default project
        :param hints: settings for merge task.
        :param priority: instance priority, 9 as default
        :return: instance
        :rtype: :class:`odps.models.Instance`
        """
        from .models.tasks import MergeTask

        if partition:
            table += " partition(%s)" % (self._parse_partition_string(partition))

        priority = priority or options.priority
        if priority is None and options.get_priority is not None:
            priority = options.get_priority(self)

        task = MergeTask(table=table)
        task.update_settings(hints)

        project = self.get_project(name=project)
        return project.instances.create(task=task, priority=priority)


[docs]    def execute_archive_table(self, table, partition=None, project=None, hints=None,
                              priority=None):
        """
        Execute a task to archive tables and wait for termination.

        :param table: name of the table to archive
        :param partition: partition to archive
        :param project: project name, if not provided, will be the default project
        :param hints: settings for table archive task.
        :param priority: instance priority, 9 as default
        :return: instance
        :rtype: :class:`odps.models.Instance`
        """
        inst = self.run_archive_table(table, partition=partition, project=project, hints=hints,
                                      priority=priority)
        inst.wait_for_success()
        return inst


[docs]    def run_archive_table(self, table, partition=None, project=None, hints=None, priority=None):
        """
        Start running a task to archive tables.

        :param table: name of the table to archive
        :param partition: partition to archive
        :param project: project name, if not provided, will be the default project
        :param hints: settings for table archive task.
        :param priority: instance priority, 9 as default
        :return: instance
        :rtype: :class:`odps.models.Instance`
        """
        from .models.tasks import MergeTask

        if partition:
            table += " partition(%s)" % (self._parse_partition_string(partition))

        priority = priority or options.priority
        if priority is None and options.get_priority is not None:
            priority = options.get_priority(self)

        name = 'archive_task_{0}_{1}'.format(int(time.time()), random.randint(100000, 999999))
        task = MergeTask(name=name, table=table)
        task.update_settings(hints)
        task._update_property_json('archiveSettings', {'odps.merge.archive.flag': True})

        project = self.get_project(name=project)
        return project.instances.create(task=task, priority=priority)


[docs]    def list_volumes(self, project=None, owner=None):
        """
        List volumes of a project.

        :param project: project name, if not provided, will be the default project
        :param owner: Aliyun account
        :type owner: str
        :return: volumes
        :rtype: list
        """
        project = self.get_project(name=project)
        return project.volumes.iterate(owner=owner)


    @utils.deprecated('`create_volume` is deprecated. Use `created_parted_volume` instead.')
    def create_volume(self, name, project=None, **kwargs):
        self.create_parted_volume(name, project=project, **kwargs)

[docs]    def create_parted_volume(self, name, project=None, **kwargs):
        """
        Create an old-fashioned partitioned volume in a project.

        :param str name: volume name name
        :param str project: project name, if not provided, will be the default project
        :return: volume
        :rtype: :class:`odps.models.PartedVolume`

        .. seealso:: :class:`odps.models.PartedVolume`
        """
        project = self.get_project(name=project)
        return project.volumes.create_parted(name=name, **kwargs)


[docs]    def create_fs_volume(self, name, project=None, **kwargs):
        """
        Create a new-fashioned file system volume in a project.

        :param str name: volume name name
        :param str project: project name, if not provided, will be the default project
        :return: volume
        :rtype: :class:`odps.models.FSVolume`

        .. seealso:: :class:`odps.models.FSVolume`
        """
        project = self.get_project(name=project)
        return project.volumes.create_fs(name=name, **kwargs)


[docs]    def exist_volume(self, name, project=None):
        """
        If the volume with given name exists or not.

        :param str name: volume name
        :param str project: project name, if not provided, will be the default project
        :return: True if exists or False
        :rtype: bool
        """
        project = self.get_project(name=project)
        return name in project.volumes


[docs]    def get_volume(self, name, project=None):
        """
        Get volume by given name.

        :param str name: volume name
        :param str project: project name, if not provided, will be the default project
        :return: volume object. Return type depends on the type of the volume.
        :rtype: :class:`odps.models.Volume`
        """
        project = self.get_project(name=project)
        return project.volumes[name]


[docs]    def delete_volume(self, name, project=None):
        """
        Delete volume by given name.

        :param name: volume name
        :param project: project name, if not provided, will be the default project
        :return: None
        """
        project = self.get_project(name=project)
        return project.volumes.delete(name)


[docs]    def list_volume_partitions(self, volume, project=None):
        """
        List partitions of a volume.

        :param str volume: volume name
        :param str project: project name, if not provided, will be the default project
        :return: partitions
        :rtype: list
        """
        volume = self.get_volume(volume, project)
        return volume.partitions.iterate()


[docs]    def get_volume_partition(self, volume, partition=None, project=None):
        """
        Get partition in a parted volume by given name.

        :param str volume: volume name
        :param str partition: partition name
        :param str project: project name, if not provided, will be the default project
        :return: partitions
        :rtype: :class:`odps.models.VolumePartition`
        """
        if partition is None:
            if not volume.startswith('/') or '/' not in volume.lstrip('/'):
                raise ValueError('You should provide a partition name or use partition path instead.')
            volume, partition = volume.lstrip('/').split('/', 1)
        volume = self.get_volume(volume, project)
        return volume.partitions[partition]


[docs]    def exist_volume_partition(self, volume, partition=None, project=None):
        """
        If the volume with given name exists in a partition or not.

        :param str volume: volume name
        :param str partition: partition name
        :param str project: project name, if not provided, will be the default project
        """
        if partition is None:
            if not volume.startswith('/') or '/' not in volume.lstrip('/'):
                raise ValueError('You should provide a partition name or use partition path instead.')
            volume, partition = volume.lstrip('/').split('/', 1)
        try:
            volume = self.get_volume(volume, project)
        except errors.NoSuchObject:
            return False
        return partition in volume.partitions


[docs]    def delete_volume_partition(self, volume, partition=None, project=None):
        """
        Delete partition in a volume by given name

        :param str volume: volume name
        :param str partition: partition name
        :param str project: project name, if not provided, will be the default project
        """
        if partition is None:
            if not volume.startswith('/') or '/' not in volume.lstrip('/'):
                raise ValueError('You should provide a partition name or use partition path instead.')
            volume, partition = volume.lstrip('/').split('/', 1)
        volume = self.get_volume(volume, project)
        return volume.delete_partition(partition)


[docs]    def list_volume_files(self, volume, partition=None, project=None):
        """
        List files in a volume. In partitioned volumes, the function returns files under specified partition.
        In file system volumes, the function returns files under specified path.

        :param str volume: volume name
        :param str partition: partition name for partitioned volumes, and path for file system volumes.
        :param str project: project name, if not provided, will be the default project
        :return: files
        :rtype: list

        :Example:
        >>> # List files under a partition in a partitioned volume. Two calls are equivalent.
        >>> odps.list_volume_files('parted_volume', 'partition_name')
        >>> odps.list_volume_files('/parted_volume/partition_name')
        >>> # List files under a path in a file system volume. Two calls are equivalent.
        >>> odps.list_volume_files('fs_volume', 'dir1/dir2')
        >>> odps.list_volume_files('/fs_volume/dir1/dir2')
        """
        from .models import PartedVolume
        if partition is None:
            if not volume.startswith('/'):
                raise ValueError('You should provide a partition name or use partition / path instead.')
            volume = volume.lstrip('/')
            if '/' in volume:
                volume, partition = volume.split('/', 1)
        volume = self.get_volume(volume, project)
        if isinstance(volume, PartedVolume):
            if not partition:
                raise ValueError('Malformed partition url.')
            return volume.partitions[partition].files.iterate()
        else:
            return volume[partition].objects.iterate()


[docs]    def create_volume_directory(self, volume, path=None, project=None):
        """
        Create a directory under a file system volume.

        :param str volume: name of the volume.
        :param str path: path of the directory to be created.
        :param str project: project name, if not provided, will be the default project.
        :return: directory object.
        """
        from .models import PartedVolume
        if path is None:
            if not volume.startswith('/'):
                raise ValueError('You should provide a valid path.')
            volume = volume.lstrip('/')
            if '/' in volume:
                volume, path = volume.split('/', 1)
        volume = self.get_volume(volume, project)
        if isinstance(volume, PartedVolume):
            raise ValueError('Only supported under file system volumes.')
        else:
            return volume.create_dir(path)


[docs]    def get_volume_file(self, volume, path=None, project=None):
        """
        Get a file under a partition of a parted volume, or a file / directory object under a file system volume.

        :param str volume: name of the volume.
        :param str path: path of the directory to be created.
        :param str project: project name, if not provided, will be the default project.
        :return: directory object.
        """
        from .models import PartedVolume
        if path is None:
            if not volume.startswith('/'):
                raise ValueError('You should provide a valid path.')
            volume = volume.lstrip('/')
            if '/' in volume:
                volume, path = volume.split('/', 1)
        volume = self.get_volume(volume, project)
        if isinstance(volume, PartedVolume):
            if '/' not in path:
                raise ValueError('Partition/File format malformed.')
            part, file_name = path.split('/', 1)
            return volume.get_partition(part).files[file_name]
        else:
            return volume[path]


[docs]    def move_volume_file(self, old_path, new_path, replication=None, project=None):
        """
        Move a file / directory object under a file system volume to another location in the same volume.

        :param str old_path: old path of the volume file.
        :param str new_path: target path of the moved file.
        :param int replication: file replication.
        :param str project: project name, if not provided, will be the default project.
        :return: directory object.
        """
        from .models import PartedVolume

        if not new_path.startswith('/'):
            # make relative path absolute
            old_root, _ = old_path.rsplit('/', 1)
            new_path = old_root + '/' + new_path

        if not old_path.startswith('/'):
            raise ValueError('You should provide a valid path.')
        old_volume, old_path = old_path.lstrip('/').split('/', 1)

        new_volume, _ = new_path.lstrip('/').split('/', 1)

        if old_volume != new_volume:
            raise ValueError('Moving between different volumes is not supported.')

        volume = self.get_volume(old_volume, project)
        if isinstance(volume, PartedVolume):
            raise ValueError('Only supported under file system volumes.')
        else:
            volume[old_path].move(new_path, replication=replication)


[docs]    def delete_volume_file(self, volume, path=None, recursive=False, project=None):
        """
        Delete a file / directory object under a file system volume.

        :param str volume: name of the volume.
        :param str path: path of the directory to be created.
        :param bool recursive: if True, recursively delete files
        :param str project: project name, if not provided, will be the default project.
        :return: directory object.
        """
        from .models import PartedVolume
        if path is None:
            if not volume.startswith('/'):
                raise ValueError('You should provide a valid path.')
            volume = volume.lstrip('/')
            if '/' in volume:
                volume, path = volume.split('/', 1)
        volume = self.get_volume(volume, project)
        if isinstance(volume, PartedVolume):
            raise ValueError('Only supported under file system volumes.')
        else:
            volume[path].delete(recursive=recursive)


[docs]    def open_volume_reader(self, volume, partition=None, file_name=None, project=None,
                           start=None, length=None, **kwargs):
        """
        Open a volume file for read. A file-like object will be returned which can be used to read contents from
        volume files.

        :param str volume: name of the volume
        :param str partition: name of the partition
        :param str file_name: name of the file
        :param str project: project name, if not provided, will be the default project
        :param start: start position
        :param length: length limit
        :param compress_option: the compression algorithm, level and strategy
        :type compress_option: CompressOption

        :Example:
        >>> with odps.open_volume_reader('parted_volume', 'partition', 'file') as reader:
        >>>     [print(line) for line in reader]
        """
        from .models import PartedVolume
        if partition is None:
            if not volume.startswith('/'):
                raise ValueError('You should provide a partition name or use partition / path instead.')
            volume = volume.lstrip('/')
            volume, partition = volume.split('/', 1)
            if '/' in partition:
                partition, file_name = partition.rsplit('/', 1)
            else:
                partition, file_name = None, partition
        volume = self.get_volume(volume, project)
        if isinstance(volume, PartedVolume):
            if not partition:
                raise ValueError('Malformed partition url.')
            return volume.partitions[partition].open_reader(file_name, start=start, length=length, **kwargs)
        else:
            return volume[partition].open_reader(file_name, start=start, length=length, **kwargs)


[docs]    def open_volume_writer(self, volume, partition=None, project=None, **kwargs):
        """
        Write data into a volume. This function behaves differently under different types of volumes.

        Under partitioned volumes, all files under a partition should be uploaded in one submission. The method
        returns a writer object with whose `open` method you can open a file inside the volume and write to it,
        or you can use `write` method to write to specific files.

        Under file system volumes, the method returns a file-like object.

        :param str volume: name of the volume
        :param str partition: partition name for partitioned volumes, and path for file system volumes.
        :param str project: project name, if not provided, will be the default project
        :param compress_option: the compression algorithm, level and strategy
        :type compress_option: :class:`odps.tunnel.CompressOption`

        :Example:
        >>> # Writing to partitioned volumes
        >>> with odps.open_volume_writer('parted_volume', 'partition') as writer:
        >>>     # both write methods are acceptable
        >>>     writer.open('file1').write('some content')
        >>>     writer.write('file2', 'some content')
        >>> # Writing to file system volumes
        >>> with odps.open_volume_writer('/fs_volume/dir1/file_name') as writer:
        >>>     writer.write('some content')
        """
        from .models import PartedVolume
        if partition is None:
            if not volume.startswith('/'):
                raise ValueError('You should provide a partition name or use partition / path instead.')
            volume = volume.lstrip('/')
            volume, partition = volume.split('/', 1)
        volume = self.get_volume(volume, project)
        if isinstance(volume, PartedVolume):
            return volume.partitions[partition].open_writer(**kwargs)
        else:
            if '/' in partition:
                partition, file_name = partition.rsplit('/', 1)
            else:
                partition, file_name = None, partition
            return volume[partition].open_writer(file_name, **kwargs)


[docs]    def list_xflows(self, project=None, owner=None):
        """
        List xflows of a project which can be filtered by the xflow owner.

        :param project: project name, if not provided, will be the default project
        :param owner: Aliyun account
        :type owner: str
        :return: xflows
        :rtype: list
        """

        project = self.get_project(name=project)
        return project.xflows.iterate(owner=owner)


[docs]    def get_xflow(self, name, project=None):
        """
        Get xflow by given name

        :param name: xflow name
        :param project: project name, if not provided, will be the default project
        :return: xflow
        :rtype: :class:`odps.models.XFlow`
        :raise: :class:`odps.errors.NoSuchObject` if not exists

        .. seealso:: :class:`odps.models.XFlow`
        """

        project = self.get_project(name=project)
        return project.xflows[name]


[docs]    def exist_xflow(self, name, project=None):
        """
        If the xflow with given name exists or not.

        :param name: xflow name
        :param project: project name, if not provided, will be the default project
        :return: True if exists or False
        :rtype: bool
        """

        project = self.get_project(name=project)
        return name in project.xflows


[docs]    def run_xflow(self, xflow_name, xflow_project=None, parameters=None, project=None,
                  hints=None, priority=None):
        """
        Run xflow by given name, xflow project, paremeters asynchronously.

        :param xflow_name: XFlow name
        :type xflow_name: str
        :param xflow_project: the project XFlow deploys
        :type xflow_project: str
        :param parameters: parameters
        :type parameters: dict
        :param project: project name, if not provided, will be the default project
        :param hints: execution hints
        :type hints: dict
        :param priority: instance priority, 9 as default
        :type priority: int
        :return: instance
        :rtype: :class:`odps.models.Instance`

        .. seealso:: :class:`odps.models.Instance`
        """
        project = self.get_project(name=project)
        xflow_project = xflow_project or project
        if isinstance(xflow_project, models.Project):
            xflow_project = xflow_project.name
        return project.xflows.run_xflow(
            xflow_name=xflow_name, xflow_project=xflow_project, project=project, parameters=parameters,
            hints=hints, priority=priority)


[docs]    def execute_xflow(self, xflow_name, xflow_project=None, parameters=None, project=None,
                      hints=None, priority=None):
        """
        Run xflow by given name, xflow project, paremeters, block until xflow executed successfully.

        :param xflow_name: XFlow name
        :type xflow_name: str
        :param xflow_project: the project XFlow deploys
        :type xflow_project: str
        :param parameters: parameters
        :type parameters: dict
        :param project: project name, if not provided, will be the default project
        :param hints: execution hints
        :type hints: dict
        :param priority: instance priority, 9 as default
        :type priority: int
        :return: instance
        :rtype: :class:`odps.models.Instance`

        .. seealso:: :class:`odps.models.Instance`
        """

        inst = self.run_xflow(
            xflow_name, xflow_project=xflow_project, parameters=parameters, project=project,
            hints=hints, priority=priority)
        inst.wait_for_success()
        return inst


[docs]    def get_xflow_results(self, instance, project=None):
        """
        The result given the results of xflow

        :param instance: instance of xflow
        :type instance: :class:`odps.models.Instance`
        :param project: project name, if not provided, will be the default project
        :return: xflow result
        :rtype: dict
        """

        project = self.get_project(name=project)

        from .models import Instance
        if not isinstance(instance, Instance):
            instance = project.instances[instance]

        return project.xflows.get_xflow_results(instance)


[docs]    def get_xflow_sub_instances(self, instance, project=None):
        """
        The result iterates the sub instance of xflow

        :param instance: instance of xflow
        :type instance: :class:`odps.models.Instance`
        :param project: project name, if not provided, will be the default project
        :return: sub instances dictionary
        """
        project = self.get_project(name=project)
        return project.xflows.get_xflow_sub_instances(instance)


[docs]    def iter_xflow_sub_instances(self, instance, interval=1, project=None):
        """
        The result iterates the sub instance of xflow and will wait till instance finish

        :param instance: instance of xflow
        :type instance: :class:`odps.models.Instance`
        :param interval: time interval to check
        :param project: project name, if not provided, will be the default project
        :return: sub instances dictionary
        """
        project = self.get_project(name=project)
        return project.xflows.iter_xflow_sub_instances(instance, interval=interval)


[docs]    def delete_xflow(self, name, project=None):
        """
        Delete xflow by given name.

        :param name: xflow name
        :param project: project name, if not provided, will be the default project
        :return: None
        """

        project = self.get_project(name=project)

        return project.xflows.delete(name)


[docs]    def list_offline_models(self, project=None, prefix=None, owner=None):
        """
        List offline models of project by optional filter conditions including prefix and owner.

        :param project: project name, if not provided, will be the default project
        :param prefix: prefix of offline model's name
        :param owner: Aliyun account
        :return: offline models
        :rtype: list
        """

        project = self.get_project(name=project)
        return project.offline_models.iterate(name=prefix, owner=owner)


[docs]    def get_offline_model(self, name, project=None):
        """
        Get offline model by given name

        :param name: offline model name
        :param project: project name, if not provided, will be the default project
        :return: offline model
        :rtype: :class:`odps.models.ml.OfflineModel`
        :raise: :class:`odps.errors.NoSuchObject` if not exists
        """

        project = self.get_project(name=project)
        return project.offline_models[name]


[docs]    def exist_offline_model(self, name, project=None):
        """
        If the offline model with given name exists or not.

        :param name: offline model's name
        :param project: project name, if not provided, will be the default project
        :return: True if offline model exists else False
        :rtype: bool
        """

        project = self.get_project(name=project)
        return name in project.offline_models


[docs]    def copy_offline_model(self, name, new_name, project=None, new_project=None, async_=False):
        """
        Copy current model into a new location.

        :param new_name: name of the new model
        :param new_project: new project name. if absent, original project name will be used
        :param async_: if True, return the copy instance. otherwise return the newly-copied model
        """
        return self.get_offline_model(name, project=project) \
            .copy(new_name, new_project=new_project, async_=async_)


[docs]    def delete_offline_model(self, name, project=None, if_exists=False):
        """
        Delete the offline model by given name.

        :param name: offline model's name
        :param if_exists:  will not raise errors when the offline model does not exist, default False
        :param project: project name, if not provided, will be the default project
        :return: None
        """

        project = self.get_project(name=project)
        try:
            return project.offline_models.delete(name)
        except NoSuchObject:
            if not if_exists:
                raise


[docs]    def get_logview_host(self):
        """
        Get logview host address.
        :return: logview host address
        """
        try:
            logview_host = self.rest.get(self.endpoint + '/logview/host').text
        except:
            logview_host = None
        if not logview_host:
            logview_host = LOG_VIEW_HOST_DEFAULT
        return logview_host


[docs]    def get_logview_address(self, instance_id, hours=None, project=None):
        """
        Get logview address by given instance id and hours.

        :param instance_id: instance id
        :param hours:
        :param project: project name, if not provided, will be the default project
        :return: logview address
        :rtype: str
        """
        hours = hours or options.log_view_hours
        inst = self.get_instance(instance_id, project=project)
        return inst.get_logview_address(hours=hours)


[docs]    def get_project_policy(self, project=None):
        """
        Get policy of a project

        :param project: project name, if not provided, will be the default project
        :return: JSON object
        """
        project = self.get_project(name=project)
        return project.policy


[docs]    def set_project_policy(self, policy, project=None):
        """
        Set policy of a project

        :param policy: name of policy.
        :param project: project name, if not provided, will be the default project
        :return: JSON object
        """
        project = self.get_project(name=project)
        project.policy = policy


[docs]    def create_role(self, name, project=None):
        """
        Create a role in a project

        :param name: name of the role to create
        :param project: project name, if not provided, will be the default project
        :return: role object created
        """
        project = self.get_project(name=project)
        return project.roles.create(name)


[docs]    def list_roles(self, project=None):
        """
        List all roles in a project

        :param project: project name, if not provided, will be the default project
        :return: collection of role objects
        """
        project = self.get_project(name=project)
        return project.roles


[docs]    def exist_role(self, name, project=None):
        """
        Check if a role exists in a project

        :param name: name of the role
        :param project: project name, if not provided, will be the default project
        """
        project = self.get_project(name=project)
        return name in project.roles


[docs]    def delete_role(self, name, project=None):
        """
        Delete a role in a project

        :param name: name of the role to delete
        :param project: project name, if not provided, will be the default project
        """
        project = self.get_project(name=project)
        project.roles.delete(name)


[docs]    def get_role_policy(self, name, project=None):
        """
        Get policy object of a role

        :param name: name of the role
        :param project: project name, if not provided, will be the default project
        :return: JSON object
        """
        project = self.get_project(name=project)
        return project.roles[name].policy


[docs]    def set_role_policy(self, name, policy, project=None):
        """
        Get policy object of project

        :param name: name of the role
        :param policy: policy string or JSON object
        :param project: project name, if not provided, will be the default project
        """
        project = self.get_project(name=project)
        project.roles[name].policy = policy


[docs]    def list_role_users(self, name, project=None):
        """
        List users who have the specified role.

        :param name: name of the role
        :param project: project name, if not provided, will be the default project
        :return: collection of User objects
        """
        project = self.get_project(name=project)
        return project.roles[name].users


[docs]    def create_user(self, name, project=None):
        """
        Add a user into the project

        :param name: user name
        :param project: project name, if not provided, will be the default project
        :return: user created
        """
        project = self.get_project(name=project)
        return project.users.create(name)


[docs]    def list_users(self, project=None):
        """
        List users in the project

        :param project: project name, if not provided, will be the default project
        :return: collection of User objects
        """
        project = self.get_project(name=project)
        return project.users


[docs]    def exist_user(self, name, project=None):
        """
        Check if a user exists in the project

        :param name: user name
        :param project: project name, if not provided, will be the default project
        """
        project = self.get_project(name=project)
        return name in project.users


[docs]    def delete_user(self, name, project=None):
        """
        Delete a user from the project

        :param name: user name
        :param project: project name, if not provided, will be the default project
        """
        project = self.get_project(name=project)
        project.users.delete(name)


[docs]    def list_user_roles(self, name, project=None):
        """
        List roles of the specified user

        :param name: user name
        :param project: project name, if not provided, will be the default project
        :return: collection of Role object
        """
        project = self.get_project(name=project)
        return project.users[name].roles


[docs]    def get_security_options(self, project=None):
        """
        Get all security options of a project

        :param project: project name, if not provided, will be the default project
        :return: SecurityConfiguration object
        """
        project = self.get_project(name=project)
        return project.security_options


[docs]    def get_security_option(self, option_name, project=None):
        """
        Get one security option of a project

        :param option_name: name of the security option. Please refer to ODPS options for more details.
        :param project: project name, if not provided, will be the default project
        :return: option value
        """
        option_name = utils.camel_to_underline(option_name)
        sec_options = self.get_security_options(project=project)
        if not hasattr(sec_options, option_name):
            raise ValueError('Option does not exists.')
        return getattr(sec_options, option_name)


[docs]    def set_security_option(self, option_name, value, project=None):
        """
        Set a security option of a project

        :param option_name: name of the security option. Please refer to ODPS options for more details.
        :param value: value of security option to be set.
        :param project: project name, if not provided, will be the default project.
        """
        option_name = utils.camel_to_underline(option_name)
        sec_options = self.get_security_options(project=project)
        if not hasattr(sec_options, option_name):
            raise ValueError('Option does not exists.')
        setattr(sec_options, option_name, value)
        sec_options.update()


[docs]    def run_security_query(self, query, project=None, token=None):
        """
        Run a security query to grant / revoke / query privileges

        :param query: query text
        :param project: project name, if not provided, will be the default project
        :return: a JSON object representing the result.
        """
        project = self.get_project(name=project)
        return project.run_security_query(query, token=token)


[docs]    def attach_session(self, session_name, taskname=None, hints=None):
        """
        Attach to an existing session.

        :param session_name: The session name.
        :param taskname: The created sqlrt task name. If not provided, the default value is used. Mostly doesn't matter, default works.
        :return: A SessionInstance you may execute select tasks within.
        """
        if not taskname:
            taskname = models.session.DEFAULT_TASK_NAME
        task = models.tasks.SQLRTTask(name=taskname)
        task.update_settings(hints)
        task.update_settings({"odps.sql.session.share.id": session_name,
                 "odps.sql.submit.mode": "script"})
        project = self.get_project()
        return project.instances.create(task=task,
                                        session_project=project,
                                        session_name=session_name)


[docs]    def default_session(self):
        """
        Attach to the default session of your project.

        :return: A SessionInstance you may execute select tasks within.
        """
        return self.attach_session('public.default')


[docs]    def create_session(self, session_worker_count, session_worker_memory,
            session_name=None, worker_spare_span=None, taskname=None, hints=None):
        """
        Create session.

        :param session_worker_count: How much workers assigned to the session.
        :param session_worker_memory: How much memory each worker consumes.
        :param session_name: The session name. Not specifying to use its ID as name.
        :param worker_spare_span: format "00-24", allocated workers will be reduced during this time. Not specifying to disable this.
        :param taskname: The created sqlrt task name. If not provided, the default value is used. Mostly doesn't matter, default works.
        :param hints: Extra hints provided to the session. Parameters of this method will override certain hints.
        :return: A SessionInstance you may execute select tasks within.
        """
        if not taskname:
            taskname = models.session.DEFAULT_TASK_NAME
        session_hints = {}
        session_hints["odps.sql.session.worker.count"] = str(session_worker_count)
        session_hints["odps.sql.session.worker.memory"] = str(session_worker_memory)
        session_hints["odps.sql.submit.mode"] = "script"
        if session_name:
            session_hints["odps.sql.session.name"] = session_name
        if worker_spare_span:
            session_hints["odps.sql.session.worker.sparespan"] = worker_spare_span
        task = models.tasks.SQLRTTask(name=taskname)
        task.update_settings(hints)
        task.update_settings(session_hints)
        project = self.get_project()
        return project.instances.create(task=task,
                                        session_project=project,
                                        session_name=session_name)


    @classmethod
    def _build_account(cls, access_id, secret_access_key):
        return accounts.AliyunAccount(access_id, secret_access_key)

    def to_global(self):
        options.account = self.account
        options.default_project = self.project
        options.endpoint = self.endpoint
        options.tunnel.endpoint = self._tunnel_endpoint
        options.app_account = self.app_account

    @classmethod
    def from_global(cls):
        if options.account is not None and options.default_project is not None:
            return cls._from_account(options.account, options.default_project,
                                     endpoint=options.endpoint, app_account=options.app_account)
        else:
            return None

    @classmethod
    def from_environments(cls):
        try:
            bearer_token = os.environ['ODPS_BEARER_TOKEN']
            project = os.environ['ODPS_PROJECT_NAME']
            endpoint = os.environ['ODPS_ENDPOINT']
            account = accounts.BearerTokenAccount(bearer_token)
            return cls(None, None, account=account, project=project, endpoint=endpoint)
        except KeyError:
            return None



def _get_odps_from_model(self):
    client = self._client
    account = client.account
    endpoint = client.endpoint
    project = client.project
    app_account = getattr(client, 'app_account', None)

    return ODPS._from_account(account, project, endpoint=endpoint, app_account=app_account)


models.RestModel.odps = property(fget=_get_odps_from_model)
del _get_odps_from_model

try:
    from .internal.core import *
except ImportError:
    pass

try:
    from .mars_extension import create_mars_cluster, persist_mars_dataframe, \
        to_mars_dataframe, run_script, run_script_in_mars, run_mars_job, \
        list_mars_instances, sql_to_mars_dataframe
    setattr(ODPS, 'create_mars_cluster', create_mars_cluster)
    setattr(ODPS, 'persist_mars_dataframe', persist_mars_dataframe)
    setattr(ODPS, 'to_mars_dataframe', to_mars_dataframe)
    setattr(ODPS, 'run_script_in_mars', run_script_in_mars)
    setattr(ODPS, 'run_mars_job', run_mars_job)
    setattr(ODPS, 'list_mars_instances', list_mars_instances)
    setattr(ODPS, 'sql_to_mars_dataframe', sql_to_mars_dataframe)
except ImportError:
    pass


if 'PYODPS_ENDPOINT' in os.environ:
    DEFAULT_ENDPOINT = os.environ.get('PYODPS_ENDPOINT')




          

      

      

    

  

    
      
          
            
  Source code for odps.df

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

import inspect

from .core import DataFrame, CollectionExpr
from .expr.expressions import SequenceExpr, Scalar, BuiltinFunction, RandomScalar
from .expr.element import switch, FuncFactory
from .expr.datetimes import year, month, day, hour, minute, second, millisecond
from .expr.composites import make_list, make_dict
from .expr.reduction import aggregate, agg
from .utils import output_types, output_names, output
from .delay import Delay
from ..compat import six


[docs]def NullScalar(tp):
    """
    Creates a Scalar representing typed None values.

    :param tp: type of the scalar
    :return: Scalar with None value
    """
    return Scalar(_value_type=tp)


func = FuncFactory()

try:
    import pandas as pd
    from pandas.io.api import *

    def wrap(func):
        def inner(*args, **kwargs):
            as_type = kwargs.pop('as_type', None)
            unknown_as_string = kwargs.pop('unknown_as_string', False)

            res = func(*args, **kwargs)
            if isinstance(res, pd.DataFrame):
                return DataFrame(res, as_type=as_type,
                                 unknown_as_string=unknown_as_string)
            return res
        return inner

    for k, v in six.iteritems(dict(locals())):
        if k.startswith('read_') and inspect.isfunction(v):
            locals()[k] = wrap(v)
except ImportError:
    pass

try:
    from ..internal import df as internal_df

    del internal_df
except ImportError:
    pass




          

      

      

    

  

    
      
          
            
  Source code for odps.types

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from datetime import datetime as _datetime, timedelta as _timedelta, date as _date
import decimal as _builtin_decimal

from . import utils
from . import compat
from .compat import six, DECIMAL_TYPES, decimal as _decimal, east_asian_len, OrderedDict, Monthdelta
from .config import options

force_py = options.force_py
force_c = options.force_c


class Column(object):
    def __init__(self, name=None, typo=None, comment=None, label=None):
        self.name = utils.to_str(name)
        self.type = validate_data_type(typo)
        self.comment = comment
        self.label = label

    def __repr__(self):
        return '<column {0}, type {1}>'.format(utils.to_str(self.name), self.type.name.lower())

    def __hash__(self):
        return hash((type(self), self.name, self.type, self.comment, self.label))


class Partition(Column):
    def __repr__(self):
        return '<partition {0}, type {1}>'.format(utils.to_str(self.name), self.type.name.lower())


class PartitionSpec(object):
    def __init__(self, spec=None):
        self.kv = compat.OrderedDict()

        if spec is not None:
            splits = spec.split(',')
            for sp in splits:
                kv = sp.split('=')
                if len(kv) != 2:
                    raise ValueError('Invalid partition spec')

                k, v = kv[0].strip(), kv[1].strip()\
                    .replace('"', '').replace("'", '')

                if len(k) == 0 or len(v) == 0:
                    raise ValueError('Invalid partition spec')

                self.kv[k] = v

    def __setitem__(self, key, value):
        self.kv[key] = value

    def __getitem__(self, key):
        return self.kv[key]

    def __len__(self):
        return len(self.kv)

    @property
    def is_empty(self):
        return len(self) == 0

    @property
    def keys(self):
        return compat.lkeys(self.kv)

    def items(self):
        for k, v in self.kv.items():
            yield k, v

    def __contains__(self, key):
        return key in self.kv

    def __str__(self):
        return ','.join("%s='%s'" % (k, v) for k, v in six.iteritems(self.kv))

    def __repr__(self):
        return '<PartitionSpec %s>' % str(self)

    def __hash__(self):
        return hash(str(self))

    def __eq__(self, other):
        if not isinstance(other, PartitionSpec):
            other = PartitionSpec(other)

        return str(self) == str(other)


class Schema(object):
    def __init__(self, names, types):
        self._init(names, types)

    def _init(self, names, types):
        if not isinstance(names, list):
            names = list(names)
        self.names = names
        self.types = [validate_data_type(t) for t in types]

        self._name_indexes = dict((n, i) for i, n in enumerate(self.names))

        if len(self._name_indexes) < len(self.names):
            duplicates = [n for n in self._name_indexes if self.names.count(n) > 1]
            raise ValueError('Duplicate column names: %s' % ', '.join(duplicates))

        self._snapshot = None

    def __repr__(self):
        return self._repr()

    def __len__(self):
        return len(self.names)

    def __contains__(self, name):
        return utils.to_str(name) in self._name_indexes

    def _repr(self):
        buf = six.StringIO()
        names = [self._to_printable(n) for n in self.names]
        space = 2 * max(len(it) for it in names)
        for name, tp in zip(names, self.types):
            buf.write('\n{0}{1}'.format(name.ljust(space), repr(tp)))

        return 'Schema {{{0}\n}}'.format(utils.indent(buf.getvalue(), 2))

    def __hash__(self):
        return hash((type(self), tuple(self.names), tuple(self.types)))

    def __eq__(self, other):
        if not isinstance(other, Schema):
            return False
        return self.names == other.names and self.types == self.types

    def get_type(self, name):
        return self.types[self._name_indexes[utils.to_str(name)]]

    def append(self, name, typo):
        names = self.names + [name, ]
        types = self.types + [typo, ]
        return Schema(names, types)

    def extend(self, schema):
        names = self.names + schema.names
        types = self.types + schema.types
        return Schema(names, types)


class OdpsSchema(Schema):
    def __init__(self, columns=None, partitions=None):
        self._columns = columns
        self._partitions = partitions

        if self._columns:
            super(OdpsSchema, self).__init__(
                *compat.lzip(*[(c.name, c.type) for c in self._columns]))
        else:
            super(OdpsSchema, self).__init__([], [])

        if self._partitions:
            self._partition_schema = Schema(
                *compat.lzip(*[(c.name, c.type) for c in self._partitions]))
        else:
            self._partition_schema = Schema([], [])

    def __len__(self):
        return super(OdpsSchema, self).__len__() + len(self._partition_schema)

    def __setattr__(self, key, value):
        if key == '_columns' and value and not getattr(self, 'names', None) and \
                not getattr(self, 'types', None):
            names = [c.name for c in value]
            types = [c.type for c in value]
            self._init(names, types)
        elif key == '_partitions' and value:
            self._partition_schema = Schema(
                *compat.lzip(*[(c.name, c.type) for c in value]))
        object.__setattr__(self, key, value)

    def __contains__(self, name):
        return super(OdpsSchema, self).__contains__(name) or \
               utils.to_str(name) in self._partition_schema

    def __eq__(self, other):
        if not isinstance(other, OdpsSchema):
            return False

        return super(OdpsSchema, self).__eq__(other) and \
            self._partition_schema == other._partition_schema

    def __hash__(self):
        return hash((type(self), tuple(self.names), tuple(self.types),
                     self._partition_schema))

    def __getitem__(self, item):
        if isinstance(item, six.integer_types):
            n_columns = len(self._name_indexes)
            if item < n_columns:
                return self._columns[item]
            elif item < len(self):
                return self._partitions[item-n_columns]
            else:
                raise IndexError('Index out of range')
        elif isinstance(item, six.string_types):
            item = utils.to_str(item)
            if item in self._name_indexes:
                idx = self._name_indexes[item]
                return self[idx]
            elif item in self._partition_schema:
                idx = self._partition_schema._name_indexes[item]
                n_columns = len(self._name_indexes)
                return self[n_columns+idx]
            else:
                raise ValueError('Unknown column name: %s' % item)
        elif isinstance(item, (list, tuple)):
            return [self[it] for it in item]
        else:
            return self.columns[item]

    def _repr(self):
        buf = six.StringIO()

        name_dict = dict([(col.name, utils.str_to_printable(col.name)) for col in self.columns])
        name_display_lens = dict([(k, east_asian_len(utils.to_text(v), encoding=options.display.encoding))
                                  for k, v in six.iteritems(name_dict)])
        name_space = 2 * max(six.itervalues(name_display_lens))
        type_space = 2 * max(len(repr(col.type)) for col in self.columns)

        not_empty = lambda field: field is not None and len(field.strip()) > 0

        buf.write('odps.Schema {\n')
        cols_strs = []
        for col in self._columns:
            pad_spaces = name_space - name_display_lens[col.name]
            cols_strs.append('{0}{1}{2}'.format(
                utils.to_str(name_dict[col.name] + ' ' * pad_spaces),
                repr(col.type).ljust(type_space),
                '# {0}'.format(utils.to_str(col.comment)) if not_empty(col.comment) else ''
            ))
        buf.write(utils.indent('\n'.join(cols_strs), 2))
        buf.write('\n')
        buf.write('}\n')

        if self._partitions:
            buf.write('Partitions {\n')

            partition_strs = []
            for partition in self._partitions:
                partition_strs.append('{0}{1}{2}'.format(
                    utils.to_str(name_dict[partition.name].ljust(name_space)),
                    repr(partition.type).ljust(type_space),
                    '# {0}'.format(utils.to_str(partition.comment)) if not_empty(partition.comment) else ''
                ))
            buf.write(utils.indent('\n'.join(partition_strs), 2))
            buf.write('\n')
            buf.write('}\n')

        return buf.getvalue()

    def build_snapshot(self):
        if not options.force_py:
            if not self._columns:
                return None

            try:
                from .src.types_c import SchemaSnapshot
                self._snapshot = SchemaSnapshot(self)
            except ImportError:
                pass
        return self._snapshot

    @property
    def simple_columns(self):
        return self._columns

    @property
    def columns(self):
        partitions = self._partitions or []
        return self._columns + partitions

    @property
    def partitions(self):
        return self._partitions

    @utils.deprecated('use simple_columns property instead')
    def get_columns(self):
        return self._columns

    @utils.deprecated('use partitions property instead')
    def get_partitions(self):
        return self._partitions

    def get_column(self, name):
        index = self._name_indexes.get(utils.to_str(name))
        if index is None:
            raise ValueError('Column %s does not exists' % name)
        return self._columns[index]

    def get_partition(self, name):
        index = self._partition_schema._name_indexes.get(utils.to_str(name))
        if index is None:
            raise ValueError('Partition %s does not exists' % name)
        return self._partitions[index]

    def is_partition(self, name):
        try:
            name = name.name
        except AttributeError:
            pass
        return name in self._partition_schema._name_indexes

    def get_type(self, name):
        if name in self._name_indexes:
            return super(OdpsSchema, self).get_type(name)
        elif name in self._partition_schema:
            return self._partition_schema.get_type(name)
        raise ValueError('Column does not exist: %s' % name)

    def update(self, columns, partitions):
        self._columns = columns
        self._partitions = partitions

        names = map(lambda c: c.name, self._columns)
        types = map(lambda c: c.type, self._columns)

        self._init(names, types)
        if self._partitions:
            self._partition_schema = Schema(
                *compat.lzip(*[(c.name, c.type) for c in self._partitions]))
        else:
            self._partition_schema = Schema([], [])

    def to_ignorecase_schema(self):
        cols = [Column(col.name.lower(), col.type, col.comment, col.label)
                for col in self._columns]
        parts = None
        if self._partitions:
            parts = [Partition(part.name.lower(), part.type, part.comment, part.label)
                     for part in self._partitions]

        return type(self)(columns=cols, partitions=parts)

    @classmethod
    def from_lists(cls, names, types, partition_names=None, partition_types=None):
        columns = [Column(name=name, typo=typo) for name, typo in zip(names, types)]
        if partition_names is not None and partition_types is not None:
            partitions = [Partition(name=name, typo=typo)
                          for name, typo in zip(partition_names, partition_types)]
        else:
            partitions = None
        return cls(columns=columns, partitions=partitions)

    @classmethod
    def from_dict(cls, fields_dict, partitions_dict=None):
        fields = compat.lkeys(fields_dict)
        fields_types = compat.lvalues(fields_dict)
        partitions = compat.lkeys(partitions_dict) \
            if partitions_dict is not None else None
        partitions_types = compat.lvalues(partitions_dict) \
            if partitions_dict is not None else None

        return cls.from_lists(fields, fields_types,
                              partition_names=partitions,
                              partition_types=partitions_types)

    def get_table_ddl(self, table_name='table_name', with_comments=True):
        from .models.table import Table
        return Table.gen_create_table_sql(table_name, self, with_column_comments=with_comments)


class RecordMeta(type):
    def __instancecheck__(cls, instance):
        return isinstance(instance, RecordReprMixin)


class BaseRecord(object):

    # set __slots__ to save memory in the situation that records' size may be quite large
    __slots__ = '_values', '_columns', '_name_indexes'

    def __init__(self, columns=None, schema=None, values=None):
        if columns is not None:
            self._columns = columns
            self._name_indexes = dict((col.name, i) for i, col in enumerate(self._columns))
        else:
            self._columns = schema.columns
            self._name_indexes = schema._name_indexes

        if self._columns is None:
            raise ValueError('Either columns or schema should not be provided')

        self._values = [None, ] * len(self._columns)
        if values is not None:
            self._sets(values)

    def _mode(self):
        return 'py'

    def _exclude_partition_columns(self):
        return [col for col in self._columns if not isinstance(col, Partition)]

    def _get(self, i):
        return self._values[i]

    def _set(self, i, value):
        data_type = self._columns[i].type
        val = validate_value(value, data_type)
        self._values[i] = val

    get = _get  # to keep compatible
    set = _set  # to keep compatible

    def _sets(self, values):
        if len(values) != len(self._columns) and \
                        len(values) != len(self._exclude_partition_columns()):
            raise ValueError('The values set to records are against the schema, '
                             'expect len %s, got len %s' % (len(self._columns), len(values)))
        [self._set(i, value) for i, value in enumerate(values)]

    def __getitem__(self, item):
        if isinstance(item, six.string_types):
            return self.get_by_name(item)
        elif isinstance(item, (list, tuple)):
            return [self[it] for it in item]
        return self._values[item]

    def __setitem__(self, key, value):
        if isinstance(key, six.string_types):
            self.set_by_name(key, value)
        else:
            self._set(key, value)

    def __getattr__(self, item):
        if item == '_name_indexes':
            return object.__getattribute__(self, item)
        if hasattr(self, '_name_indexes') and item in self._name_indexes:
            return self.get_by_name(item)
        return object.__getattribute__(self, item)

    def __setattr__(self, key, value):
        if hasattr(self, '_name_indexes') and key in self._name_indexes:
            self.set_by_name(key, value)
        else:
            object.__setattr__(self, key, value)

    def get_by_name(self, name):
        i = self._name_indexes[name]
        return self._values[i]

    def set_by_name(self, name, value):
        i = self._name_indexes[name]
        self._set(i, value)

    def __len__(self):
        return len(self._columns)

    def __contains__(self, item):
        return item in self._name_indexes

    def __iter__(self):
        for i, col in enumerate(self._columns):
            yield (col.name, self[i])

    @property
    def values(self):
        return self._values

    @property
    def n_columns(self):
        return len(self._columns)

    def get_columns_count(self):  # compatible
        return self.n_columns


class RecordReprMixin(object):
    def __repr__(self):
        buf = six.StringIO()

        buf.write('odps.Record {\n')

        space = 2 * max(len(it.name) for it in self._columns)
        content = '\n'.join(
            ['{0}{1}'.format(col.name.ljust(space), repr(value))
             for col, value in zip(self._columns, self._values)])
        buf.write(utils.indent(content, 2))

        buf.write('\n}')

        return buf.getvalue()

    def __hash__(self):
        return hash((type(self), tuple(self._columns), tuple(self._values)))

    def __eq__(self, other):
        if not isinstance(other, Record):
            return False

        return self._columns == other._columns and self._values == other._values


[docs]class Record(six.with_metaclass(RecordMeta, RecordReprMixin, BaseRecord)):
    """
    A record generally means the data of a single line in a table.

    :Example:

    >>> schema = Schema.from_lists(['name', 'id'], ['string', 'string'])
    >>> record = Record(schema=schema, values=['test', 'test2'])
    >>> record[0] = 'test'
    >>> record[0]
    >>> 'test'
    >>> record['name']
    >>> 'test'
    >>> record[0:2]
    >>> ('test', 'test2')
    >>> record[0, 1]
    >>> ('test', 'test2')
    >>> record['name', 'id']
    >>> for field in record:
    >>>     print(field)
    ('name', u'test')
    ('id', u'test2')
    >>> len(record)
    2
    >>> 'name' in record
    True
    """



class DataType(object):
    """
    Abstract data type
    """
    _singleton = True
    _type_id = -1
    __slots__ = 'nullable',

    def __new__(cls, *args, **kwargs):
        if cls._singleton:
            if not hasattr(cls, '_instance'):
                cls._instance = object.__new__(cls)
                cls._hash = hash(cls)
            return cls._instance
        else:
            return object.__new__(cls)

    def __init__(self, nullable=True):
        self.nullable = nullable

    def __call__(self, nullable=True):
        return self._factory(nullable=nullable)

    def _factory(self, nullable=True):
        return type(self)(nullable=nullable)

    def __ne__(self, other):
        return not (self == other)

    def __eq__(self, other):
        return self._equals(other)

    def _equals(self, other):
        if self is other:
            return True

        other = validate_data_type(other)

        if self.nullable != other.nullable:
            return False
        if type(self) == type(other):
            return True
        return isinstance(other, type(self))

    def __hash__(self):
        return self._hash

    @property
    def name(self):
        return type(self).__name__.lower()

    def __repr__(self):
        if self.nullable:
            return self.name
        return '{0}[non-nullable]'.format(self.name)

    def __str__(self):
        return self.name.upper()

    def can_implicit_cast(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        return isinstance(self, type(other))

    def can_explicit_cast(self, other):
        return self.can_implicit_cast(other)

    def validate_value(self, val):
        # directly return True means without checking
        return True

    def _can_cast_or_throw(self, value, data_type):
        if not self.can_implicit_cast(data_type):
            raise ValueError('Cannot cast value(%s) from type(%s) to type(%s)' % (
                value, data_type, self))

    def cast_value(self, value, data_type):
        raise NotImplementedError


class OdpsPrimitive(DataType):
    __slots__ = ()


class BaseInteger(OdpsPrimitive):
    __slots__ = ()

    _type_id = 0
    _bounds = None
    _store_bytes = None

    def can_implicit_cast(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        if isinstance(other, (BaseFloat, String, Decimal)):
            return True
        if isinstance(other, BaseInteger):
            return self._store_bytes >= other._store_bytes
        return super(BaseInteger, self).can_implicit_cast(other)

    def validate_value(self, val):
        if val is None and self.nullable:
            return True
        smallest, largest = self._bounds
        if smallest <= val <= largest:
            return True
        raise ValueError('InvalidData: Bigint(%s) out of range' % val)

    def cast_value(self, value, data_type):
        self._can_cast_or_throw(value, data_type)

        return int(value)


class Tinyint(BaseInteger):
    _bounds = (-128, 127)
    _store_bytes = 1


class Smallint(BaseInteger):
    _bounds = (-32768, 32767)
    _store_bytes = 2


class Int(BaseInteger):
    _bounds = (-2147483648, 2147483647)
    _store_bytes = 4


class Bigint(BaseInteger):
    _bounds = (-9223372036854775808, 9223372036854775807)
    _store_bytes = 8


class BaseFloat(OdpsPrimitive):
    __slots__ = ()
    _store_bytes = None

    def can_implicit_cast(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        if isinstance(other, (BaseInteger, String, Decimal)):
            return True
        if isinstance(other, BaseFloat):
            return self._store_bytes >= other._store_bytes
        return super(BaseFloat, self).can_implicit_cast(other)

    def cast_value(self, value, data_type):
        self._can_cast_or_throw(value, data_type)

        return float(value)


class Float(BaseFloat):
    _store_bytes = 4
    _type_id = 6


class Double(BaseFloat):
    _store_bytes = 8
    _type_id = 1


class String(OdpsPrimitive):
    __slots__ = ()

    _type_id = 2
    _max_length = 8 * 1024 * 1024  # 8M

    def can_implicit_cast(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        if isinstance(other, (BaseInteger, BaseFloat, Datetime, Decimal, Binary)):
            return True
        return super(String, self).can_implicit_cast(other)

    def validate_value(self, val):
        if val is None and self.nullable:
            return True
        if len(val) <= self._max_length:
            return True
        raise ValueError(
            "InvalidData: Length of string(%s) is more than %sM.'" %
            (val, self._max_length / (1024 ** 2)))

    def cast_value(self, value, data_type):
        self._can_cast_or_throw(value, data_type)

        if isinstance(data_type, Datetime):
            return value.strftime('%Y-%m-%d %H:%M:%S')
        if options.tunnel.string_as_binary:
            val = utils.to_binary(value)
        else:
            val = utils.to_text(value)
        return val


class Datetime(OdpsPrimitive):
    __slots__ = ()
    _type_id = 3

    def can_implicit_cast(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        if isinstance(other, (Timestamp, Datetime, String)):
            return True
        return super(Datetime, self).can_implicit_cast(other)

    def cast_value(self, value, data_type):
        self._can_cast_or_throw(value, data_type)

        if isinstance(data_type, String):
            return _datetime.strptime(value, '%Y-%m-%d %H:%M:%S')
        elif isinstance(data_type, Timestamp):
            return value.to_pydatetime()
        return value


class Date(OdpsPrimitive):
    __slots__ = ()
    _type_id = 11

    def can_implicit_cast(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        if isinstance(other, (Timestamp, Datetime, String)):
            return True
        return super(Date, self).can_implicit_cast(other)

    def cast_value(self, value, data_type):
        self._can_cast_or_throw(value, data_type)

        if isinstance(data_type, String):
            datetime = _datetime.strptime(value, '%Y-%m-%d')
            return _date(datetime.year, datetime.month, datetime.day)
        elif isinstance(data_type, Timestamp):
            return value.to_pydatetime().date()
        return value


class Boolean(OdpsPrimitive):
    __slots__ = ()
    _type_id = 4

    def cast_value(self, value, data_type):
        self._can_cast_or_throw(value, data_type)
        return value


class Binary(OdpsPrimitive):
    __slots__ = ()
    _type_id = 7
    _max_length = 8 * 1024 * 1024  # 8M

    def can_implicit_cast(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        if isinstance(other, (BaseInteger, BaseFloat, Datetime, Decimal, String)):
            return True
        return super(Binary, self).can_implicit_cast(other)

    def validate_value(self, val):
        if val is None and self.nullable:
            return True
        if len(val) <= self._max_length:
            return True
        raise ValueError(
            "InvalidData: Length of binary(%s) is more than %sM.'" %
            (val, self._max_length / (1024 ** 2)))

    def cast_value(self, value, data_type):
        self._can_cast_or_throw(value, data_type)

        if isinstance(data_type, Datetime):
            return value.strftime('%Y-%m-%d %H:%M:%S')
        return utils.to_binary(value)


class Timestamp(OdpsPrimitive):
    __slots__ = ()
    _type_id = 8

    def can_implicit_cast(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        if isinstance(other, (Timestamp, Datetime, String)):
            return True
        return super(Timestamp, self).can_implicit_cast(other)

    def cast_value(self, value, data_type):
        self._can_cast_or_throw(value, data_type)
        try:
            import pandas as pd
        except ImportError:
            raise ImportError('To use TIMESTAMP in pyodps, you need to install pandas.')

        if isinstance(data_type, String):
            return pd.Timestamp.strptime(value, '%Y-%m-%d %H:%M:%S')
        elif isinstance(data_type, Datetime):
            return pd.Timestamp(value)
        return value


class IntervalDayTime(OdpsPrimitive):
    __slots__ = ()
    _type_id = 9

    def can_implicit_cast(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        if isinstance(other, (Timestamp, Datetime, String)):
            return True
        return super(IntervalDayTime, self).can_implicit_cast(other)

    @property
    def name(self):
        return 'interval_day_time'

    def cast_value(self, value, data_type):
        self._can_cast_or_throw(value, data_type)
        try:
            import pandas as pd
        except ImportError:
            raise ImportError('To use INTERVAL_DAY_TIME in pyodps, you need to install pandas.')

        if isinstance(value, float):
            return pd.Timedelta(seconds=value)
        elif isinstance(value, _timedelta):
            return pd.Timedelta(value)
        return value


class IntervalYearMonth(OdpsPrimitive):
    __slots__ = ()
    _type_id = 10

    def can_implicit_cast(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        if isinstance(other, (String, BaseInteger)):
            return True
        return super(IntervalYearMonth, self).can_implicit_cast(other)

    @property
    def name(self):
        return 'interval_year_month'

    def cast_value(self, value, data_type):
        self._can_cast_or_throw(value, data_type)

        if isinstance(value, (int, compat.long_type, six.string_types)):
            return Monthdelta(value)
        return value


class CompositeMixin(DataType):
    _singleton = False

    @classmethod
    def parse_composite(cls, args):
        raise NotImplementedError

    def validate_composite_values(self, value):
        raise NotImplementedError


class SizeLimitedString(String, CompositeMixin):
    _singleton = False
    __slots__ = 'nullable', 'size_limit', '_hash'
    _max_length = 65535

    def __init__(self, size_limit, nullable=True):
        super(SizeLimitedString, self).__init__(nullable=nullable)
        if size_limit > self._max_length:
            raise ValueError("InvalidData: Length of varchar(%d) is larger than %d." %
                             (size_limit, self._max_length))
        self.size_limit = size_limit

    @property
    def name(self):
        return '{0}({1})'.format(type(self).__name__.lower(),
                                 self.size_limit)

    def _equals(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        return DataType._equals(self, other) and \
               self.size_limit == other.size_limit

    def __hash__(self):
        if not hasattr(self, '_hash'):
            self._hash = hash((type(self), self.nullable, self.size_limit))
        return self._hash

    def validate_value(self, val):
        if val is None and self.nullable:
            return True
        if len(val) <= self.size_limit:
            return True
        raise ValueError(
            "InvalidData: Length of string(%d) is more than %sM.'" %
            (len(val), self.size_limit))

    @classmethod
    def parse_composite(cls, args):
        if len(args) != 1:
            raise ValueError('%s() only accept one length argument.' % cls.__name__.upper())
        try:
            return cls(int(args[0]))
        except TypeError:
            raise ValueError('%s() only accept an integer length argument.' % cls.__name__.upper())

    def validate_composite_values(self, value):
        self.validate_value(value)
        return self.cast_value(value, self)


class Varchar(SizeLimitedString):
    def can_implicit_cast(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        if isinstance(other, (BaseInteger, BaseFloat, Datetime, Decimal, String, Binary)):
            return True
        return isinstance(other, (Char, Varchar)) and \
               self.size_limit >= other.size_limit and \
               self.nullable == other.nullable


class Char(SizeLimitedString):
    def can_implicit_cast(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        if isinstance(other, (BaseInteger, BaseFloat, Datetime, Decimal, String, Binary)):
            return True
        return isinstance(other, (Char, Varchar)) and \
               self.size_limit >= other.size_limit and \
               self.nullable == other.nullable


class Decimal(CompositeMixin):
    __slots__ = 'nullable', 'precision', 'scale', '_hash'
    _type_id = 5

    _max_precision = 38
    _max_scale = 18

    def __init__(self, precision=None, scale=None, nullable=True):
        super(Decimal, self).__init__(nullable=nullable)
        if precision and precision > self._max_precision:
            raise ValueError("InvalidData: Precision(%d) is larger than %d." %
                             (precision, self._max_precision))
        if scale and scale > self._max_scale:
            raise ValueError("InvalidData: Scale(%d) is larger than %d." %
                             (scale, self._max_scale))
        if precision is None and scale is not None:
            raise ValueError('InvalidData: Scale should be provided along with precision.')
        self.precision = precision
        self.scale = scale

    @property
    def name(self):
        if self.precision is None:
            return type(self).__name__.lower()
        elif self.scale is None:
            return '{0}({1})'.format(type(self).__name__.lower(),
                                     self.precision)
        else:
            return '{0}({1},{2})'.format(type(self).__name__.lower(),
                                         self.precision, self.scale)

    def __hash__(self):
        if not hasattr(self, '_hash'):
            self._hash = hash((type(self), self.nullable, self.precision, self.scale))
        return self._hash

    def _equals(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        return DataType._equals(self, other) and \
               self.precision == other.precision and \
               self.scale == other.scale

    def can_implicit_cast(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        if isinstance(other, (BaseInteger, BaseFloat, String)):
            return True
        return super(Decimal, self).can_implicit_cast(other)

    def validate_value(self, val):
        if val is None and self.nullable:
            return True

        if not isinstance(val, _decimal.Decimal) and isinstance(val, DECIMAL_TYPES):
            val = _decimal.Decimal(str(val))
        to_scale = _decimal.Decimal(str(10 ** -self._max_scale))
        scaled_val = val.quantize(to_scale, _decimal.ROUND_HALF_UP)
        int_len = len(str(scaled_val)) - self._max_scale - 1
        if int_len > self._max_precision:
            raise ValueError(
                'decimal value %s overflow, max integer digit number is %s.' %
                (val, self._max_precision))
        return True

    def cast_value(self, value, data_type):
        self._can_cast_or_throw(value, data_type)

        if six.PY3 and isinstance(value, six.binary_type):
            value = value.decode('utf-8')
        return _builtin_decimal.Decimal(value)

    @classmethod
    def parse_composite(cls, args):
        if len(args) > 2:
            raise ValueError('%s() accepts no more than two arguments.' % cls.__name__.upper())
        try:
            return cls(*[int(v) for v in args])
        except TypeError:
            raise ValueError('%s() only accept integers as arguments.' % cls.__name__.upper())

    def validate_composite_values(self, value):
        if value is None and self.nullable:
            return value
        if not isinstance(value, _builtin_decimal.Decimal):
            value = self.cast_value(value, infer_primitive_data_type(value))
        self.validate_value(value)
        return value


class Array(CompositeMixin):
    __slots__ = 'nullable', 'value_type', '_hash'

    def __init__(self, value_type, nullable=True):
        super(Array, self).__init__(nullable=nullable)
        value_type = validate_data_type(value_type)
        self.value_type = value_type

    @property
    def name(self):
        return '{0}<{1}>'.format(type(self).__name__.lower(),
                                 self.value_type.name)

    def _equals(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        return DataType._equals(self, other) and \
            self.value_type == other.value_type

    def __hash__(self):
        if not hasattr(self, '_hash'):
            self._hash = hash((type(self), self.nullable, hash(self.value_type)))
        return self._hash

    def can_implicit_cast(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        return isinstance(other, Array) and \
            self.value_type == other.value_type and \
            self.nullable == other.nullable

    def cast_value(self, value, data_type):
        self._can_cast_or_throw(value, data_type)
        return value

    @classmethod
    def parse_composite(cls, args):
        if len(args) != 1:
            raise ValueError('%s<> only accept one type.' % cls.__name__.upper())
        return cls(args[0])

    def validate_composite_values(self, value):
        if value is None and self.nullable:
            return value
        if not isinstance(value, list):
            raise ValueError('Array data type requires `list`, instead of %s' % value)
        element_data_type = self.value_type
        return [validate_value(element, element_data_type) for element in value]


class Map(CompositeMixin):
    __slots__ = 'nullable', 'key_type', 'value_type', '_hash'

    def __init__(self, key_type, value_type, nullable=True):
        super(Map, self).__init__(nullable=nullable)
        key_type = validate_data_type(key_type)
        value_type = validate_data_type(value_type)
        self.key_type = key_type
        self.value_type = value_type

    @property
    def name(self):
        return '{0}<{1},{2}>'.format(type(self).__name__.lower(),
                                     self.key_type.name,
                                     self.value_type.name)

    def _equals(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        return DataType._equals(self, other) and \
            self.key_type == other.key_type and \
            self.value_type == other.value_type

    def __hash__(self):
        if not hasattr(self, '_hash'):
            self._hash = hash((type(self), self.nullable,
                               hash(self.key_type), hash(self.value_type)))
        return self._hash

    def can_implicit_cast(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        return isinstance(other, Map) and \
            self.key_type == other.key_type and \
            self.value_type == other.value_type and \
            self.nullable == other.nullable

    def cast_value(self, value, data_type):
        self._can_cast_or_throw(value, data_type)
        return value

    @classmethod
    def parse_composite(cls, args):
        if len(args) != 2:
            raise ValueError('%s<> should be supplied with exactly two types.' % cls.__name__.upper())
        return cls(*args)

    def validate_composite_values(self, value):
        if value is None and self.nullable:
            return value
        if not isinstance(value, dict):
            raise ValueError('Map data type requires `dict`, instead of %s' % value)
        key_data_type = self.key_type
        value_data_type = self.value_type

        convert = lambda k, v: (validate_value(k, key_data_type),
                                validate_value(v, value_data_type))
        return compat.OrderedDict(convert(k, v) for k, v in six.iteritems(value))


class Struct(CompositeMixin):
    __slots__ = 'nullable', 'field_types', '_hash'

    def __init__(self, field_types, nullable=True):
        super(Struct, self).__init__(nullable=nullable)
        self.field_types = OrderedDict()
        if isinstance(field_types, dict):
            field_types = six.iteritems(field_types)
        for k, v in field_types:
            self.field_types[k] = validate_data_type(v)

    @property
    def name(self):
        parts = ','.join('`%s`:%s' % (k, v.name) for k, v in six.iteritems(self.field_types))
        return '{0}<{1}>'.format(type(self).__name__.lower(), parts)

    def _equals(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        return isinstance(other, Struct) and \
            len(self.field_types) == len(other.field_types) and \
            all(self.field_types[k] == other.field_types[k] for k in six.iterkeys(self.field_types))

    def __hash__(self):
        if not hasattr(self, '_hash'):
            fields_hash = hash(tuple((hash(k), hash(v)) for k, v in six.iteritems(self.field_types)))
            self._hash = hash((type(self), self.nullable, fields_hash))
        return self._hash

    def can_implicit_cast(self, other):
        if isinstance(other, six.string_types):
            other = validate_data_type(other)

        return isinstance(other, Struct) and self == other and \
               self.nullable == other.nullable

    def cast_value(self, value, data_type):
        self._can_cast_or_throw(value, data_type)
        return value

    @classmethod
    def parse_composite(cls, args):
        if any(not isinstance(a, tuple) and ':' not in a
               for a in args):
            raise ValueError('Every field defined in STRUCT should be given a name.')

        def conv_type_tuple(type_tuple):
            if isinstance(type_tuple, tuple):
                return type_tuple
            else:
                return tuple(v.strip('`') for v in type_tuple.split(':', 1))

        return cls(conv_type_tuple(a) for a in args)

    def validate_composite_values(self, value):
        if value is None and self.nullable:
            return value
        if isinstance(value, tuple) and hasattr(value, '_fields'):
            value = OrderedDict(compat.izip(value._fields, value))
        if not isinstance(value, dict):
            raise ValueError('Struct data type requires `dict`, instead of %s' % value)

        convert = lambda k, v, tp: (validate_value(k, string), validate_value(v, tp))
        return compat.OrderedDict(convert(k, value[k], tp) for k, tp in six.iteritems(self.field_types))


tinyint = Tinyint()
smallint = Smallint()
int_ = Int()
bigint = Bigint()
float_ = Float()
double = Double()
string = String()
datetime = Datetime()
boolean = Boolean()
binary = Binary()
timestamp = Timestamp()
interval_day_time = IntervalDayTime()
interval_year_month = IntervalYearMonth()
date = Date()

_odps_primitive_data_types = dict(
    [(t.name, t) for t in (
        tinyint, smallint, int_, bigint, float_, double, string, datetime, date,
        boolean, binary, timestamp, interval_day_time, interval_year_month,
    )]
)


_composite_handlers = dict(
    varchar=Varchar,
    char=Char,
    decimal=Decimal,
    array=Array,
    map=Map,
    struct=Struct,
)


def parse_composite_types(type_str, handlers=None):
    handlers = handlers or _composite_handlers

    def _create_composite_type(typ, *args):
        prefix = None
        if ':' in typ:
            prefix, typ = typ.split(':')
            prefix = prefix.strip().strip('`')
            typ = typ.strip()
        if typ not in handlers:
            raise ValueError('Composite type %s not supported.' % typ.upper())
        ctype = handlers[typ].parse_composite(args)

        if prefix is None:
            return ctype
        else:
            return prefix, ctype

    token_stack = []
    bracket_stack = []
    token_start = 0
    type_str = type_str.strip()
    quoted = False

    for idx, ch in enumerate(type_str):
        if ch == '`':
            quoted = not quoted
        elif not quoted:
            if ch == '<' or ch == '(':
                bracket_stack.append(len(token_stack))
                token = type_str[token_start:idx].strip()
                token_stack.append(token)
                token_start = idx + 1
            elif ch == '>' or ch == ')':
                token = type_str[token_start:idx].strip()
                if token:
                    token_stack.append(token)
                bracket_pos = bracket_stack.pop()
                ctype = _create_composite_type(*token_stack[bracket_pos:])
                token_stack = token_stack[:bracket_pos]
                token_stack.append(ctype)
                token_start = idx + 1
            elif ch == ',':
                token = type_str[token_start:idx].strip()
                if token:
                    token_stack.append(token)
                token_start = idx + 1
    if len(token_stack) != 1:
        try:
            return _create_composite_type(type_str)
        except ValueError:
            return None
    return token_stack[0]


def validate_data_type(data_type):
    if isinstance(data_type, DataType):
        return data_type

    if isinstance(data_type, six.string_types):
        data_type = data_type.lower()
        if data_type in _odps_primitive_data_types:
            return _odps_primitive_data_types[data_type]

        composite_type = parse_composite_types(data_type)
        if composite_type:
            return composite_type

    raise ValueError('Invalid data type: %s' % repr(data_type))


integer_builtins = six.integer_types
float_builtins = (float,)
try:
    import numpy as np
    integer_builtins += (np.integer,)
    float_builtins += (np.float,)
except ImportError:
    pass

_odps_primitive_to_builtin_types = compat.OrderedDict((
    (bigint, integer_builtins),
    (tinyint, integer_builtins),
    (smallint, integer_builtins),
    (int_, integer_builtins),
    (double, float_builtins),
    (float_, float_builtins),
    (string, (six.text_type, six.binary_type)),
    (binary, six.binary_type),
    (datetime, _datetime),
    (boolean, bool),
    (interval_year_month, Monthdelta),
    (date, _date),
))


integer_types = (tinyint, smallint, int_, bigint)


def infer_primitive_data_type(value):
    for data_type, builtin_types in six.iteritems(_odps_primitive_to_builtin_types):
        if isinstance(value, builtin_types):
            return data_type


def _patch_pd_types(data_type):
    if timestamp not in _odps_primitive_to_builtin_types and isinstance(data_type, Timestamp):
        try:
            import pandas as pd
            _odps_primitive_to_builtin_types[timestamp] = pd.Timestamp
        except ImportError:
            raise ImportError('To use TIMESTAMP in pyodps, you need to install pandas.')
    if interval_day_time not in _odps_primitive_to_builtin_types and isinstance(data_type, IntervalDayTime):
        try:
            import pandas as pd
            _odps_primitive_to_builtin_types[interval_day_time] = pd.Timedelta
        except ImportError:
            raise ImportError('To use TIMESTAMP in pyodps, you need to install pandas.')


def _validate_primitive_value(value, data_type):
    if value is None:
        return None

    if options.tunnel.string_as_binary:
        if isinstance(value, six.text_type):
            value = value.encode('utf-8')
    else:
        if isinstance(value, (bytearray, six.binary_type)):
            value = value.decode('utf-8')

    builtin_types = _odps_primitive_to_builtin_types[data_type]
    if isinstance(value, builtin_types):
        return value

    inferred_data_type = infer_primitive_data_type(value)
    if inferred_data_type is None:
        raise ValueError(
            'Unknown value type, cannot infer from value: %s, type: %s' % (value, type(value)))

    return data_type.cast_value(value, inferred_data_type)


def validate_value(value, data_type):
    _patch_pd_types(data_type)

    if data_type in _odps_primitive_to_builtin_types:
        res = _validate_primitive_value(value, data_type)
    elif isinstance(data_type, CompositeMixin):
        res = data_type.validate_composite_values(value)
    else:
        raise ValueError('Unknown data type: %s' % data_type)

    data_type.validate_value(res)
    return res




          

      

      

    

  

    
      
          
            
  Source code for odps.df.core

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from ..models import Table
from ..models.partition import Partition
from ..compat import six, izip
from ..types import CompositeMixin
from .expr.utils import get_attrs
from .expr.expressions import CollectionExpr
from .types import validate_data_type
from .backends.odpssql.types import odps_schema_to_df_schema
from .backends.pd.types import pd_to_df_schema, df_type_to_np_type, cast_composite_sequence
from .backends.sqlalchemy.types import sqlalchemy_to_df_schema

try:
    import pandas as pd
    has_pandas = True
except ImportError:
    has_pandas = False

try:
    import sqlalchemy
    has_sqlalchemy = True
except ImportError:
    has_sqlalchemy = False


[docs]class DataFrame(CollectionExpr):
    """
    Main entrance of PyODPS DataFrame.

    Users can initial a DataFrame by :class:`odps.models.Table`.

    :param data: ODPS table or pandas DataFrame
    :type data: :class:`odps.models.Table` or pandas DataFrame

    :Example:

    >>> df = DataFrame(o.get_table('my_example_table'))
    >>> df.dtypes
    odps.Schema {
      movie_id                            int64
      title                               string
      release_date                        string
      video_release_date                  string
      imdb_url                            string
      user_id                             int64
      rating                              int64
      unix_timestamp                      int64
      age                                 int64
      sex                                 string
      occupation                          string
      zip_code                            string
    }
    >>> df.count()
    100000
    >>>
    >>> # Do the `groupby`, aggregate the `movie_id` by count, then sort the count in a reversed order
    >>> # Finally we get the top 25 results
    >>> df.groupby('title').agg(count=df.movie_id.count()).sort('count', ascending=False)[:25]
    >>>
    >>> # We can use the `value_counts` to reach the same goal
    >>> df.movie_id.value_counts()[:25]
    """

    __slots__ = ()

    def __init__(self, *args, **kwargs):
        if len(args) == 1:
            data = args[0]
        else:
            data = kwargs.pop('_source_data', None)
            if data is None:
                raise ValueError('ODPS Table or pandas DataFrame should be provided.')

        if isinstance(data, Table):
            if '_schema' not in kwargs:
                kwargs['_schema'] = odps_schema_to_df_schema(data.schema)
            super(DataFrame, self).__init__(_source_data=data, **kwargs)
        elif isinstance(data, Partition):
            if '_schema' not in kwargs:
                kwargs['_schema'] = odps_schema_to_df_schema(data.parent.parent.schema)
            super(DataFrame, self).__init__(_source_data=data.parent.parent, **kwargs)
            self._proxy = self.copy().filter_parts(data)
        elif has_pandas and isinstance(data, pd.DataFrame):
            if 'schema' in kwargs and kwargs['schema']:
                schema = kwargs.pop('schema')
            elif '_schema' in kwargs:
                schema = kwargs.pop('_schema')
            else:
                unknown_as_string = kwargs.pop('unknown_as_string', False)
                as_type = kwargs.pop('as_type', None)
                if as_type:
                    data = data.copy()
                    data.is_copy = False
                    as_type = dict((k, validate_data_type(v)) for k, v in six.iteritems(as_type))

                    if not isinstance(as_type, dict):
                        raise TypeError('as_type must be dict')
                    for col_name, df_type in six.iteritems(as_type):
                        if col_name not in data:
                            raise ValueError('col(%s) does not exist in pd.DataFrame' % col_name)
                        try:
                            if isinstance(df_type, CompositeMixin):
                                data[col_name] = cast_composite_sequence(data[col_name], df_type)
                            else:
                                pd_type = df_type_to_np_type(df_type)
                                data[col_name] = data[col_name][data[col_name].notnull()].astype(pd_type)
                        except TypeError:
                            raise TypeError('Cannot cast col(%s) to data type: %s' % (col_name, df_type))
                schema = pd_to_df_schema(data, as_type=as_type,
                                         unknown_as_string=unknown_as_string)
            super(DataFrame, self).__init__(_source_data=data, _schema=schema, **kwargs)
        elif has_sqlalchemy and isinstance(data, sqlalchemy.Table):
            if '_schema' not in kwargs:
                kwargs['_schema'] = sqlalchemy_to_df_schema(data.c)
            super(DataFrame, self).__init__(_source_data=data, **kwargs)
        else:
            raise ValueError('Unknown type: %s' % data)

    def __setstate__(self, state):
        kv = dict(state)
        source_data = kv.pop('_source_data')
        kv.pop('_schema', None)
        self.__init__(source_data, **kv)

[docs]    def view(self):
        kv = dict((attr, getattr(self, attr)) for attr in get_attrs(self))
        data = kv.pop('_source_data')
        kv.pop('_schema', None)
        return type(self)(data, **kv)


[docs]    @staticmethod
    def batch_persist(dfs, tables, *args, **kwargs):
        """
        Persist multiple DataFrames into ODPS.

        :param dfs: DataFrames to persist.
        :param tables: Table names to persist to. Use (table, partition) tuple to store to a table partition.
        :param args: args for Expr.persist
        :param kwargs: kwargs for Expr.persist

        :Examples:
        >>> DataFrame.batch_persist([df1, df2], ['table_name1', ('table_name2', 'partition_name2')], lifecycle=1)
        """
        from .delay import Delay

        if 'async' in kwargs:
            kwargs['async_'] = kwargs['async']
        execute_keys = ('ui', 'async_', 'n_parallel', 'timeout', 'close_and_notify')
        execute_kw = dict((k, v) for k, v in six.iteritems(kwargs) if k in execute_keys)
        persist_kw = dict((k, v) for k, v in six.iteritems(kwargs) if k not in execute_keys)

        delay = Delay()
        persist_kw['delay'] = delay

        for df, table in izip(dfs, tables):
            if isinstance(table, tuple):
                table, partition = table
            else:
                partition = None
            df.persist(table, partition=partition, *args, **persist_kw)

        return delay.execute(**execute_kw)


    @property
    def data(self):
        return self._source_data





          

      

      

    

  

    
      
          
            
  Source code for odps.df.expr.collections

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from __future__ import absolute_import

import json
import re
import time
import uuid
from collections import namedtuple

from .expressions import *
from .dynamic import DynamicCollectionExpr
from .arithmetic import Negate
from . import utils
from ..types import validate_data_type, string, DynamicSchema
from ..utils import FunctionWrapper, output
from ...models import Schema
from ...compat import OrderedDict, six, lkeys, lvalues, reduce
from ...utils import str_to_kv


class SortedColumn(SequenceExpr):
    """
    Notice: we do not inherit from the Column
    """

    __slots__ = '_ascending',
    _args = '_input',

    @property
    def input(self):
        return self._input

    def accept(self, visitor):
        return visitor.visit_sort_column(self)


class SortedExpr(Expr):
    def _init(self, *args, **kwargs):
        super(SortedExpr, self)._init(*args, **kwargs)

        if isinstance(self._ascending, bool):
            self._ascending = tuple([self._ascending] * len(self._sorted_fields))
        if len(self._sorted_fields) != len(self._ascending):
            raise ValueError('Length of ascending must be 1 or as many as the length of fields')

        sorted_fields = list()
        for i, field in enumerate(self._sorted_fields):
            if isinstance(field, Negate) and isinstance(field._input, SequenceExpr):
                field = field._input
                ascending = list(self._ascending)
                ascending[i] = False
                self._ascending = tuple(ascending)

                attr_values = dict((attr, getattr(field, attr, None)) for attr in utils.get_attrs(field))
                attr_values['_ascending'] = False
                sorted_fields.append(SortedColumn(**attr_values))
            elif isinstance(field, SortedColumn):
                sorted_fields.append(field)
            elif isinstance(field, SequenceExpr):
                column = SortedColumn(_input=field, _name=field.name, _source_name=field.source_name,
                                      _data_type=field._data_type,
                                      _source_data_type=field._source_data_type,
                                      _ascending=self._ascending[i])
                sorted_fields.append(column)
            elif isinstance(field, Scalar):
                column = SortedColumn(_input=field, _name=field.name, _source_name=field.source_name,
                                      _data_type=field._value_type,
                                      _source_data_type=field._source_value_type,
                                      _ascending=self._ascending[i])
                sorted_fields.append(column)
            else:
                from .groupby import SequenceGroupBy

                if isinstance(field, SequenceGroupBy):
                    field = field.name

                assert isinstance(field, six.string_types)
                sorted_fields.append(
                    SortedColumn(self._input[field], _name=field,
                                 _data_type=self._input._schema[field].type, _ascending=self._ascending[i]))
        self._sorted_fields = sorted_fields


class SortedCollectionExpr(SortedExpr, CollectionExpr):
    __slots__ = '_ascending',
    _args = '_input', '_sorted_fields'
    node_name = 'SortBy'

    def iter_args(self):
        for it in zip(['collection', 'keys'], self.args):
            yield it

    @property
    def input(self):
        return self._input

    def rebuild(self):
        rebuilt = super(SortedCollectionExpr, self).rebuild()
        rebuilt._schema = self.input.schema
        return rebuilt

    def accept(self, visitor):
        visitor.visit_sort(self)


def sort_values(expr, by, ascending=True):
    """
    Sort the collection by values. `sort` is an alias name for `sort_values`

    :param expr: collection
    :param by: the sequence or sequences to sort
    :param ascending: Sort ascending vs. descending. Sepecify list for multiple sort orders.
                      If this is a list of bools, must match the length of the by
    :return: Sorted collection

    :Example:

    >>> df.sort_values(['name', 'id'])  # 1
    >>> df.sort(['name', 'id'], ascending=False)  # 2
    >>> df.sort(['name', 'id'], ascending=[False, True])  # 3
    >>> df.sort([-df.name, df.id])  # 4, equal to #3
    """
    if not isinstance(by, list):
        by = [by, ]
    by = [it(expr) if inspect.isfunction(it) else it for it in by]
    return SortedCollectionExpr(expr, _sorted_fields=by, _ascending=ascending,
                                _schema=expr._schema)


class DistinctCollectionExpr(CollectionExpr):
    __slots__ = '_all',
    _args = '_input', '_unique_fields'
    node_name = 'Distinct'

    def _init(self, *args, **kwargs):
        super(DistinctCollectionExpr, self)._init(*args, **kwargs)

        if self._unique_fields:
            self._unique_fields = list(self._input._get_field(field)
                                       for field in self._unique_fields)

            if not hasattr(self, '_schema'):
                names = [field.name for field in self._unique_fields]
                types = [field._data_type for field in self._unique_fields]
                self._schema = Schema.from_lists(names, types)
        else:
            self._unique_fields = list(self._input._get_field(field)
                                       for field in self._input._schema.names)
            self._schema = self._input._schema

    def iter_args(self):
        for it in zip(['collection', 'distinct'], self.args):
            yield it

    @property
    def input(self):
        return self._input

    def rebuild(self):
        return self._input.distinct(self._unique_fields if not self._all else [])

    def accept(self, visitor):
        return visitor.visit_distinct(self)


def distinct(expr, on=None, *ons):
    """
    Get collection with duplicate rows removed, optionally only considering certain columns

    :param expr: collection
    :param on: sequence or sequences
    :return: dinstinct collection

    :Example:

    >>> df.distinct(['name', 'id'])
    >>> df['name', 'id'].distinct()
    """

    on = on or list()
    if not isinstance(on, list):
        on = [on, ]
    on = on + list(ons)

    on = [it(expr) if inspect.isfunction(it) else it for it in on]

    return DistinctCollectionExpr(expr, _unique_fields=on, _all=(len(on) == 0))


def unique(expr):
    if isinstance(expr, SequenceExpr):
        collection = next(it for it in expr.traverse(top_down=True, unique=True)
                          if isinstance(it, CollectionExpr))
        return collection.distinct(expr)[expr.name]


class SampledCollectionExpr(CollectionExpr):
    _args = '_input', '_n', '_frac', '_parts', '_i', '_sampled_fields', '_replace', \
            '_weights', '_strata', '_random_state'
    node_name = 'Sample'

    def _init(self, *args, **kwargs):
        for attr in self._args[1:]:
            self._init_attr(attr, None)
        super(SampledCollectionExpr, self)._init(*args, **kwargs)

        if not isinstance(self._n, dict):
            self._n = self._scalar(self._n)
        else:
            self._n = self._scalar(json.dumps(self._n))
        if not isinstance(self._frac, dict):
            self._frac = self._scalar(self._frac)
        else:
            self._frac = self._scalar(json.dumps(self._frac))
        self._parts = self._scalar(self._parts)
        self._i = self._scalar(self._i)
        self._replace = self._scalar(self._replace)
        self._weights = self._scalar(self._weights)
        self._strata = self._scalar(self._strata)
        self._random_state = self._scalar(self._random_state)

    def _scalar(self, val):
        if val is None:
            return
        if isinstance(val, Scalar):
            return val
        if isinstance(val, tuple):
            return tuple(self._scalar(it) for it in val)
        else:
            return Scalar(_value=val)

    @property
    def input(self):
        return self._input

    def rebuild(self):
        rebuilt = super(SampledCollectionExpr, self).rebuild()
        rebuilt._schema = self.input.schema
        return rebuilt

    def accept(self, visitor):
        return visitor.visit_sample(self)


def __df_sample(expr, parts=None, columns=None, i=None, n=None, frac=None, replace=False,
                 weights=None, strata=None, random_state=None):
    if columns:
        columns = expr.select(columns)._fields

    return SampledCollectionExpr(_input=expr, _parts=parts, _i=i, _sampled_fields=columns, _n=n,
                                 _frac=frac, _weights=weights, _strata=strata, _random_state=random_state,
                                 _replace=replace, _schema=expr.schema)


def sample(expr, parts=None, columns=None, i=None, n=None, frac=None, replace=False,
           weights=None, strata=None, random_state=None):
    """
    Sample collection.

    :param expr: collection
    :param parts: how many parts to hash
    :param columns: the columns to sample
    :param i: the part to sample out, can be a list of parts, must be from 0 to parts-1
    :param n: how many rows to sample. If `strata` is specified, `n` should be a dict with values in the strata column as dictionary keys and corresponding sample size as values
    :param frac: how many fraction to sample. If `strata` is specified, `n` should be a dict with values in the strata column as dictionary keys and corresponding sample weight as values
    :param replace: whether to perform replace sampling
    :param weights: the column name of weights
    :param strata: the name of strata column
    :param random_state: the random seed when performing sampling
    :return: collection

    Note that n, frac, replace, weights, strata and random_state can only be used under Pandas DataFrames or
    XFlow.

    :Example:

    Sampling with parts:

    >>> df.sample(parts=1)
    >>> df.sample(parts=5, i=0)
    >>> df.sample(parts=10, columns=['name'])

    Sampling with fraction or weights, replacement option can be specified:

    >>> df.sample(n=100)
    >>> df.sample(frac=100)
    >>> df.sample(frac=100, replace=True)

    Sampling with weight column:

    >>> df.sample(n=100, weights='weight_col')
    >>> df.sample(n=100, weights='weight_col', replace=True)

    Stratified sampling. Note that currently we do not support stratified sampling with replacement.

    >>> df.sample(strata='category', frac={'Iris Setosa': 0.5, 'Iris Versicolour': 0.4})
    """
    if isinstance(expr, CollectionExpr):
        if n is None and frac is None and parts is None:
            raise ExpressionError('Either n or frac or parts should be provided')
        if i is not None and parts is None:
            raise ExpressionError('`parts` arg is required when `i` arg is specified')
        if len([arg for arg in (n, frac, parts) if arg is not None]) > 1:
            raise ExpressionError('You cannot specify `n` or `frac` or `parts` at the same time')
        if strata is None and n is not None and frac is not None:
            # strata can specify different types of strategies on different columns
            raise ExpressionError('You cannot specify `n` and `frac` at the same time.')
        if weights is not None and strata is not None:
            raise ExpressionError('You cannot specify `weights` and `strata` at the same time.')
        if strata is not None:
            if frac is not None and not isinstance(frac, (six.string_types, dict)):
                raise ExpressionError('`frac` should be a k-v string or a dictionary object.')
            if isinstance(frac, six.string_types):
                frac = str_to_kv(frac, float)

            if n is not None and not isinstance(n, (six.string_types, dict)):
                raise ExpressionError('`n` should be a k-v string or a dictionary object.')
            if isinstance(n, six.string_types):
                n = str_to_kv(n, int)

            for val in six.itervalues(frac or dict()):
                if val < 0 or val > 1:
                    raise ExpressionError('Values in `frac` must be between 0 and 1')
            if n is not None and frac is not None:
                collides = set(six.iterkeys(n)).intersection(set(six.iterkeys(frac)))
                if collides:
                    raise ExpressionError('Values in `frac` and `n` collides with each other.')
        else:
            if frac is not None and (not isinstance(frac, (six.integer_types, float)) or frac < 0 or frac > 1):
                raise ExpressionError('`frac` must be between 0 and 1')

        if parts is not None:
            if i is None:
                i = (0, )
            elif isinstance(i, list):
                i = tuple(i)
            elif not isinstance(i, tuple):
                i = (i, )

            for it in i:
                if it >= parts or it < 0:
                    raise ExpressionError('`i` should be positive numbers that less than `parts`')
        elif hasattr(expr, '_xflow_sample'):
            return expr._xflow_sample(n=n, frac=frac, replace=replace, weights=weights, strata=strata,
                                      random_state=random_state)

        return expr.__sample(parts=parts, columns=columns, i=i, n=n, frac=frac, replace=replace,
                             weights=weights, strata=strata, random_state=random_state)


class RowAppliedCollectionExpr(CollectionExpr):
    __slots__ = '_func', '_func_args', '_func_kwargs', '_close_func', \
                '_resources', '_raw_inputs', '_lateral_view', '_keep_nulls'
    _args = '_input', '_fields', '_collection_resources'
    node_name = 'Apply'

    def _init(self, *args, **kwargs):
        self._init_attr('_raw_inputs', None)
        self._init_attr('_lateral_view', False)
        super(RowAppliedCollectionExpr, self)._init(*args, **kwargs)

    @property
    def input(self):
        return self._input

    @property
    def fields(self):
        return self._fields

    @property
    def input_types(self):
        return [f.dtype for f in self._fields]

    @property
    def raw_input_types(self):
        if self._raw_inputs:
            return [f.dtype for f in self._raw_inputs]
        return self.input_types

    @property
    def func(self):
        return self._func

    @func.setter
    def func(self, f):
        self._func = f

    def accept(self, visitor):
        return visitor.visit_apply_collection(self)


def _apply_horizontal(expr, func, names=None, types=None, resources=None,
                      collection_resources=None, keep_nulls=False,
                      args=(), **kwargs):
    if isinstance(func, FunctionWrapper):
        names = names or func.output_names
        types = types or func.output_types
        func = func._func

    if names is not None:
        if isinstance(names, list):
            names = tuple(names)
        elif isinstance(names, six.string_types):
            names = (names,)

    if names is None:
        raise ValueError('Apply on rows should provide column names')
    tps = (string,) * len(names) if types is None else tuple(validate_data_type(t) for t in types)
    schema = Schema.from_lists(names, tps)

    collection_resources = collection_resources or \
                           utils.get_collection_resources(resources)
    return RowAppliedCollectionExpr(_input=expr, _func=func, _func_args=args,
                                    _func_kwargs=kwargs, _schema=schema,
                                    _fields=[expr[n] for n in expr.schema.names],
                                    _keep_nulls=keep_nulls, _resources=resources,
                                    _collection_resources=collection_resources)


def apply(expr, func, axis=0, names=None, types=None, reduce=False,
          resources=None, keep_nulls=False, args=(), **kwargs):
    """
    Apply a function to a row when axis=1 or column when axis=0.

    :param expr:
    :param func: function to apply
    :param axis: row when axis=1 else column
    :param names: output names
    :param types: output types
    :param reduce: if True will return a sequence else return a collection
    :param resources: resources to read
    :param keep_nulls: if True, keep rows producing empty results, only work in lateral views
    :param args: args for function
    :param kwargs: kwargs for function
    :return:

    :Example:

    Apply a function to a row:

    >>> from odps.df import output
    >>>
    >>> @output(['iris_add', 'iris_sub'], ['float', 'float'])
    >>> def handle(row):
    >>>     yield row.sepallength - row.sepalwidth, row.sepallength + row.sepalwidth
    >>>     yield row.petallength - row.petalwidth, row.petallength + row.petalwidth
    >>>
    >>> iris.apply(handle, axis=1).count()


    Apply a function to a column:

    >>> class Agg(object):
    >>>
    >>>     def buffer(self):
    >>>         return [0.0, 0]
    >>>
    >>>     def __call__(self, buffer, val):
    >>>         buffer[0] += val
    >>>         buffer[1] += 1
    >>>
    >>>     def merge(self, buffer, pbuffer):
    >>>         buffer[0] += pbuffer[0]
    >>>         buffer[1] += pbuffer[1]
    >>>
    >>>     def getvalue(self, buffer):
    >>>         if buffer[1] == 0:
    >>>             return 0.0
    >>>         return buffer[0] / buffer[1]
    >>>
    >>> iris.exclude('name').apply(Agg)
    """

    if not isinstance(expr, CollectionExpr):
        return

    if isinstance(func, FunctionWrapper):
        names = names or func.output_names
        types = types or func.output_types
        func = func._func

    if axis == 0:
        types = types or expr.schema.types
        types = [validate_data_type(t) for t in types]

        fields = [expr[n].agg(func, rtype=t, resources=resources)
                  for n, t in zip(expr.schema.names, types)]
        if names:
            fields = [f.rename(n) for f, n in zip(fields, names)]
        else:
            names = [f.name for f in fields]
        return Summary(_input=expr, _fields=fields, _schema=Schema.from_lists(names, types))
    else:
        collection_resources = utils.get_collection_resources(resources)

        if types is not None:
            if isinstance(types, list):
                types = tuple(types)
            elif isinstance(types, six.string_types):
                types = (types,)

            types = tuple(validate_data_type(t) for t in types)
        if reduce:
            from .element import MappedExpr
            from ..backends.context import context

            if names is not None and len(names) > 1:
                raise ValueError('When reduce, at most one name can be specified')
            name = names[0] if names is not None else None
            if not types and kwargs.get('rtype', None) is not None:
                types = [kwargs.pop('rtype')]
            tp = types[0] if types is not None else (utils.get_annotation_rtype(func) or string)
            if not context.is_cached(expr) and (hasattr(expr, '_fields') and expr._fields is not None):
                inputs = [e.copy_tree(stop_cond=lambda x: any(i is expr.input for i in x.children()))
                          for e in expr._fields]
            else:
                inputs = [expr[n] for n in expr.schema.names]
            return MappedExpr(_func=func, _func_args=args, _func_kwargs=kwargs,
                              _name=name, _data_type=tp,
                              _inputs=inputs, _multiple=True,
                              _resources=resources, _collection_resources=collection_resources)
        else:
            return _apply_horizontal(expr, func, names=names, types=types, resources=resources,
                                     collection_resources=collection_resources, keep_nulls=keep_nulls,
                                     args=args, **kwargs)


class ReshuffledCollectionExpr(CollectionExpr):
    _args = '_input', '_by', '_sort_fields'
    node_name = 'Reshuffle'

    def _init(self, *args, **kwargs):
        from .groupby import BaseGroupBy, SortedGroupBy

        self._init_attr('_sort_fields', None)

        super(ReshuffledCollectionExpr, self)._init(*args, **kwargs)

        if isinstance(self._input, BaseGroupBy):
            if isinstance(self._input, SortedGroupBy):
                self._sort_fields = self._input._sorted_fields
            self._by = self._input._by
            self._input = self._input._input

    @property
    def fields(self):
        return self._by + (self._sort_fields or list())

    @property
    def input(self):
        return self._input

    def iter_args(self):
        arg_names = ['collection', 'bys', 'sort']
        for it in zip(arg_names, self.args):
            yield it

    def accept(self, visitor):
        return visitor.visit_reshuffle(self)


def reshuffle(expr, by=None, sort=None, ascending=True):
    """
    Reshuffle data.

    :param expr:
    :param by: the sequence or scalar to shuffle by. RandomScalar as default
    :param sort: the sequence or scalar to sort.
    :param ascending: True if ascending else False
    :return: collection
    """

    by = by or RandomScalar()

    grouped = expr.groupby(by)
    if sort:
        grouped = grouped.sort_values(sort, ascending=ascending)

    return ReshuffledCollectionExpr(_input=grouped, _schema=expr._schema)


def map_reduce(expr, mapper=None, reducer=None, group=None, sort=None, ascending=True,
               combiner=None, combiner_buffer_size=1024,
               mapper_output_names=None, mapper_output_types=None, mapper_resources=None,
               reducer_output_names=None, reducer_output_types=None, reducer_resources=None):
    """
    MapReduce API, mapper or reducer should be provided.

    :param expr:
    :param mapper: mapper function or class
    :param reducer: reducer function or class
    :param group: the keys to group after mapper
    :param sort: the keys to sort after mapper
    :param ascending: True if ascending else False
    :param combiner: combiner function or class, combiner's output should be equal to mapper
    :param combiner_buffer_size: combiner's buffer size, 1024 as default
    :param mapper_output_names: mapper's output names
    :param mapper_output_types: mapper's output types
    :param mapper_resources: the resources for mapper
    :param reducer_output_names: reducer's output names
    :param reducer_output_types: reducer's output types
    :param reducer_resources: the resources for reducer
    :return:

    :Example:

    >>> from odps.df import output
    >>>
    >>> @output(['word', 'cnt'], ['string', 'int'])
    >>> def mapper(row):
    >>>     for word in row[0].split():
    >>>         yield word.lower(), 1
    >>>
    >>> @output(['word', 'cnt'], ['string', 'int'])
    >>> def reducer(keys):
    >>>     cnt = [0]
    >>>     def h(row, done):  # done illustrates that all the rows of the keys are processed
    >>>         cnt[0] += row.cnt
    >>>         if done:
    >>>             yield keys.word, cnt[0]
    >>>     return h
    >>>
    >>> words_df.map_reduce(mapper, reducer, group='word')
    """

    def _adjust_partial(fun):
        if isinstance(fun, functools.partial) and isinstance(fun.func, FunctionWrapper):
            wrapped_fun = fun.func
            partial_fun = functools.partial(wrapped_fun._func, *fun.args, **fun.keywords)
            ret_fun = FunctionWrapper(partial_fun)
            ret_fun.output_names = wrapped_fun.output_names
            ret_fun.output_types = wrapped_fun.output_types
            return ret_fun
        else:
            return fun

    def conv(l):
        if l is None:
            return
        if isinstance(l, tuple):
            l = list(l)
        elif not isinstance(l, list):
            l = [l, ]

        return l

    def gen_name():
        return 'pyodps_field_%s' % str(uuid.uuid4()).replace('-', '_')

    def _gen_actual_reducer(reducer, group):
        class ActualReducer(object):
            def __init__(self, resources=None):
                self._func = reducer
                self._curr = None
                self._prev_rows = None
                self._key_named_tuple = namedtuple('NamedKeys', group)

                self._resources = resources
                self._f = None

            def _is_generator_function(self, f):
                if inspect.isgeneratorfunction(f):
                    return True
                elif hasattr(f, '__call__') and inspect.isgeneratorfunction(f.__call__):
                    return True
                return False

            def __call__(self, row):
                key = tuple(getattr(row, n) for n in group)
                k = self._key_named_tuple(*key)

                if self._prev_rows is not None:
                    key_consumed = self._curr != key
                    if self._is_generator_function(self._f):
                        for it in self._f(self._prev_rows, key_consumed):
                            yield it
                    else:
                        res = self._f(self._prev_rows, key_consumed)
                        if res:
                            yield res

                self._prev_rows = row

                if self._curr is None or self._curr != key:
                    self._curr = key
                    if self._resources and self._f is None:
                        self._func = self._func(self._resources)
                    self._f = self._func(k)

            def close(self):
                if self._prev_rows and self._curr:
                    if self._is_generator_function(self._f):
                        for it in self._f(self._prev_rows, True):
                            yield it
                    else:
                        res = self._f(self._prev_rows, True)
                        if res:
                            yield res
                self._prev_rows = None

        return ActualReducer

    def _gen_combined_mapper(mapper, combiner, names, group, sort, ascending,
                             buffer_size, mapper_resources=None):
        mapper = mapper if not isinstance(mapper, FunctionWrapper) else mapper._func
        sort_indexes = [names.index(s) for s in sort]
        if isinstance(ascending, bool):
            ascending = [ascending] * len(sort)

        class CombinedMapper(object):
            def __init__(self, resources=None):
                if mapper_resources:
                    self.f = mapper(resources)
                elif inspect.isclass(mapper):
                    self.f = mapper()
                else:
                    self.f = mapper
                self.buffer = list()
                if inspect.isfunction(self.f):
                    self.is_generator = inspect.isgeneratorfunction(self.f)
                else:
                    self.is_generator = inspect.isgeneratorfunction(self.f.__call__)

            def _cmp_to_key(self, cmp):
                """Convert a cmp= function into a key= function"""

                class K(object):
                    def __init__(self, obj):
                        self.obj = obj

                    def __lt__(self, other):
                        return cmp(self.obj, other.obj) < 0

                    def __gt__(self, other):
                        return cmp(self.obj, other.obj) > 0

                    def __eq__(self, other):
                        return cmp(self.obj, other.obj) == 0

                    def __le__(self, other):
                        return cmp(self.obj, other.obj) <= 0

                    def __ge__(self, other):
                        return cmp(self.obj, other.obj) >= 0

                    def __ne__(self, other):
                        return cmp(self.obj, other.obj) != 0

                return K

            def _combine(self):
                def cmp(x, y):
                    for asc, sort_idx in zip(ascending, sort_indexes):
                        indict = 1 if asc else -1
                        if x[sort_idx] > y[sort_idx]:
                            return indict * 1
                        elif x[sort_idx] < y[sort_idx]:
                            return indict * -1
                        else:
                            continue

                    return 0

                self.buffer.sort(key=self._cmp_to_key(cmp))

                ActualCombiner = _gen_actual_reducer(combiner, group)
                ac = ActualCombiner()
                named_row = namedtuple('NamedRow', names)
                for r in self.buffer:
                    row = named_row(*r)
                    for l in ac(row):
                        yield l
                for l in ac.close():
                    yield l

                self.buffer = []

            def _handle_output_line(self, line):
                if len(self.buffer) >= buffer_size:
                    for l in self._combine():
                        yield l

                self.buffer.append(line)

            def __call__(self, row):
                if self.is_generator:
                    for it in self.f(row):
                        for l in self._handle_output_line(it):
                            yield l
                else:
                    for l in self._handle_output_line(self.f(row)):
                        yield l

            def close(self):
                if len(self.buffer) > 0:
                    for l in self._combine():
                        yield l

        return CombinedMapper

    mapper = _adjust_partial(mapper)
    reducer = _adjust_partial(reducer)
    combiner = _adjust_partial(combiner)

    if isinstance(mapper, FunctionWrapper):
        mapper_output_names = mapper_output_names or mapper.output_names
        mapper_output_types = mapper_output_types or mapper.output_types

    mapper_output_names = conv(mapper_output_names)
    mapper_output_types = conv(mapper_output_types)

    if mapper_output_types is not None and mapper_output_names is None:
        mapper_output_names = [gen_name() for _ in range(len(mapper_output_types))]

    if mapper is None and mapper_output_names is None:
        mapper_output_names = expr.schema.names

    group = conv(group) or mapper_output_names
    sort = sort or tuple()
    sort = list(OrderedDict.fromkeys(group + conv(sort)))
    if len(sort) > len(group):
        ascending = [ascending, ] * (len(sort) - len(group)) \
            if isinstance(ascending, bool) else list(ascending)
        if len(ascending) != len(sort):
            ascending = [True] * len(group) + ascending

    if not set(group + sort).issubset(mapper_output_names):
        raise ValueError('group and sort have to be the column names of mapper')

    if mapper is None:
        if mapper_output_names and mapper_output_names != expr.schema.names:
            raise ExpressionError(
                'Null mapper cannot have mapper output names: %s' % mapper_output_names)
        if mapper_output_types and mapper_output_types != expr.schema.types:
            raise ExpressionError(
                'Null mapper cannot have mapper output types: %s' % mapper_output_types)
        mapped = expr
        if combiner is not None:
            raise ValueError('Combiner is not null when mapper is null')
    else:
        if combiner is not None:
            if isinstance(combiner, FunctionWrapper):
                if combiner.output_names and \
                        combiner.output_names != mapper_output_names:
                    raise ExpressionError(
                        'Combiner must have the same output names with mapper')
                if combiner.output_types and \
                        combiner.output_types != mapper_output_types:
                    raise ExpressionError(
                        'Combiner must have the same output types with mapper')
                combiner = combiner._func
            mapper = _gen_combined_mapper(mapper, combiner, mapper_output_names,
                                          group, sort, ascending, combiner_buffer_size,
                                          mapper_resources=mapper_resources)
        mapped = expr.apply(mapper, axis=1, names=mapper_output_names,
                            types=mapper_output_types, resources=mapper_resources)

    clustered = mapped.groupby(group).sort(sort, ascending=ascending)

    if isinstance(reducer, FunctionWrapper):
        reducer_output_names = reducer_output_names or reducer.output_names
        reducer_output_types = reducer_output_types or reducer.output_types
        reducer = reducer._func

    if reducer is None:
        if reducer_output_names and reducer_output_names != mapped.schema.names:
            raise ExpressionError(
                'Null reducer cannot have reducer output names %s' % reducer_output_names)
        if reducer_output_types and reducer_output_types != mapped.schema.types:
            raise ExpressionError(
                'Null reducer cannot have reducer output types %s' % reducer_output_types)
        return mapped

    ActualReducer = _gen_actual_reducer(reducer, group)
    return clustered.apply(ActualReducer, resources=reducer_resources,
                           names=reducer_output_names, types=reducer_output_types)


class PivotCollectionExpr(DynamicCollectionExpr):
    _args = '_input', '_group', '_columns', '_values'
    node_name = 'Pivot'

    def _init(self, *args, **kwargs):
        self._init_attr('_group', None)
        self._init_attr('_columns', None)
        self._init_attr('_values', None)

        super(PivotCollectionExpr, self)._init(*args, **kwargs)

        if not hasattr(self, '_schema'):
            self._schema = DynamicSchema.from_lists(
                [f.name for f in self._group], [f.dtype for f in self._group]
            )

    def iter_args(self):
        for it in zip(['collection', 'group', 'columns', 'values'], self.args):
            yield it

    @property
    def input(self):
        return self._input

    def accept(self, visitor):
        return visitor.visit_pivot(self)


def pivot(expr, rows, columns, values=None):
    """
    Produce ‘pivot’ table based on 3 columns of this DataFrame.
    Uses unique values from rows / columns and fills with values.

    :param expr: collection
    :param rows: use to make new collection's grouped rows
    :param columns: use to make new collection's columns
    :param values: values to use for populating new collection's values
    :return: collection

    :Example:

    >>> df.pivot(rows='id', columns='category')
    >>> df.pivot(rows='id', columns='category', values='sale')
    >>> df.pivot(rows=['id', 'id2'], columns='category', values='sale')
    """

    rows = [expr._get_field(r) for r in utils.to_list(rows)]
    columns = [expr._get_field(c) for c in utils.to_list(columns)]
    if values:
        values = utils.to_list(values)
    else:
        names = set(c.name for c in rows + columns)
        values = [n for n in expr.schema.names if n not in names]
        if not values:
            raise ValueError('No values found for pivot')
    values = [expr._get_field(v) for v in values]

    if len(columns) > 1:
        raise ValueError('More than one `columns` are not supported yet')

    return PivotCollectionExpr(_input=expr, _group=rows,
                               _columns=columns, _values=values)


def melt(expr, id_vars=None, value_vars=None, var_name='variable', value_name='value', ignore_nan=False):
    """
    “Unpivots” a DataFrame from wide format to long format, optionally leaving identifier variables set.

    This function is useful to massage a DataFrame into a format where one or more columns are identifier
    variables (id_vars), while all other columns, considered measured variables (value_vars), are “unpivoted”
    to the row axis, leaving just two non-identifier columns, ‘variable’ and ‘value’.

    :param expr: collection
    :param id_vars: column(s) to use as identifier variables.
    :param value_vars: column(s) to unpivot. If not specified, uses all columns that are not set as id_vars.
    :param var_name: name to use for the ‘variable’ column. If None it uses frame.columns.name or ‘variable’.
    :param value_name: name to use for the ‘value’ column.
    :param ignore_nan: whether to ignore NaN values in data.
    :return: collection

    :Example:

    >>> df.melt(id_vars='id', value_vars=['col1', 'col2'])
    >>> df.melt(id_vars=['id', 'id2'], value_vars=['col1', 'col2'], var_name='variable')
    """
    id_vars = id_vars or []
    id_vars = [expr._get_field(r) for r in utils.to_list(id_vars)]
    if not value_vars:
        id_names = set([c.name for c in id_vars])
        value_vars = [expr._get_field(c) for c in expr.schema.names if c not in id_names]
    else:
        value_vars = [expr._get_field(c) for c in value_vars]

    col_type = utils.highest_precedence_data_type(*[c.dtype for c in value_vars])

    col_names = [c.name for c in value_vars]
    id_names = [r.name for r in id_vars]

    names = id_names + [var_name, value_name]
    dtypes = [r.dtype for r in id_vars] + [types.string, col_type]

    @output(names, dtypes)
    def mapper(row):
        for cn in col_names:
            col_value = getattr(row, cn)
            if ignore_nan and col_value is None:
                continue
            vals = [getattr(row, rn) for rn in id_names]
            yield tuple(vals + [cn, col_value])

    return expr.map_reduce(mapper)


class PivotTableCollectionExpr(CollectionExpr):
    __slots__ = '_agg_func', '_agg_func_names'
    _args = '_input', '_group', '_columns', '_values', '_fill_value'
    node_name = 'PivotTable'

    def _init(self, *args, **kwargs):
        for arg in self._args:
            self._init_attr(arg, None)

        super(PivotTableCollectionExpr, self)._init(*args, **kwargs)

        for attr in ('_fill_value', ):
            val = getattr(self, attr, None)
            if val is not None and not isinstance(val, Scalar):
                setattr(self, attr, Scalar(_value=val))

    @property
    def input(self):
        return self._input

    @property
    def fill_value(self):
        if self._fill_value:
            return self._fill_value.value

    @property
    def margins(self):
        return self._margins.value

    @property
    def margins_name(self):
        return self._margins_name.value

    def accept(self, visitor):
        return visitor.visit_pivot(self)


def pivot_table(expr, values=None, rows=None, columns=None, aggfunc='mean',
                fill_value=None):
    """
    Create a spreadsheet-style pivot table as a DataFrame.

    :param expr: collection
    :param values (optional): column to aggregate
    :param rows: rows to group
    :param columns: keys to group by on the pivot table column
    :param aggfunc: aggregate function or functions
    :param fill_value (optional): value to replace missing value with, default None
    :return: collection

    :Example:
    >>> df
        A    B      C   D
    0  foo  one  small  1
    1  foo  one  large  2
    2  foo  one  large  2
    3  foo  two  small  3
    4  foo  two  small  3
    5  bar  one  large  4
    6  bar  one  small  5
    7  bar  two  small  6
    8  bar  two  large  7
    >>> table = df.pivot_table(values='D', rows=['A', 'B'], columns='C', aggfunc='sum')
    >>> table
         A    B  large_D_sum   small_D_sum
    0  bar  one          4.0           5.0
    1  bar  two          7.0           6.0
    2  foo  one          4.0           1.0
    3  foo  two          NaN           6.0
    """

    def get_names(iters):
        return [r if isinstance(r, six.string_types) else r.name
                for r in iters]

    def get_aggfunc_name(f):
        if isinstance(f, six.string_types):
            if '(' in f:
                f = re.sub(r' *\( *', '_', f)
                f = re.sub(r' *[+\-\*/,] *', '_', f)
                f = re.sub(r' *\) *', '', f)
                f = f.replace('.', '_')
            return f
        if isinstance(f, FunctionWrapper):
            return f.output_names[0]
        return 'aggregation'

    if not rows:
        raise ValueError('No group keys passed')
    rows = utils.to_list(rows)
    rows_names = get_names(rows)
    rows = [expr._get_field(r) for r in rows]

    if isinstance(aggfunc, dict):
        agg_func_names = lkeys(aggfunc)
        aggfunc = lvalues(aggfunc)
    else:
        aggfunc = utils.to_list(aggfunc)
        agg_func_names = [get_aggfunc_name(af) for af in aggfunc]

    if not columns:
        if values is None:
            values = [n for n in expr.schema.names if n not in rows_names]
        else:
            values = utils.to_list(values)
        values = [expr._get_field(v) for v in values]

        names = rows_names
        types = [r.dtype for r in rows]
        for func, func_name in zip(aggfunc, agg_func_names):
            for value in values:
                if isinstance(func, six.string_types):
                    seq = value.eval(func, rewrite=False)
                    if isinstance(seq, ReprWrapper):
                        seq = seq()
                else:
                    seq = value.agg(func)
                seq = seq.rename('{0}_{1}'.format(value.name, func_name))
                names.append(seq.name)
                types.append(seq.dtype)
        schema = Schema.from_lists(names, types)

        return PivotTableCollectionExpr(_input=expr, _group=rows, _values=values,
                                        _fill_value=fill_value, _schema=schema,
                                        _agg_func=aggfunc, _agg_func_names=agg_func_names)
    else:
        columns = [expr._get_field(c) for c in utils.to_list(columns)]

        if values:
            values = utils.to_list(values)
        else:
            names = set(c.name for c in rows + columns)
            values = [n for n in expr.schema.names if n not in names]
            if not values:
                raise ValueError('No values found for pivot_table')
        values = [expr._get_field(v) for v in values]

        if len(columns) > 1:
            raise ValueError('More than one `columns` are not supported yet')

        schema = DynamicSchema.from_lists(rows_names, [r.dtype for r in rows])
        base_tp = PivotTableCollectionExpr
        tp = type(base_tp.__name__, (DynamicCollectionExpr, base_tp), dict())
        return tp(_input=expr, _group=rows, _values=values,
                  _columns=columns, _agg_func=aggfunc,
                  _fill_value=fill_value, _schema=schema,
                  _agg_func_names=agg_func_names)


def _scale_values(expr, columns, agg_fun, scale_fun, preserve=False, suffix='_scaled', group=None):
    from ..types import Float, Integer
    time_suffix = str(int(time.time()))

    if group is not None:
        group = utils.to_list(group)
        group = [expr._get_field(c).name if isinstance(c, Column) else c for c in group]

    if columns is None:
        if group is None:
            columns = expr.schema.names
        else:
            columns = [n for n in expr.schema.names if n not in group]
    else:
        columns = utils.to_list(columns)
    columns = [expr._get_field(v) for v in columns]

    numerical_cols = [col.name for col in columns if isinstance(col.data_type, (Float, Integer))]

    agg_cols = []
    for col_name in numerical_cols:
        agg_cols.extend(agg_fun(expr, col_name))

    if group is None:
        # make a fake constant column to join
        extra_col = 'idx_col_' + time_suffix
        join_cols = [extra_col]
        stats_df = expr.__getitem__([Scalar(1).rename(extra_col)] + agg_cols)
        mapped = expr[expr, Scalar(1).rename(extra_col)]
    else:
        extra_col = None
        join_cols = group
        stats_df = expr.groupby(join_cols).agg(*agg_cols)
        mapped = expr

    joined = mapped.join(stats_df, on=join_cols, mapjoin=True)
    if extra_col is not None:
        joined = joined.exclude(extra_col)

    if preserve:
        norm_cols = [dt.name for dt in expr.dtypes]
        norm_cols.extend([scale_fun(joined, dt.name).rename(dt.name + suffix)
                          for dt in expr.dtypes if dt.name in numerical_cols])
    else:
        norm_cols = [scale_fun(joined, dt.name).rename(dt.name)
                     if dt.name in numerical_cols else getattr(joined, dt.name)
                     for dt in expr.dtypes]
    return joined.__getitem__(norm_cols)


def min_max_scale(expr, columns=None, feature_range=(0, 1), preserve=False, suffix='_scaled', group=None):
    """
    Resize a data frame by max / min values, i.e., (X - min(X)) / (max(X) - min(X))

    :param DataFrame expr: input DataFrame
    :param feature_range: the target range to resize the value into, i.e., v * (b - a) + a
    :param bool preserve: determine whether input data should be kept. If True, scaled input data will be appended to the data frame with `suffix`
    :param columns: columns names to resize. If set to None, float or int-typed columns will be normalized if the column is not specified as a group column.
    :param group: determine scale groups. Scaling will be done in each group separately.
    :param str suffix: column suffix to be appended to the scaled columns.

    :return: resized data frame
    :rtype: DataFrame
    """
    time_suffix = str(int(time.time()))

    def calc_agg(expr, col):
        return [
            getattr(expr, col).min().rename(col + '_min_' + time_suffix),
            getattr(expr, col).max().rename(col + '_max_' + time_suffix),
        ]

    def do_scale(expr, col):
        f_min, f_max = feature_range
        r = getattr(expr, col + '_max_' + time_suffix) - getattr(expr, col + '_min_' + time_suffix)
        scaled = (r == 0).ifelse(Scalar(0), (getattr(expr, col) - getattr(expr, col + '_min_' + time_suffix)) / r)
        return scaled * (f_max - f_min) + f_min

    return _scale_values(expr, columns, calc_agg, do_scale, preserve=preserve, suffix=suffix, group=group)


def std_scale(expr, columns=None, with_means=True, with_std=True, preserve=False, suffix='_scaled', group=None):
    """
    Resize a data frame by mean and standard error.

    :param DataFrame expr: Input DataFrame
    :param bool with_means: Determine whether the output will be subtracted by means
    :param bool with_std: Determine whether the output will be divided by standard deviations
    :param bool preserve: Determine whether input data should be kept. If True, scaled input data will be appended to the data frame with `suffix`
    :param columns: Columns names to resize. If set to None, float or int-typed columns will be normalized if the column is not specified as a group column.
    :param group: determine scale groups. Scaling will be done in each group separately.
    :param str suffix: column suffix to be appended to the scaled columns.

    :return: resized data frame
    :rtype: DataFrame
    """
    time_suffix = str(int(time.time()))

    def calc_agg(expr, col):
        return [
            getattr(expr, col).mean().rename(col + '_mean_' + time_suffix),
            getattr(expr, col).std(ddof=0).rename(col + '_std_' + time_suffix),
        ]

    def do_scale(expr, col):
        c = getattr(expr, col)
        mean_expr = getattr(expr, col + '_mean_' + time_suffix)
        if with_means:
            c = c - mean_expr
            mean_expr = Scalar(0)
        if with_std:
            std_expr = getattr(expr, col + '_std_' + time_suffix)
            c = (std_expr == 0).ifelse(mean_expr, c / getattr(expr, col + '_std_' + time_suffix))
        return c

    return _scale_values(expr, columns, calc_agg, do_scale, preserve=preserve, suffix=suffix, group=group)


class ExtractKVCollectionExpr(DynamicCollectionExpr):
    __slots__ = '_column_type',
    _args = '_input', '_columns', '_intact', '_kv_delimiter', '_item_delimiter', '_default'
    node_name = 'ExtractKV'

    def _init(self, *args, **kwargs):
        from .element import _scalar
        for attr in self._args[1:]:
            self._init_attr(attr, None)
        super(ExtractKVCollectionExpr, self)._init(*args, **kwargs)
        self._kv_delimiter = _scalar(self._kv_delimiter)
        self._item_delimiter = _scalar(self._item_delimiter)
        self._default = _scalar(self._default)

    @property
    def input(self):
        return self._input

    def accept(self, visitor):
        visitor.visit_extract_kv(self)


def extract_kv(expr, columns=None, kv_delim=':', item_delim=',', dtype='float', fill_value=None):
    """
    Extract values in key-value represented columns into standalone columns. New column names will
    be the name of the key-value column followed by an underscore and the key.

    :param DataFrame expr: input DataFrame
    :param columns: the key-value columns to be extracted.
    :param str kv_delim: delimiter between key and value.
    :param str item_delim: delimiter between key-value pairs.
    :param str dtype: type of value columns to generate.
    :param fill_value: default value for missing key-value pairs.

    :return: extracted data frame
    :rtype: DataFrame

    :Example:
    >>> df
        name   kv
    0  name1  k1=1.0,k2=3.0,k5=10.0
    1  name2  k2=3.0,k3=5.1
    2  name3  k1=7.1,k7=8.2
    3  name4  k2=1.2,k3=1.5
    4  name5  k2=1.0,k9=1.1
    >>> table = df.extract_kv(columns=['A', 'B'], kv_delim='=')
    >>> table
        name   kv_k1   kv_k2   kv_k3   kv_k5   kv_k7   kv_k9
    0  name1  1.0     3.0     Nan     10.0    Nan     Nan
    1  name2  Nan     3.0     5.1     Nan     Nan     Nan
    2  name3  7.1     Nan     Nan     Nan     8.2     Nan
    3  name4  Nan     1.2     1.5     Nan     Nan     Nan
    4  name5  Nan     1.0     Nan     Nan     Nan     1.1
    """
    if columns is None:
        columns = [expr._get_field(c) for c in expr.schema.names]
        intact_cols = []
    else:
        columns = [expr._get_field(c) for c in utils.to_list(columns)]
        name_set = set([c.name for c in columns])
        intact_cols = [expr._get_field(c) for c in expr.schema.names if c not in name_set]

    column_type = types.validate_data_type(dtype)
    if any(not isinstance(c.dtype, types.String) for c in columns):
        raise ExpressionError('Key-value columns must be strings.')

    schema = DynamicSchema.from_lists([c.name for c in intact_cols], [c.dtype for c in intact_cols])
    return ExtractKVCollectionExpr(_input=expr, _columns=columns, _intact=intact_cols, _schema=schema,
                                   _column_type=column_type, _default=fill_value,
                                   _kv_delimiter=kv_delim, _item_delimiter=item_delim)


def to_kv(expr, columns=None, kv_delim=':', item_delim=',', kv_name='kv_col'):
    """
    Merge values in specified columns into a key-value represented column.

    :param DataFrame expr: input DataFrame
    :param columns: the columns to be merged.
    :param str kv_delim: delimiter between key and value.
    :param str item_delim: delimiter between key-value pairs.
    :param str kv_col: name of the new key-value column

    :return: converted data frame
    :rtype: DataFrame

    :Example:
    >>> df
        name   k1   k2   k3   k5    k7   k9
    0  name1  1.0  3.0  Nan  10.0  Nan  Nan
    1  name2  Nan  3.0  5.1  Nan   Nan  Nan
    2  name3  7.1  Nan  Nan  Nan   8.2  Nan
    3  name4  Nan  1.2  1.5  Nan   Nan  Nan
    4  name5  Nan  1.0  Nan  Nan   Nan  1.1
    >>> table = df.to_kv(columns=['A', 'B'], kv_delim='=')
    >>> table
        name   kv_col
    0  name1  k1=1.0,k2=3.0,k5=10.0
    1  name2  k2=3.0,k3=5.1
    2  name3  k1=7.1,k7=8.2
    3  name4  k2=1.2,k3=1.5
    4  name5  k2=1.0,k9=1.1
    """
    if columns is None:
        columns = [expr._get_field(c) for c in expr.schema.names]
        intact_cols = []
    else:
        columns = [expr._get_field(c) for c in utils.to_list(columns)]
        name_set = set([c.name for c in columns])
        intact_cols = [expr._get_field(c) for c in expr.schema.names if c not in name_set]

    mapped_cols = [c.isnull().ifelse(Scalar(''), c.name + kv_delim + c.astype('string')) for c in columns]
    reduced_col = reduce(lambda a, b: (b == '').ifelse(a, (a == '').ifelse(b, a + item_delim + b)), mapped_cols)
    return expr.__getitem__(intact_cols + [reduced_col.rename(kv_name)])


def dropna(expr, how='any', thresh=None, subset=None):
    """
    Return object with labels on given axis omitted where alternately any or all of the data are missing

    :param DataFrame expr: input DataFrame
    :param how: can be ‘any’ or ‘all’. If 'any' is specified any NA values are present, drop that label. If 'all' is specified and all values are NA, drop that label.
    :param thresh: require that many non-NA values
    :param subset: Labels along other axis to consider, e.g. if you are dropping rows these would be a list of columns to include
    :return: DataFrame
    """
    if subset is None:
        subset = [expr._get_field(c) for c in expr.schema.names]
    else:
        subset = [expr._get_field(c) for c in utils.to_list(subset)]

    if not subset:
        raise ValueError('Illegal subset is provided.')

    if thresh is None:
        thresh = len(subset) if how == 'any' else 1

    sum_exprs = reduce(operator.add, (s.notnull().ifelse(1, 0) for s in subset))
    return expr.filter(sum_exprs >= thresh)


def fillna(expr, value=None, method=None, subset=None):
    """
    Fill NA/NaN values using the specified method

    :param DataFrame expr: input DataFrame
    :param method: can be ‘backfill’, ‘bfill’, ‘pad’, ‘ffill’ or None
    :param value: value to fill into
    :param subset: Labels along other axis to consider.
    :return: DataFrame
    """
    col_dict = OrderedDict([(c, expr._get_field(c)) for c in expr.schema.names])
    if subset is None:
        sel_col_names = expr.schema.names
    else:
        # when c is in expr._fields, _get_field may do substitution which will cause error
        subset = (c.copy() if isinstance(c, Expr) else c for c in utils.to_list(subset))
        sel_col_names = [expr._get_field(c).name for c in subset]

    if method is not None and value is not None:
        raise ValueError('The argument `method` is not compatible with `value`.')
    if method is None and value is None:
        raise ValueError('You should supply at least one argument in `method` and `value`.')
    if method is not None and method not in ('backfill', 'bfill', 'pad', 'ffill'):
        raise ValueError('Method value %s is illegal.' % str(method))

    if method in ('backfill', 'bfill'):
        sel_cols = list(reversed(sel_col_names))
    else:
        sel_cols = sel_col_names

    if method is None:
        for n in sel_col_names:
            e = col_dict[n]
            col_dict[n] = e.isnull().ifelse(value, e).rename(n)
        return expr.select(list(col_dict.values()))

    else:
        names = list(col_dict.keys())
        typs = list(c.dtype.name for c in col_dict.values())

        @output(names, typs)
        def mapper(row):
            last_valid = None
            update_dict = dict()

            try:
                import numpy as np

                def isnan(v):
                    try:
                        return np.isnan(v)
                    except TypeError:
                        return False

            except ImportError:
                isnan = lambda v: False

            for n in sel_cols:
                old_val = getattr(row, n)
                if old_val is None or isnan(old_val):
                    if last_valid is not None:
                        update_dict[n] = last_valid
                else:
                    last_valid = old_val

            yield row.replace(**update_dict)

        return expr.map_reduce(mapper)


def ffill(expr, subset=None):
    """
    Fill NA/NaN values with the forward method. Equivalent to fillna(method='ffill').

    :param DataFrame expr: input DataFrame.
    :param subset: Labels along other axis to consider.
    :return: DataFrame
    """
    return expr.fillna(method='ffill', subset=subset)


def bfill(expr, subset=None):
    """
    Fill NA/NaN values with the backward method. Equivalent to fillna(method='bfill').

    :param DataFrame expr: input DataFrame.
    :param subset: Labels along other axis to consider.
    :return: DataFrame
    """
    return expr.fillna(method='bfill', subset=subset)


class AppendIDCollectionExpr(CollectionExpr):
    _args = '_input', '_id_col'
    node_name = 'AppendID'

    def _init(self, *args, **kwargs):
        from .element import _scalar
        for attr in self._args[1:]:
            self._init_attr(attr, None)
        super(AppendIDCollectionExpr, self)._init(*args, **kwargs)
        self._validate()
        self._id_col = _scalar(self._id_col)
        self._schema = Schema.from_lists(self._input.schema.names + [self._id_col.value],
                                         self._input.schema.types + [types.int64])

    def _validate(self):
        if self._id_col in self._input.schema:
            raise ExpressionError('ID column already exists in current data frame.')

    @property
    def input(self):
        return self._input

    def accept(self, visitor):
        return visitor.visit_append_id(self)


def _append_id(expr, id_col='append_id'):
    return AppendIDCollectionExpr(_input=expr, _id_col=id_col)


def append_id(expr, id_col='append_id'):
    """
    Append an ID column to current column to form a new DataFrame.

    :param str id_col: name of appended ID field.

    :return: DataFrame with ID field
    :rtype: DataFrame
    """
    if hasattr(expr, '_xflow_append_id'):
        return expr._xflow_append_id(id_col)
    else:
        return _append_id(expr, id_col)


class SplitCollectionExpr(CollectionExpr):
    _args = '_input', '_frac', '_seed', '_split_id'
    node_name = 'Split'

    def _init(self, *args, **kwargs):
        from .element import _scalar
        for attr in self._args[1:]:
            self._init_attr(attr, None)
        super(SplitCollectionExpr, self)._init(*args, **kwargs)
        self._frac = _scalar(self._frac)
        self._seed = _scalar(self._seed, types.int32)
        self._split_id = _scalar(self._split_id, types.int32)
        self._schema = self._input.schema

    @property
    def input(self):
        return self._input

    def accept(self, visitor):
        return visitor.visit_split(self)


def _split(expr, frac, seed=None):
    seed = seed or int(time.time())
    return (
        SplitCollectionExpr(_input=expr, _frac=frac, _seed=seed, _split_id=0),
        SplitCollectionExpr(_input=expr, _frac=frac, _seed=seed, _split_id=1),
    )


def split(expr, frac, seed=None):
    """
    Split the current column into two column objects with certain ratio.

    :param float frac: Split ratio

    :return: two split DataFrame objects
    """
    if hasattr(expr, '_xflow_split'):
        return expr._xflow_split(frac, seed=seed)
    else:
        return _split(expr, frac, seed=seed)


def applymap(expr, func, rtype=None, resources=None, columns=None, excludes=None, args=(), **kwargs):
    """
    Call func on each element of this collection.

    :param func: lambda, function, :class:`odps.models.Function`,
                 or str which is the name of :class:`odps.models.Funtion`
    :param rtype: if not provided, will be the dtype of this sequence
    :param columns: columns to apply this function on
    :param excludes: columns to skip when applying the function
    :return: a new collection

    :Example:

    >>> df.applymap(lambda x: x + 1)
    """
    if columns is not None and excludes is not None:
        raise ValueError('`columns` and `excludes` cannot be provided at the same time.')
    if not columns:
        excludes = excludes or []
        if isinstance(excludes, six.string_types):
            excludes = [excludes]
        excludes = set([c if isinstance(c, six.string_types) else c.name for c in excludes])
        columns = set([c for c in expr.schema.names if c not in excludes])
    else:
        if isinstance(columns, six.string_types):
            columns = [columns]
        columns = set([c if isinstance(c, six.string_types) else c.name for c in columns])
    mapping = [expr[c] if c not in columns
               else expr[c].map(func, rtype=rtype, resources=resources, args=args, **kwargs)
               for c in expr.schema.names]
    return expr.select(*mapping)


_collection_methods = dict(
    sort_values=sort_values,
    sort=sort_values,
    distinct=distinct,
    apply=apply,
    reshuffle=reshuffle,
    map_reduce=map_reduce,
    sample=sample,
    __sample=__df_sample,
    pivot=pivot,
    melt=melt,
    pivot_table=pivot_table,
    extract_kv=extract_kv,
    to_kv=to_kv,
    dropna=dropna,
    fillna=fillna,
    ffill=ffill,
    bfill=bfill,
    min_max_scale=min_max_scale,
    std_scale=std_scale,
    _append_id=_append_id,
    append_id=append_id,
    _split=_split,
    split=split,
    applymap=applymap,
)

_sequence_methods = dict(
    unique=unique
)

utils.add_method(CollectionExpr, _collection_methods)
utils.add_method(SequenceExpr, _sequence_methods)




          

      

      

    

  

    
      
          
            
  Source code for odps.df.expr.element

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

import inspect

from .expressions import TypedExpr, SequenceExpr, Scalar, \
    BooleanSequenceExpr, BooleanScalar, CollectionExpr, Expr, \
    int_number_sequences, int_number_scalars
from .core import NodeMetaclass
from . import utils
from . import errors
from .. import types
from ..utils import FunctionWrapper
from ...compat import six


class AnyOpNodeMetaClass(NodeMetaclass):
    def __new__(mcs, name, bases, kv):
        if '_add_args_slots' not in kv:
            kv['_add_args_slots'] = False

        return super(AnyOpNodeMetaClass, mcs).__new__(mcs, name, bases, kv)


class AnyOp(six.with_metaclass(AnyOpNodeMetaClass, TypedExpr)):
    __slots__ = ()

    @classmethod
    def _get_type(cls, *args, **kwargs):
        if '_data_type' in kwargs:
            return SequenceExpr._get_type(cls, *args, **kwargs)
        else:
            return Scalar._get_type(cls, *args, **kwargs)

    @classmethod
    def _typed_classes(cls, *args, **kwargs):
        if '_data_type' in kwargs:
            return SequenceExpr._typed_classes(cls, *args, **kwargs)
        else:
            return Scalar._typed_classes(cls, *args, **kwargs)

    @classmethod
    def _base_class(cls, *args, **kwargs):
        if '_data_type' in kwargs:
            return SequenceExpr
        else:
            return Scalar

    @classmethod
    def is_seq(cls):
        return issubclass(cls, SequenceExpr)


class ElementWise(AnyOp):
    __slots__ = ()
    _args = '_input',

    @property
    def node_name(self):
        return self.__class__.__name__

    @property
    def name(self):
        return self._name or self._input.name

    @property
    def input(self):
        return self._input

    def iter_args(self):
        for it in zip(['_input'] + [arg.lstrip('_') for arg in self._args[1:]],
                      self.args):
            yield it


class ElementOp(ElementWise):
    __slots__ = ()

    def accept(self, visitor):
        return visitor.visit_element_op(self)


class MappedExpr(ElementWise):
    _slots = '_func', '_func_args', '_func_kwargs', '_resources', \
             '_multiple', '_raw_inputs'
    _args = '_inputs', '_collection_resources'
    node_name = 'Map'

    def _init(self, *args, **kwargs):
        self._init_attr('_multiple', False)
        self._init_attr('_raw_inputs', None)
        super(MappedExpr, self)._init(*args, **kwargs)

    @property
    def inputs(self):
        return self._inputs

    @property
    def name(self):
        if self._name is not None:
            return self._name
        if len(self._inputs) == 1:
            return self._inputs[0].name

    @property
    def source_name(self):
        if self._source_name is not None:
            return self._source_name
        if len(self._inputs) == 1:
            return self._inputs[0].source_name

    @property
    def input_types(self):
        return [it.dtype for it in self._inputs]

    @property
    def raw_input_types(self):
        if self._raw_inputs:
            return [it.dtype for it in self._raw_inputs]
        return self.input_types

    @property
    def func(self):
        return self._func

    @func.setter
    def func(self, f):
        self._func = f

    def accept(self, visitor):
        return visitor.visit_function(self)


class IsNull(ElementOp):
    __slots__ = ()


class NotNull(ElementOp):
    __slots__ = ()


class FillNa(ElementOp):
    _args = '_input', '_fill_value'

    def _init(self, *args, **kwargs):
        self._init_attr('_fill_value', None)

        super(FillNa, self)._init(*args, **kwargs)

        if self._fill_value is not None and not isinstance(self._fill_value, Expr):
            tp = types.validate_value_type(self._fill_value)
            if not self.input.dtype.can_implicit_cast(tp):
                raise ValueError('fillna cannot cast value from %s to %s' % (
                    tp, self.input.dtype))
            self._fill_value = Scalar(_value=self._fill_value, _value_type=self.dtype)
        if not self.input.dtype.can_implicit_cast(self._fill_value.dtype):
            raise ValueError('fillna cannot cast value from %s to %s' % (
                self._fill_value.dtype, self.input.dtype))

    @property
    def fill_value(self):
        if self._fill_value is None:
            return
        if isinstance(self._fill_value, Scalar):
            return self._fill_value.value
        return self._fill_value


class IsIn(ElementOp):
    _args = '_input', '_values',

    def _init(self, *args, **kwargs):
        super(IsIn, self)._init(*args, **kwargs)

        self._values = _scalar(self._values, tp=self._input.dtype)
        if isinstance(self._values, list):
            self._values = tuple(self._values)
        if not isinstance(self._values, tuple):
            if not isinstance(self._values, SequenceExpr):
                raise ValueError('isin accept iterable object or sequence')
            self._values = (self._values, )

    @property
    def name(self):
        return self._name


class NotIn(ElementOp):
    _args = '_input', '_values',

    def _init(self, *args, **kwargs):
        super(NotIn, self)._init(*args, **kwargs)

        self._values = _scalar(self._values, tp=self._input.dtype)
        if isinstance(self._values, list):
            self._values = tuple(self._values)
        if not isinstance(self._values, tuple):
            if not isinstance(self._values, SequenceExpr):
                raise ValueError('notin accept iterable object or sequence')
            self._values = (self._values, )

    @property
    def name(self):
        return self._name


class Between(ElementOp):
    _args = '_input', '_left', '_right', '_inclusive'

    def _init(self, *args, **kwargs):
        self._init_attr('_left', None)
        self._init_attr('_right', None)
        self._init_attr('_inclusive', None)

        super(Between, self)._init(*args, **kwargs)

        for attr in self._args[1:]:
            val = getattr(self, attr)
            if val is not None and not isinstance(val, Expr):
                setattr(self, attr, Scalar(_value=val))

    def _get_val(self, attr):
        val = getattr(self, attr)
        if val is None:
            return
        if isinstance(val, Scalar):
            return val.value
        return val

    @property
    def left(self):
        return self._get_val('_left')

    @property
    def right(self):
        return self._get_val('_right')

    @property
    def inclusive(self):
        return self._get_val('_inclusive')


class IfElse(ElementOp):
    _args = '_input', '_then', '_else'

    @property
    def name(self):
        return self._name


class Switch(ElementOp):
    _args = '_input', '_case', '_conditions', '_thens', '_default'

    def iter_args(self):
        def _names():
            if hasattr(self, '_case'):
                yield 'case'
            for _ in self._conditions:
                yield 'when'
                yield 'then'
            yield 'default'

        def _args():
            if hasattr(self, '_case'):
                yield self._case
            for condition, then in zip(self._conditions, self._thens):
                yield condition
                yield then
            yield self._default

        for it in zip(_names(), _args()):
            yield it

    @property
    def name(self):
        return self._name


class Cut(ElementOp):
    _args = '_input', '_bins', '_right', '_labels', '_include_lowest', \
            '_include_under', '_include_over'

    def _init(self, *args, **kwargs):
        super(Cut, self)._init(*args, **kwargs)

        if len(self._bins) == 0:
            raise ValueError('Must be at least one bin edge')
        elif len(self._bins) == 1:
            if not self._include_under or not self._include_over:
                raise ValueError('If one bin edge provided, must have'
                                 ' include_under=True and include_over=True')

        for arg in self._args[1:]:
            obj = getattr(self, arg)
            setattr(self, arg, _scalar(obj))

        under = 1 if self._include_under.value else 0
        over = 1 if self._include_over.value else 0
        size = len(self._bins) - 1 + under + over

        if self._labels is not None and len(self._labels) != size:
            raise ValueError('Labels size must be exactly the size of bins')
        if self._labels is None:
            self._labels = _scalar(list(range(size)))

    @property
    def right(self):
        return self._right.value

    @property
    def include_lowest(self):
        return self._include_lowest.value

    @property
    def include_under(self):
        return self._include_under.value

    @property
    def include_over(self):
        return self._include_over.value

    @property
    def name(self):
        return self._name


class IntToDatetime(ElementOp):
    __slots__ = ()


class Func(AnyOp):
    _slots = '_func_name', '_rtype'
    _args = '_inputs',

    def accept(self, visitor):
        visitor.visit_function(self)


class FuncFactory(object):
    def __getattr__(self, item):
        if not isinstance(item, six.string_types):
            raise TypeError('Function name should be provided, expect str, got %s' % type(item))

        def gen_func(*args, **kwargs):
            func_name = item
            project = kwargs.pop('project', None)
            if project:
                func_name = '%s:%s' % (project, item)

            expr_name = kwargs.pop('name', None)
            rtype = kwargs.pop('rtype', types.string)
            rtype = types.validate_data_type(rtype)
            is_seq = kwargs.pop('seq', None)

            args = tuple(arg if isinstance(arg, Expr) else Scalar(_value=arg) for arg in args)
            is_seq = is_seq if is_seq is not None else any(isinstance(arg, SequenceExpr) for arg in args)
            kw = {'_value_type': rtype} if not is_seq else {'_data_type': rtype}

            if expr_name is None:
                exprs = tuple(arg for arg in args if isinstance(arg, SequenceExpr))
                if len(exprs) == 1:
                    expr_name = exprs[0].name

            if expr_name:
                return Func(_func_name=func_name, _inputs=args, **kw).rename(expr_name)
            else:
                return Func(_func_name=func_name, _inputs=args, **kw)

        return gen_func


def _map(expr, func, rtype=None, resources=None, args=(), **kwargs):
    """
    Call func on each element of this sequence.

    :param func: lambda, function, :class:`odps.models.Function`,
                 or str which is the name of :class:`odps.models.Funtion`
    :param rtype: if not provided, will be the dtype of this sequence
    :return: a new sequence

    :Example:

    >>> df.id.map(lambda x: x + 1)
    """

    name = None
    if isinstance(func, FunctionWrapper):
        if func.output_names:
            if len(func.output_names) > 1:
                raise ValueError('Map column has more than one name')
            name = func.output_names[0]
        if func.output_types:
            rtype = rtype or func.output_types[0]
        func = func._func

    if rtype is None:
        rtype = utils.get_annotation_rtype(func)

    from ...models import Function

    rtype = rtype or expr.dtype
    output_type = types.validate_data_type(rtype)

    if isinstance(func, six.string_types):
        pass
    elif isinstance(func, Function):
        pass
    elif inspect.isclass(func):
        pass
    elif not callable(func):
        raise ValueError('`func` must be a function or a callable class')

    collection_resources = utils.get_collection_resources(resources)

    is_seq = isinstance(expr, SequenceExpr)
    if is_seq:
        return MappedExpr(_data_type=output_type, _func=func, _inputs=[expr, ],
                          _func_args=args, _func_kwargs=kwargs, _name=name,
                          _resources=resources, _collection_resources=collection_resources)
    else:
        return MappedExpr(_value_type=output_type, _func=func, _inputs=[expr, ],
                          _func_args=args, _func_kwargs=kwargs, _name=name,
                          _resources=resources, _collection_resources=collection_resources)


def _hash(expr, func=None):
    """
    Calculate the hash value.

    :param expr:
    :param func: hash function
    :return:
    """
    if func is None:
        func = lambda x: hash(x)

    return _map(expr, func=func, rtype=types.int64)


def _isnull(expr):
    """
    Return a sequence or scalar according to the input indicating if the values are null.

    :param expr: sequence or scalar
    :return: sequence or scalar
    """

    if isinstance(expr, SequenceExpr):
        return IsNull(_input=expr, _data_type=types.boolean)
    elif isinstance(expr, Scalar):
        return IsNull(_input=expr, _value_type=types.boolean)


def _notnull(expr):
    """
    Return a sequence or scalar according to the input indicating if the values are not null.

    :param expr: sequence or scalar
    :return: sequence or scalar
    """

    if isinstance(expr, SequenceExpr):
        return NotNull(_input=expr, _data_type=types.boolean)
    elif isinstance(expr, Scalar):
        return NotNull(_input=expr, _value_type=types.boolean)


def _fillna(expr, value):
    """
    Fill null with value.

    :param expr: sequence or scalar
    :param value: value to fill into
    :return: sequence or scalar
    """

    if isinstance(expr, SequenceExpr):
        return FillNa(_input=expr, _fill_value=value, _data_type=expr.dtype)
    elif isinstance(expr, Scalar):
        return FillNa(_input=expr, _fill_value=value, _value_type=expr.dtype)


def _isin(expr, values):
    """
    Return a boolean sequence or scalar showing whether
    each element is exactly contained in the passed `values`.

    :param expr: sequence or scalar
    :param values: `list` object or sequence
    :return: boolean sequence or scalar
    """

    from .merge import _make_different_sources

    if isinstance(values, SequenceExpr):
        expr, values = _make_different_sources(expr, values)

    if isinstance(expr, SequenceExpr):
        return IsIn(_input=expr, _values=values, _data_type=types.boolean)
    elif isinstance(expr, Scalar):
        return IsIn(_input=expr, _values=values, _value_type=types.boolean)


def _notin(expr, values):
    """
    Return a boolean sequence or scalar showing whether
    each element is not contained in the passed `values`.

    :param expr: sequence or scalar
    :param values: `list` object or sequence
    :return: boolean sequence or scalar
    """

    if isinstance(expr, SequenceExpr):
        return NotIn(_input=expr, _values=values, _data_type=types.boolean)
    elif isinstance(expr, Scalar):
        return NotIn(_input=expr, _values=values, _value_type=types.boolean)


def _between(expr, left, right, inclusive=True):
    """
    Return a boolean sequence or scalar show whether
    each element is between `left` and `right`.

    :param expr: sequence or scalar
    :param left: left value
    :param right: right value
    :param inclusive: if true, will be left <= expr <= right, else will be left < expr < right
    :return: boolean sequence or scalar
    """

    if isinstance(expr, SequenceExpr):
        return Between(_input=expr, _left=left, _right=right,
                       _inclusive=inclusive, _data_type=types.boolean)
    elif isinstance(expr, Scalar):
        return Between(_input=expr, _left=left, _right=right,
                       _inclusive=inclusive, _value_type=types.boolean)


def _scalar(val, tp=None):
    if val is None:
        return
    if isinstance(val, Expr):
        return val
    if isinstance(val, (tuple, list)):
        return type(val)(_scalar(it, tp=tp) for it in val)
    else:
        return Scalar(_value=val, _value_type=tp)


def _ifelse(expr, true_expr, false_expr):
    """
    Given a boolean sequence or scalar, if true will return the left, else return the right one.

    :param expr: sequence or scalar
    :param true_expr:
    :param false_expr:
    :return: sequence or scalar

    :Example:

    >>> (df.id == 3).ifelse(df.id, df.fid.astype('int'))
    >>> df.isMale.ifelse(df.male_count, df.female_count)
    """

    tps = (SequenceExpr, Scalar)
    if not isinstance(true_expr, tps):
        true_expr = Scalar(_value=true_expr)
    if not isinstance(false_expr, tps):
        false_expr = Scalar(_value=false_expr)

    output_type = utils.highest_precedence_data_type(
            *[true_expr.dtype, false_expr.dtype])
    is_sequence = isinstance(expr, SequenceExpr) or \
                  isinstance(true_expr, SequenceExpr) or \
                  isinstance(false_expr, SequenceExpr)

    if is_sequence:
        return IfElse(_input=expr, _then=true_expr, _else=false_expr,
                      _data_type=output_type)
    else:
        return IfElse(_input=expr, _then=true_expr, _else=false_expr,
                      _value_type=output_type)


def _switch(expr, *args, **kw):
    """
    Similar to the case-when in SQL. Refer to the example below

    :param expr:
    :param args:
    :param kw:
    :return: sequence or scalar

    :Example:

    >>> # if df.id == 3 then df.name
    >>> # elif df.id == df.fid.abs() then df.name + 'test'
    >>> # default: 'test'
    >>> df.id.switch(3, df.name, df.fid.abs(), df.name + 'test', default='test')
    """
    default = _scalar(kw.get('default'))

    if len(args) <= 0:
        raise errors.ExpressionError('Switch must accept more than one condition')

    if all(isinstance(arg, tuple) and len(arg) == 2 for arg in args):
        conditions, thens = zip(*args)
    else:
        conditions = [arg for i, arg in enumerate(args) if i % 2 == 0]
        thens = [arg for i, arg in enumerate(args) if i % 2 == 1]

    if len(conditions) == len(thens):
        conditions, thens = _scalar(conditions), _scalar(thens)
    else:
        raise errors.ExpressionError('Switch should be called by case and then pairs')

    if isinstance(expr, (Scalar, SequenceExpr)):
        case = expr
    else:
        case = None
        if not all(hasattr(it, 'dtype') and it.dtype == types.boolean for it in conditions):
            raise errors.ExpressionError('Switch must be called by all boolean conditions')

    res = thens if default is None else thens + [default, ]
    output_type = utils.highest_precedence_data_type(*(it.dtype for it in res))

    is_seq = isinstance(expr, SequenceExpr) or \
        any(isinstance(it, SequenceExpr) for it in conditions) or \
        any(isinstance(it, SequenceExpr) for it in res)
    if case is not None:
        is_seq = is_seq or isinstance(case, SequenceExpr)

    kwargs = dict()
    if is_seq:
        kwargs['_data_type'] = output_type
    else:
        kwargs['_value_type'] = output_type
    return Switch(_input=expr, _case=case, _conditions=conditions,
                  _thens=thens, _default=default, **kwargs)


def switch(*args, **kwargs):
    return _switch(None, *args, **kwargs)


def _cut(expr, bins, right=True, labels=None, include_lowest=False,
         include_under=False, include_over=False):
    """
    Return indices of half-open bins to which each value of `expr` belongs.

    :param expr: sequence or scalar
    :param bins: list of scalars
    :param right: indicates whether the bins include the rightmost edge or not. If right == True(the default),
                  then the bins [1, 2, 3, 4] indicate (1, 2], (2, 3], (3, 4]
    :param labels: Usesd as labes for the resulting bins. Must be of the same length as the resulting bins.
    :param include_lowest: Whether the first interval should be left-inclusive or not.
    :param include_under: include the bin below the leftmost edge or not
    :param include_over: include the bin above the rightmost edge or not
    :return: sequence or scalar
    """

    is_seq = isinstance(expr, SequenceExpr)
    dtype = utils.highest_precedence_data_type(
        *(types.validate_value_type(it) for it in labels)) \
        if labels is not None else types.int64
    kw = {}
    if is_seq:
        kw['_data_type'] = dtype
    else:
        kw['_value_type'] = dtype

    return Cut(_input=expr, _bins=bins, _right=right, _labels=labels,
               _include_lowest=include_lowest, _include_under=include_under,
               _include_over=include_over, **kw)


def _int_to_datetime(expr):
    """
    Return a sequence or scalar that is the datetime value of the current numeric sequence or scalar.

    :param expr: sequence or scalar
    :return: sequence or scalar
    """

    if isinstance(expr, SequenceExpr):
        return IntToDatetime(_input=expr, _data_type=types.datetime)
    elif isinstance(expr, Scalar):
        return IntToDatetime(_input=expr, _value_type=types.datetime)


_element_methods = dict(
    map=_map,
    isnull=_isnull,
    notnull=_notnull,
    fillna=_fillna,
    between=_between,
    switch=_switch,
    cut=_cut,
    isin=_isin,
    notin=_notin,
    hash=_hash,
)

utils.add_method(SequenceExpr, _element_methods)
utils.add_method(Scalar, _element_methods)

BooleanSequenceExpr.ifelse = _ifelse
BooleanScalar.ifelse = _ifelse

CollectionExpr.switch = _switch

for int_number_sequence in int_number_sequences + int_number_scalars:
    int_number_sequence.to_datetime = _int_to_datetime




          

      

      

    

  

    
      
          
            
  Source code for odps.df.expr.expressions

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from __future__ import absolute_import
import inspect
import operator
from collections import defaultdict
import functools
import sys

from .core import Node, NodeMetaclass
from .errors import ExpressionError
from .utils import get_attrs, is_called_by_inspector, highest_precedence_data_type, new_id, \
    is_changed, get_proxied_expr
from .. import types
from ...compat import reduce, isvalidattr, dir2, OrderedDict, lkeys, six, futures, Iterable
from ...config import options
from ...errors import NoSuchObject, DependencyNotInstalledError
from ...utils import TEMP_TABLE_PREFIX, to_binary, deprecated, survey
from ...models import Schema


class ReprWrapper(object):
    def __init__(self, func, repr):
        self._func = func
        self._repr = repr
        functools.update_wrapper(self, func)

    def __call__(self, *args, **kwargs):
        return self._func(*args, **kwargs)

    def __repr__(self):
        return self._repr(self._func)


def _wrap_method_repr(func):
    def inner(*args, **kwargs):
        obj = func(*args, **kwargs)
        if inspect.ismethod(obj):
            def _repr(x):
                instance = getattr(x, 'im_self', getattr(x, '__self__', None))
                method = 'bound method' if instance is not None else 'unbound method'
                if instance is not None:
                    return '<%(method)s %(instance)s.%(name)s>' % {
                        'method': method,
                        'instance': getattr(instance, 'node_name', instance.__class__.__name__),
                        'name': x.__name__
                    }
                else:
                    return '<function __main__.%s>' % x.__name__

            return ReprWrapper(obj, _repr)
        return obj

    return inner


def repr_obj(obj):
    if hasattr(obj, '_repr'):
        try:
            return obj._repr()
        except:
            return object.__repr__(obj)
    elif isinstance(obj, (tuple, list)):
        return ','.join(repr_obj(it) for it in obj)

    return obj


class Expr(Node):
    __slots__ = '_deps', '_ban_optimize', '_engine', '_need_cache', '_mem_cache', '__execution', '_id'

    def _init(self, *args, **kwargs):
        """
        _deps is used for common dependencies.
        When a expr depend on other exprs, and the expr is not calculated from the others,
        the _deps are specified to identify the dependencies.
        """
        self._init_attr('_deps', None)

        self._init_attr('_ban_optimize', False)
        self._init_attr('_engine', None)
        self._init_attr('_Expr__execution', None)

        self._init_attr('_need_cache', False)
        self._init_attr('_mem_cache', False)

        if '_id' not in kwargs:
            kwargs['_id'] = new_id()

        super(Expr, self)._init(*args, **kwargs)

    def __repr__(self):
        if not options.interactive or is_called_by_inspector():
            return self._repr()
        else:
            if isinstance(self.__execution, Exception):
                self.__execution = None
            if self.__execution is None:
                try:
                    self.__execution = self.execute()
                except Exception as e:
                    self.__execution = e
                    raise
            return self.__execution.__repr__()

    def _repr_html_(self):
        if not options.interactive:
            return '<code>' + repr(self) + '</code>'
        else:
            if self.__execution is None:
                self.__execution = self.execute()
            else:
                if isinstance(self.__execution, Exception):
                    try:
                        return
                    finally:
                        self.__execution = None
            if hasattr(self.__execution, '_repr_html_'):
                return self.__execution._repr_html_()
            return repr(self.__execution)

    def _handle_delay_call(self, method, *args, **kwargs):
        delay = kwargs.pop('delay', None)
        if delay is not None:
            future = delay.register_item(method, *args, **kwargs)
            return future
        else:
            from ..engines import get_default_engine
            engine = get_default_engine(self)

            wrapper = kwargs.pop('wrapper', None)
            result = getattr(engine, method)(*args, **kwargs)
            if wrapper is None:
                return result
            async_ = kwargs.get('async_', kwargs.get('async', False))
            if async_:
                user_future = futures.Future()

                def _relay(f):
                    try:
                        user_future.set_result(wrapper(f.result()))
                    except:
                        if hasattr(f, 'exception_info'):
                            user_future.set_exception_info(*f.exception_info())
                        else:
                            user_future.set_exception(f.exception())

                result.add_done_callback(_relay)
                return user_future
            else:
                return wrapper(result)

    def visualize(self):
        from ..engines import get_default_engine

        engine = get_default_engine(self)
        return engine.visualize(self)

    def execute(self, **kwargs):
        """
        :param hints: settings for SQL, e.g. `odps.sql.mapper.split.size`
        :type hints: dict
        :param priority: instance priority, 9 as default
        :type priority: int
        :param running_cluster: cluster to run this instance
        :return: execution result
        :rtype: :class:`odps.df.backends.frame.ResultFrame`
        """
        _wrapper = kwargs.pop('wrapper', None)

        def wrapper(result):
            self.__execution = result
            if _wrapper is not None:
                return _wrapper(result)
            else:
                return result

        return self._handle_delay_call('execute', self, wrapper=wrapper, **kwargs)

    def compile(self):
        """
        Compile this expression into an ODPS SQL

        :return: compiled DAG
        :rtype: str
        """

        from ..engines import get_default_engine

        engine = get_default_engine(self)
        return engine.compile(self)

    def persist(self, name, partitions=None, partition=None, lifecycle=None, project=None, **kwargs):
        """
        Persist the execution into a new table. If `partitions` not specified,
        will create a new table without partitions if the table does not exist,
        and insert the SQL result into it.
        If `partitions` are specified, they will be the partition fields of the new table.
        If `partition` is specified, the data will be inserted into the exact partition of the table.

        :param name: table name
        :param partitions: list of string, the partition fields
        :type partitions: list
        :param partition: persist to a specified partition
        :type partition: string or PartitionSpec
        :param lifecycle: table lifecycle. If absent, `options.lifecycle` will be used.
        :type lifecycle: int
        :param project: project name, if not provided, will be the default project
        :param hints: settings for SQL, e.g. `odps.sql.mapper.split.size`
        :type hints: dict
        :param priority: instance priority, 9 as default
        :type priority: int
        :param running_cluster: cluster to run this instance
        :param overwrite: overwrite the table, True as default
        :type overwrite: bool
        :param drop_table: drop table if exists, False as default
        :type drop_table: bool
        :param create_table: create table first if not exits, True as default
        :type create_table: bool
        :param drop_partition: drop partition if exists, False as default
        :type drop_partition: bool
        :param create_partition: create partition if not exists, None as default
        :type create_partition: bool
        :param cast: cast all columns' types as the existed table, False as default
        :type cast: bool
        :return: :class:`odps.df.DataFrame`

        :Example:

        >>> df = df['name', 'id', 'ds']
        >>> df.persist('odps_new_table')
        >>> df.persist('odps_new_table', partition='pt=test')
        >>> df.persist('odps_new_table', partitions=['ds'])
        """
        if lifecycle is None and options.lifecycle is not None:
            lifecycle = \
                options.lifecycle if not name.startswith(TEMP_TABLE_PREFIX) \
                    else options.temp_lifecycle

        return self._handle_delay_call('persist', self, name, partitions=partitions, partition=partition,
                                       lifecycle=lifecycle, project=project, **kwargs)

    def cache(self, mem=False):
        self._need_cache = True
        self._mem_cache = mem
        self._ban_optimize = True
        return self

    def uncache(self):
        self._need_cache = False
        self._mem_cache = False

        from ..backends.context import context
        context.uncache(self)

    def verify(self):
        """
        Verify if this expression can be compiled into ODPS SQL.

        :return: True if compilation succeed else False
        :rtype: bool
        """

        try:
            self.compile()

            return True
        except:
            return False

    def _repr(self):
        from .formatter import ExprFormatter

        formatter = ExprFormatter(self)
        return formatter()

    def ast(self):
        """
        Return the AST string.

        :return: AST tree
        :rtype: str
        """

        return self._repr()

    @_wrap_method_repr
    def __getattribute__(self, attr):
        try:
            return super(Expr, self).__getattribute__(attr)
        except AttributeError as e:
            if not attr.startswith('_'):
                new_attr = '_%s' % attr
                if new_attr in object.__getattribute__(self, '_args_indexes'):
                    try:
                        return object.__getattribute__(self, new_attr)
                    except AttributeError:
                        return

            raise

    def _defunc(self, field):
        return field(self) if inspect.isfunction(field) else field

    @property
    def optimize_banned(self):
        return self._ban_optimize

    @optimize_banned.setter
    def optimize_banned(self, val):
        self._ban_optimize = val

    @property
    def args(self):
        if not self._deps:
            return super(Expr, self).args
        return super(Expr, self).args + self.deps

    @property
    def deps(self):
        if self._deps is None:
            return
        return tuple(dep if not isinstance(dep, tuple) else dep[0]
                     for dep in self._deps)

    def add_deps(self, *deps):
        dependencies = []
        if len(deps) == 1 and isinstance(deps[0], Iterable):
            dependencies.append([d for d in dependencies
                                 if isinstance(d, Expr)])
        else:
            dependencies.extend(deps)

        if getattr(self, '_deps', None) is None:
            self._deps = dependencies
        else:
            self._deps.extend(dependencies)

    def substitute(self, old_arg, new_arg, dag=None):
        super(Expr, self).substitute(old_arg, new_arg, dag=dag)

        new_deps = []
        if self._deps is not None:
            for dep in self._deps:
                if isinstance(dep, tuple):
                    node = dep[0]
                    if node is old_arg:
                        new_deps.append((new_arg, ) + dep[1:])
                    else:
                        new_deps.append(dep)
                else:
                    if dep is old_arg:
                        new_deps.append(new_arg)
                    else:
                        new_deps.append(dep)

        self._deps = new_deps

    def rebuild(self):
        # used in the dynamic setting, do nothing by default
        # `rebuild` will copy itself, and apply all changes to the new one
        return self.copy()

    def __hash__(self):
        return self._node_id * hash(Expr)

    def __eq__(self, other):
        try:
            return self._eq(other)
        except AttributeError:
            # Due to current complexity of parent's eq,
            # by now, every expression is unequal
            return self is other

    def __ne__(self, other):
        try:
            return self._ne(other)
        except AttributeError:
            return not super(Expr, self).__eq__(other)

    def __lt__(self, other):
        return self._lt(other)

    def __le__(self, other):
        return self._le(other)

    def __gt__(self, other):
        return self._gt(other)

    def __ge__(self, other):
        return self._ge(other)

    def __add__(self, other):
        return self._add(other)

    def __radd__(self, other):
        return self._radd(other)

    def __mul__(self, other):
        return self._mul(other)

    def __rmul__(self, other):
        return self._rmul(other)

    def __div__(self, other):
        return self._div(other)

    def __rdiv__(self, other):
        return self._rdiv(other)

    __truediv__ = __div__
    __rtruediv__ = __rdiv__

    def __floordiv__(self, other):
        return self._floordiv(other)

    def __rfloordiv__(self, other):
        return self._rfloordiv(other)

    def __mod__(self, other):
        return self._mod(other)

    def __rmod__(self, other):
        return self._rmod(other)

    def __sub__(self, other):
        return self._sub(other)

    def __rsub__(self, other):
        return self._rsub(other)

    def __pow__(self, power):
        return self._pow(power)

    def __rpow__(self, power):
        return self._rpow(power)

    def __or__(self, other):
        return self._or(other)

    def __ror__(self, other):
        return self._ror(other)

    def __and__(self, other):
        return self._and(other)

    def __rand__(self, other):
        return self._rand(other)

    def __neg__(self):
        return self._neg()

    def __invert__(self):
        return self._invert()

    def __abs__(self):
        return self._abs()


[docs]class CollectionExpr(Expr):
    """
    Collection represents for the two-dimensions data.

    :Example:

    >>> # projection
    >>> df = DataFrame(o.get_table('my_table')) # DataFrame is actually a CollectionExpr
    >>> df['name', 'id']  # projection some columns
    >>> df[[df.name, df.id]]  # projection
    >>> df[df]  # means nothing, but get all the columns
    >>> df[df, df.name.lower().rename('name2')]  # projection a new columns `name2` besides all the original columns
    >>> df.select(df, name2=df.name.lower())  # projection by `select`
    >>> df.exclude('name')  # projection all columns but `name`
    >>> df[df.exclude('name'), df.name.lower()]  # `name` will not conflict any more
    >>>
    >>> # filter
    >>> df[(df.id < 3) & (df.name != 'test')]
    >>> df.filter(df.id < 3, df.name != 'test')
    >>>
    >>> # slice
    >>> df[: 10]
    >>> df.limit(10)
    >>>
    >>> # Sequence
    >>> df.name # an instance of :class:`odps.df.expr.expressions.SequenceExpr`
    >>>
    >>> # schema or dtypes
    >>> df.dtypes
    odps.Schema {
      name    string
      id      int64
    }
    >>> df.schema
    odps.Schema {
      name    string
      id      int64
    }
    """

    __slots__ = (
        '_schema', '_source_data', '_proxy',
        '_ml_fields_cache', '_ml_uplink', '_ml_operations',
    )
    node_name = 'Collection'

    def _init(self, *args, **kwargs):
        self._init_attr('_source_data', None)
        self._init_attr('_proxy', None)

        self._init_attr('_ml_fields_cache', None)
        self._init_attr('_ml_uplink', [])
        self._init_attr('_ml_operations', [])

        super(CollectionExpr, self)._init(*args, **kwargs)

        if hasattr(self, '_schema') and any(it is None for it in self._schema.names):
            raise TypeError('Schema cannot has field whose name is None')

    def __dir__(self):
        dir_set = set(dir2(self)) | set([c.name for c in self.schema if isvalidattr(c.name)])
        return sorted(dir_set)

    def __getitem__(self, item):
        item = self._defunc(item)
        if isinstance(item, tuple):
            item = list(item)
        if isinstance(item, CollectionExpr):
            item = [item, ]

        if isinstance(item, six.string_types):
            return self._get_field(item)
        elif isinstance(item, slice):
            if item.start is None and item.stop is None and item.step is None:
                return self
            return self._slice(item)
        elif isinstance(item, list):
            return self._project(item)
        else:
            field = self._get_field(item)
            if isinstance(field, BooleanSequenceExpr):
                return self.filter(item)

        if isinstance(item, SequenceExpr):
            raise ExpressionError('No boolean sequence found for filtering, '
                                  'a tuple or list is required for projection')
        raise ExpressionError('Not supported projection: collection[%s]' % repr_obj(item))

    def _set_field(self, value, value_dag=None):
        expr = self.copy() if self._proxy is None else self._proxy._input

        if value_dag is None:
            value_dag = value.to_dag(copy=False, validate=False)

        if value_dag.contains_node(self):
            value_dag.substitute(self, expr)
            value = value_dag.root

        if self._proxy is not None:
            self._proxy._setitem(value, value_dag=value_dag)
            return

        fields = [f if f != value.name else value for f in self._schema.names]
        if value.name not in self._schema:
            fields.append(value)
        # make the isinstance to check the proxy type
        self.__class__ = type(self.__class__.__name__, (self.__class__,), {})
        self._proxy = expr.select(fields)

    def __setitem__(self, key, value):
        if not isinstance(value, Expr) and value is not None:
            value = Scalar(value)

        if not isinstance(key, tuple):
            if value is None:
                raise ValueError('Cannot determine type for column %s with None value.' % key)
            column_name = key
            value = value.rename(column_name)
        else:
            conds = key[:-1]
            conds = [self._defunc(c) for c in conds]
            if not all(isinstance(c.dtype, types.Boolean) for c in conds):
                raise ValueError('Conditions should be boolean expressions or boolean columns')
            if len(conds) == 1:
                cond = conds[0]
            else:
                cond = reduce(operator.and_, conds)
            column_name = key[-1]
            if column_name not in self._schema:
                if value is None:
                    raise ValueError('Cannot determine type for column %s with None value.' % key)
                default_col = Scalar(_value_type=value.dtype)
            else:
                default_col = self[column_name]
                if value is None:
                    value = Scalar(_value_type=default_col.dtype)
            value = cond.ifelse(value, default_col).rename(column_name)
        self._set_field(value)

    def __delitem__(self, key):
        if key not in self.schema:
            raise KeyError('Field({0}) does not exist'.format(key))

        if self._proxy is not None:
            return self._proxy._delitem(key)

        fields = [n for n in self._schema.names if n != key]
        # make the instance to check the proxy type
        self.__class__ = type(self.__class__.__name__, (self.__class__,), {})
        self._proxy = self.copy().select(fields)

    def __delattr__(self, item):
        if item in self._schema:
            return self.__delitem__(item)

        super(CollectionExpr, self).__delattr__(item)

    def __setattr__(self, key, value):
        try:
            if key != '_proxy' and object.__getattribute__(self, '_proxy'):
                return setattr(self._proxy, key, value)
        except AttributeError:
            pass

        Expr.__setattr__(self, key, value)

    def __getattribute__(self, attr):
        try:
            proxy = object.__getattribute__(self, '_proxy')
            if attr == '_proxy':
                return proxy

            if proxy:
                # delegate everything to proxy object
                return getattr(proxy, attr)
        except AttributeError:
            pass

        try:
            if attr in object.__getattribute__(self, '_schema')._name_indexes:
                cls_attr = getattr(type(self), attr, None)
                if cls_attr is None or inspect.ismethod(cls_attr) or inspect.isfunction(cls_attr):
                    return self[attr]
        except AttributeError:
            pass

        return super(CollectionExpr, self).__getattribute__(attr)

[docs]    def query(self, expr):
        """
        Query the data with a boolean expression.

        :param expr: the query string, you can use '@' character refer to environment variables.
        :return: new collection
        :rtype: :class:`odps.df.expr.expressions.CollectionExpr`

        """
        from .query import CollectionVisitor

        if not isinstance(expr, six.string_types):
            raise ValueError('expr must be a string')

        frame = sys._getframe(2).f_locals
        try:
            env = frame.copy()
        finally:
            del frame

        visitor = CollectionVisitor(self, env)
        predicate = visitor.eval(expr)
        return self.filter(predicate)


[docs]    def filter(self, *predicates):
        """
        Filter the data by predicates

        :param predicates: the conditions to filter
        :return: new collection
        :rtype: :class:`odps.df.expr.expressions.CollectionExpr`
        """
        predicates = self._get_fields(predicates)

        predicate = reduce(operator.and_, predicates)
        return FilterCollectionExpr(self, predicate, _schema=self._schema)


    @deprecated('The function `filter_partition` is deprecated, please use `filter_parts` instead'
                "and change the predicate parameter into `pt1=1,pt2=2/pt1=2,pt2=1` form.")
    @survey
    def filter_partition(self, predicate='', exclude=True):
        if isinstance(predicate, six.string_types):
            part_reprs = '/'.join(','.join(p.split('/')) for p in predicate.split(','))
        else:
            part_reprs = predicate
        return self.filter_parts(part_reprs, exclude)

[docs]    def filter_parts(self, predicate='', exclude=True):
        """
        Filter the data by partition string. A partition string looks like `pt1=1,pt2=2/pt1=2,pt2=1`, where
        comma (,) denotes 'and', while (/) denotes 'or'.

        :param str|Partition predicate: predicate string of partition filter
        :param bool exclude: True if you want to exclude partition fields, otherwise False. True for default.
        :return: new collection
        :rtype: :class:`odps.df.expr.expressions.CollectionExpr`
        """
        source = self._source_data
        if source is None:
            raise ExpressionError('Can only filter on data sources.')

        def _parse_partition_predicate(p):
            if '=' not in p:
                raise ExpressionError('Illegal partition predicate.')
            field_name, field_value = [s.strip() for s in p.split('=', 1)]
            if not hasattr(source, 'schema'):
                raise ExpressionError('filter_partition can only be applied on ODPS DataFrames')
            if field_name not in source.schema:
                raise ExpressionError('Column `%s` not exists in input collection' % field_name)
            if field_name not in source.schema._partition_schema:
                raise ExpressionError('`%s` is not a partition column' % field_name)
            part_col = self[field_name]
            if field_value.startswith('\'') or field_value.startswith('\"'):
                encoding = 'string-escape' if six.PY2 else 'unicode-escape'
                field_value = to_binary(field_value.strip('"\'')).decode(encoding)

            if isinstance(part_col.data_type, types.Integer):
                field_value = int(field_value)
            elif isinstance(part_col.data_type, types.Float):
                field_value = float(field_value)
            return part_col == field_value

        from ...models.partition import Partition
        from ...types import PartitionSpec

        if isinstance(predicate, Partition):
            predicate = predicate.partition_spec
        if isinstance(predicate, PartitionSpec):
            predicate = ','.join("%s='%s'" % (k, v) for k, v in six.iteritems(predicate.kv))

        if isinstance(predicate, list):
            predicate = '/'.join(str(s) for s in predicate)
        elif not isinstance(predicate, six.string_types):
            raise ExpressionError('Only accept string predicates.')

        if not predicate:
            predicate_obj = None
        else:
            part_formatter = lambda p: reduce(operator.and_, map(_parse_partition_predicate, p.split(',')))
            predicate_obj = reduce(operator.or_, map(part_formatter, predicate.split('/')))

        if not source.schema.partitions:
            raise ExpressionError('No partition columns in the collection.')
        if exclude:
            columns = [c for c in self.schema if c.name not in source.schema._partition_schema]
            new_schema = types.Schema.from_lists([c.name for c in columns], [c.type for c in columns])
            return FilterPartitionCollectionExpr(self, predicate_obj, _schema=new_schema, _predicate_string=predicate)
        else:
            return self.filter(predicate_obj)


    def _validate_field(self, field):
        if not isinstance(field, SequenceExpr):
            return True

        if not field.is_ancestor(self):
            return False

        for path in field.all_path(self):
            if any(isinstance(n, CollectionExpr) for n in path[1: -1]):
                return False

            from .reduction import GroupedSequenceReduction
            if any(isinstance(n, GroupedSequenceReduction) for n in path):
                return False
        return True

    @staticmethod
    def _backtrack_field(field, collection):
        from .window import RankOp

        for col in field.traverse(top_down=True, unique=True,
                                  stop_cond=lambda x: isinstance(x, (Column, RankOp))):
            if isinstance(col, Column):
                changed = is_changed(collection, col)
                if changed or changed is None:
                    return
                elif col.source_name not in collection.schema:
                    return
                else:
                    col.substitute(col._input, collection)
            elif isinstance(col, RankOp) and col._input is not collection:
                col.substitute(col._input, collection)

        return field

    def _get_field(self, field):
        from .reduction import GroupedSequenceReduction

        field = self._defunc(field)

        if isinstance(field, six.string_types):
            if field not in self._schema:
                raise ValueError('Field(%s) does not exist, please check schema' % field)
            cls = Column
            if callable(getattr(type(self), field, None)):
                cls = CallableColumn
            return cls(self, _name=field, _data_type=self._schema[field].type)

        if not self._validate_field(field):
            new_field = None
            if not isinstance(field, GroupedSequenceReduction):
                # the reduction is not allowed
                new_field = self._backtrack_field(field, self)
            if new_field is None:
                raise ExpressionError('Cannot support projection on %s' % repr_obj(field))
            field = new_field
        return field

    def _get_fields(self, fields, ret_raw_fields=False):
        selects = []
        raw_selects = []

        for field in fields:
            field = self._defunc(field)
            if isinstance(field, CollectionExpr):
                if any(c is self for c in field.children()):
                    selects.extend(self._get_fields(field._project_fields))
                else:
                    selects.extend(self._get_fields(field._fetch_fields()))
                raw_selects.append(field)
            else:
                select = self._get_field(field)
                selects.append(select)
                raw_selects.append(select)

        if ret_raw_fields:
            return selects, raw_selects
        return selects

    @classmethod
    def _backtrack_lateral_view(cls, lv, collection):
        if isinstance(lv.input, ProjectCollectionExpr):
            src_inputs = (lv.input, lv.input.input)
        else:
            src_inputs = (lv.input,)
        lv_copy = lv.copy(_id=None, _lateral_view=True)

        cur = collection
        while cur not in src_inputs and isinstance(cur, (ProjectCollectionExpr, FilterCollectionExpr)):
            cur = cur.input
        if cur not in src_inputs:
            raise ExpressionError("Input of 'apply' in lateral views can only be "
                                  "simple column selections")
        if cur is lv.input:
            apply_src = lv_copy
        else:
            apply_src = lv_copy.input

        if collection is apply_src.input:
            return lv_copy

        for f in apply_src._fields:
            cls._backtrack_field(f, collection)
        lv_copy.substitute(apply_src.input, collection)
        return lv_copy

    def _filter_lateral_views(self, fields):
        from .collections import RowAppliedCollectionExpr
        from .merge import JoinFieldMergedCollectionExpr, JoinCollectionExpr, UnionCollectionExpr

        walk_through_collections = (JoinCollectionExpr, UnionCollectionExpr,
                                    JoinFieldMergedCollectionExpr)

        lateral_views = []
        for field in fields:
            if not isinstance(field, RowAppliedCollectionExpr):
                continue
            else:
                is_lv = True
                stop_cond = lambda n: n is not self and isinstance(n, CollectionExpr) \
                                      and not isinstance(n, walk_through_collections)
                for coll in self.traverse(unique=True, stop_cond=stop_cond):
                    if coll is field:
                        is_lv = False
                        break
                if is_lv:
                    lateral_views.append(field)
        return lateral_views

    def _project(self, fields):
        field_lvs = self._filter_lateral_views(fields)
        lv_id_set = set(id(f) for f in field_lvs)

        selects = []
        lateral_views = []
        for idx, field in enumerate(fields):
            if id(field) not in lv_id_set:
                s = self._get_fields([field])
                selects.extend(s)
            else:
                lv = self._backtrack_lateral_view(field, self)
                lateral_views.append(lv)
                selects.extend(lv.columns)

        names = [f.name for f in selects]
        typos = [f.dtype for f in selects]

        if not lateral_views and all(isinstance(it, Scalar) for it in selects):
            return self._summary(selects)

        if len(names) != len(set(names)):
            counts = defaultdict(lambda: 0)
            for n in names:
                counts[n] += 1
            raise ExpressionError('Duplicate column names: %s' %
                                  ', '.join(n for n in counts if counts[n] > 1))

        if lateral_views:
            return LateralViewCollectionExpr(self, _fields=selects, _lateral_views=lateral_views,
                                             _schema=types.Schema.from_lists(names, typos))
        else:
            return ProjectCollectionExpr(self, _fields=selects,
                                         _schema=types.Schema.from_lists(names, typos))

[docs]    def select(self, *fields, **kw):
        """
        Projection columns. Remember to avoid column names' conflict.

        :param fields: columns to project
        :param kw: columns and their names to project
        :return: new collection
        :rtype: :class:`odps.df.expr.expression.CollectionExpr`
        """
        if len(fields) == 1 and isinstance(fields[0], list):
            fields = fields[0]
        else:
            fields = list(fields)
        if kw:
            def handle(it):
                it = self._defunc(it)
                if not isinstance(it, Expr):
                    it = Scalar(it)
                return it
            fields.extend([handle(f).rename(new_name)
                           for new_name, f in six.iteritems(kw)])

        return self._project(fields)


[docs]    def exclude(self, *fields):
        """
        Projection columns which not included in the fields

        :param fields: field names
        :return: new collection
        :rtype: :class:`odps.df.expr.expression.CollectionExpr`
        """

        if len(fields) == 1 and isinstance(fields[0], list):
            exclude_fields = fields[0]
        else:
            exclude_fields = list(fields)

        exclude_fields = [self._defunc(it) for it in exclude_fields]
        exclude_fields = [field.name if not isinstance(field, six.string_types) else field
                          for field in exclude_fields]

        fields = [name for name in self._schema.names
                  if name not in exclude_fields]

        return self._project(fields)


    def _summary(self, fields):
        names = [field if isinstance(field, six.string_types) else field.name
                 for field in fields]
        typos = [self._schema.get_type(field) if isinstance(field, six.string_types)
                 else field.dtype for field in fields]
        if None in names:
            raise ExpressionError('Column does not have a name, '
                                  'please specify one by `rename`')
        return Summary(_input=self, _fields=fields,
                       _schema=types.Schema.from_lists(names, typos))

    def _slice(self, slices):
        return SliceCollectionExpr(self, _indexes=slices, _schema=self._schema)

    @property
    def schema(self):
        return self._schema

    @property
    def odps_schema(self):
        from ..backends.odpssql.types import df_schema_to_odps_schema
        return df_schema_to_odps_schema(self.schema)

    @property
    def columns(self):
        """
        :return: columns
        :rtype: list which each element is a Column
        """

        return [self[n] for n in self._schema.names]

    def _fetch_fields(self):
        return [self._get_field(name) for name in self._schema.names]

    @property
    def _project_fields(self):
        return self._fetch_fields()

    def _data_source(self):
        if hasattr(self, '_source_data') and self._source_data is not None:
            yield self._source_data

    def __getattr__(self, attr):
        try:
            obj = super(CollectionExpr, self).__getattribute__(attr)

            return obj
        except AttributeError as e:
            if attr in object.__getattribute__(self, '_schema')._name_indexes:
                return self[attr]

            raise e

    def output_type(self):
        return 'collection'

[docs]    def limit(self, n):
        """
        limit n records

        :param n: n records
        :return:
        """

        return self[:n]


[docs]    def head(self, n=None, **kwargs):
        """
        Return the first n rows. Execute at once.

        :param n:
        :return: result frame
        :rtype: :class:`odps.df.backends.frame.ResultFrame`
        """
        if n is None:
            n = options.display.max_rows
        return self._handle_delay_call('execute', self, head=n, **kwargs)


[docs]    def tail(self, n=None, **kwargs):
        """
        Return the last n rows. Execute at once.

        :param n:
        :return: result frame
        :rtype: :class:`odps.df.backends.frame.ResultFrame`
        """
        if n is None:
            n = options.display.max_rows
        return self._handle_delay_call('execute', self, tail=n, **kwargs)


[docs]    def to_pandas(self, wrap=False, **kwargs):
        """
        Convert to pandas DataFrame. Execute at once.

        :param wrap: if True, wrap the pandas DataFrame into a PyODPS DataFrame
        :return: pandas DataFrame
        """

        try:
            import pandas as pd
        except ImportError:
            raise DependencyNotInstalledError(
                    'to_pandas requires `pandas` library')

        def wrapper(result):
            res = result.values
            if wrap:
                from .. import DataFrame
                return DataFrame(res, schema=self.schema)
            return res

        return self.execute(wrapper=wrapper, **kwargs)


    @property
    def dtypes(self):
        return self.schema

[docs]    def view(self):
        """
        Clone a same collection. useful for self-join.

        :return:
        """
        proxied = get_proxied_expr(self)
        kv = dict((attr, getattr(proxied, attr)) for attr in get_attrs(proxied))
        return type(proxied)(**kv)


    def describe(self):
        from .. import output

        numeric_methods = OrderedDict([
            ('count', lambda f: f.count().rename(col.name + '_count')),
            ('mean', lambda f: f.mean()),
            ('std', lambda f: f.std()),
            ('min', lambda f: f.min()),
            ('quantile_25', lambda f: f.quantile(0.25).rename(col.name + '_quantile_25')),
            ('quantile_50', lambda f: f.quantile(0.5).rename(col.name + '_quantile_50')),
            ('quantile_75', lambda f: f.quantile(0.75).rename(col.name + '_quantile_75')),
            ('max', lambda f: f.max()),
        ])
        string_methods = OrderedDict([
            ('count', lambda f: f.count().rename(col.name + '_count')),
            ('unique', lambda f: f.nunique().rename(col.name + '_unique')),
        ])

        aggs = []
        output_names = []
        output_types = []

        def produce_stat_fields(col, methods):
            output_names.append(col.name)
            fields = []
            tps = []
            for func in six.itervalues(methods):
                field = func(self[col.name])
                fields.append(field)
                tps.append(field.dtype)
            t = highest_precedence_data_type(*tps)
            output_types.append(t)
            aggs.extend([f.astype(t) if t == types.decimal else f for f in fields])

        if any(types.is_number(col.type) for col in self.schema.columns):
            methods = numeric_methods
            for col in self.schema.columns:
                if types.is_number(col.type):
                    produce_stat_fields(col, numeric_methods)
        else:
            methods = string_methods
            for col in self.schema.columns:
                produce_stat_fields(col, string_methods)

        summary = self[aggs]
        methods_names = lkeys(methods)

        @output(['type'] + output_names, ['string'] + output_types)
        def to_methods(row):
            for method in methods_names:
                values = [None] * len(output_names)
                for i, field_name in enumerate(output_names):
                    values[i] = getattr(row, '%s_%s' % (field_name, method.split('(', 1)[0]))
                yield [method, ] + values

        return summary.apply(to_methods, axis=1)

    def accept(self, visitor):
        if self._source_data is not None:
            visitor.visit_source_collection(self)
        else:
            raise NotImplementedError

    def get_cached(self, data):
        try:
            if hasattr(data, 'reload'):
                data.reload()
        except NoSuchObject:
            from ..backends.context import context
            context.uncache(self)
            return None

        coll = CollectionExpr(_source_data=data, _schema=self._schema)
        for attr in CollectionExpr.__slots__:
            if not attr.startswith('_ml_'):
                continue
            if hasattr(self, attr):
                setattr(coll, attr, getattr(self, attr))
        return coll



_cached_typed_expr = dict()


class TypedExpr(Expr):
    __slots__ = '_name', '_source_name'

    @classmethod
    def _get_type(cls, *args, **kwargs):
        # return the data type which extracted from args and kwargs
        raise NotImplementedError

    @classmethod
    def _typed_classes(cls, *args, **kwargs):
        # return allowed data types
        raise NotImplementedError

    @classmethod
    def _base_class(cls, *args, **kwargs):
        # base class, SequenceExpr or Scalar
        raise NotImplementedError

    @classmethod
    def _new_cls(cls, *args, **kwargs):
        data_type = cls._get_type(*args, **kwargs)
        if data_type:
            base_class = cls._base_class(*args, **kwargs)
            typed_classes = cls._typed_classes(*args, **kwargs)

            data_type = types.validate_data_type(data_type)
            name = data_type.CLASS_NAME + base_class.__name__
            # get the typed class, e.g. Int64SequenceExpr, StringScalar
            typed_cls = globals().get(name)
            if typed_cls is None:
                raise TypeError("Name {} doesn't exist".format(name))

            if issubclass(cls, typed_cls):
                return cls
            elif cls == base_class:
                return typed_cls
            elif cls in typed_classes:
                return typed_cls

            keys = (cls, typed_cls)
            if keys in _cached_typed_expr:
                return _cached_typed_expr[keys]

            mros = inspect.getmro(cls)
            has_data_type = len([sub for sub in mros if sub in typed_classes]) > 0
            if has_data_type:
                mros = mros[1:]
            subs = [sub for sub in mros if sub not in typed_classes]
            subs.insert(1, typed_cls)

            bases = []
            for sub in subs[::-1]:
                for i in range(len(bases)):
                    if bases[i] is None:
                        continue
                    if issubclass(sub, bases[i]):
                        bases[i] = None
                bases.append(sub)
            bases = tuple(base for base in bases if base is not None)

            dic = dict()
            if hasattr(cls, '_args'):
                dic['_args'] = cls._args
            dic['__slots__'] = cls.__slots__ + getattr(cls, '_slots', ())
            dic['_add_args_slots'] = True
            try:
                accept_cls = next(c for c in bases if c.__name__ == cls.__name__)
                if hasattr(accept_cls, 'accept'):
                    dic['accept'] = accept_cls.accept
            except StopIteration:
                pass
            clz = type(cls.__name__, bases, dic)
            _cached_typed_expr[keys] = clz
            return clz
        else:
            return cls

    def __new__(cls, *args, **kwargs):
        clz = cls._new_cls(*args, **kwargs)
        return super(TypedExpr, clz).__new__(clz)

    @classmethod
    def _new(cls, *args, **kwargs):
        return cls._new_cls(*args, **kwargs)(*args, **kwargs)

    def is_renamed(self):
        return self._name is not None and self._source_name is not None and \
               self._name != self._source_name

    def rename(self, new_name):
        if new_name == self._name:
            return self

        attr_dict = dict((attr, getattr(self, attr, None)) for attr in get_attrs(self))
        attr_dict['_source_name'] = self._source_name
        attr_dict['_name'] = new_name

        return type(self)(**attr_dict)

    @property
    def name(self):
        return self._name

    @property
    def source_name(self):
        return self._source_name

    def astype(self, data_type):
        raise NotImplementedError

    def cast(self, t):
        return self.astype(t)

    def eval(self, str_expr, rewrite=False):
        from .query import SequenceVisitor

        if not isinstance(str_expr, six.string_types):
            raise ValueError('expr must be a string')

        frame = sys._getframe(2).f_locals
        try:
            env = frame.copy()
        finally:
            del frame

        visitor = SequenceVisitor(self, env)
        return visitor.eval(str_expr, rewrite=rewrite)


[docs]class SequenceExpr(TypedExpr):
    """
    Sequence represents for 1-dimension data.
    """

    __slots__ = (
        '_data_type', '_source_data_type',
        '_ml_fields_cache', '_ml_uplink', '_ml_operations',
    )

    @classmethod
    def _get_type(cls, *args, **kwargs):
        return types.validate_data_type(kwargs.get('_data_type'))

    @classmethod
    def _typed_classes(cls, *args, **kwargs):
        return _typed_sequence_exprs

    @classmethod
    def _base_class(cls, *args, **kwargs):
        return SequenceExpr

    def _init(self, *args, **kwargs):
        self._init_attr('_name', None)

        self._init_attr('_ml_fields_cache', None)
        self._init_attr('_ml_uplink', [])
        self._init_attr('_ml_operations', [])
        super(SequenceExpr, self)._init(*args, **kwargs)

        if '_data_type' in kwargs:
            self._data_type = types.validate_data_type(kwargs.get('_data_type'))

        if '_source_name' not in kwargs:
            self._source_name = self._name

        if '_source_data_type' in kwargs:
            self._source_data_type = types.validate_data_type(kwargs.get('_source_data_type'))
        else:
            self._source_data_type = self._data_type

    def cache(self, mem=False):
        raise ExpressionError('Cache operation does not support for sequence.')

[docs]    def head(self, n=None, **kwargs):
        """
        Return first n rows. Execute at once.

        :param n:
        :return: result frame
        :rtype: :class:`odps.df.expr.expressions.CollectionExpr`
        """
        if n is None:
            n = options.display.max_rows
        return self._handle_delay_call('execute', self, head=n, **kwargs)


[docs]    def tail(self, n=None, **kwargs):
        """
        Return the last n rows. Execute at once.

        :param n:
        :return:
        """

        if n is None:
            n = options.display.max_rows
        return self._handle_delay_call('execute', self, tail=n, **kwargs)


[docs]    def to_pandas(self, wrap=False, **kwargs):
        """
        Convert to pandas Series. Execute at once.

        :param wrap: if True, wrap the pandas DataFrame into a PyODPS DataFrame
        :return: pandas Series
        """

        try:
            import pandas as pd
        except ImportError:
            raise DependencyNotInstalledError(
                    'to_pandas requires for `pandas` library')

        def wrapper(result):
            df = result.values
            if wrap:
                from .. import DataFrame
                df = DataFrame(df)
            return df[self.name]

        return self.execute(wrapper=wrapper, **kwargs)


    @property
    def data_type(self):
        return self._data_type

    @property
    def source_data_type(self):
        return self._source_data_type

    @property
    def dtype(self):
        """
        Return the data type. Available types:
        int8, int16, int32, int64, float32, float64, boolean, string, decimal, datetime

        :return: the data type
        """
        return self._data_type

[docs]    def astype(self, data_type):
        """
        Cast to a new data type.

        :param data_type: the new data type
        :return: casted sequence

        :Example:

        >>> df.id.astype('float')
        """

        data_type = types.validate_data_type(data_type)

        if data_type == self._data_type:
            return self

        attr_dict = dict()
        attr_dict['_data_type'] = data_type
        attr_dict['_source_data_type'] = self._source_data_type
        attr_dict['_input'] = self

        new_sequence = AsTypedSequenceExpr(**attr_dict)

        return new_sequence


    def output_type(self):
        return 'sequence(%s)' % repr(self._data_type)

    def accept(self, visitor):
        visitor.visit_sequence(self)



class BooleanSequenceExpr(SequenceExpr):
    def _init(self, *args, **kwargs):
        super(BooleanSequenceExpr, self)._init(*args, **kwargs)
        self._data_type = types.boolean


class Int8SequenceExpr(SequenceExpr):
    def _init(self, *args, **kwargs):
        super(Int8SequenceExpr, self)._init(*args, **kwargs)
        self._data_type = types.int8


class Int16SequenceExpr(SequenceExpr):
    def _init(self, *args, **kwargs):
        super(Int16SequenceExpr, self)._init(*args, **kwargs)
        self._data_type = types.int16


class Int32SequenceExpr(SequenceExpr):
    def _init(self, *args, **kwargs):
        super(Int32SequenceExpr, self)._init(*args, **kwargs)
        self._data_type = types.int32


[docs]class Int64SequenceExpr(SequenceExpr):
    def _init(self, *args, **kwargs):
        super(Int64SequenceExpr, self)._init(*args, **kwargs)
        self._data_type = types.int64



class Float32SequenceExpr(SequenceExpr):
    def _init(self, *args, **kwargs):
        super(Float32SequenceExpr, self)._init(*args, **kwargs)
        self._data_type = types.float32


class Float64SequenceExpr(SequenceExpr):
    def _init(self, *args, **kwargs):
        super(Float64SequenceExpr, self)._init(*args, **kwargs)
        self._data_type = types.float64


class DecimalSequenceExpr(SequenceExpr):
    def _init(self, *args, **kwargs):
        super(DecimalSequenceExpr, self)._init(*args, **kwargs)
        self._data_type = types.decimal


[docs]class StringSequenceExpr(SequenceExpr):
    def _init(self, *args, **kwargs):
        super(StringSequenceExpr, self)._init(*args, **kwargs)
        self._data_type = types.string



class DatetimeSequenceExpr(SequenceExpr):
    def _init(self, *args, **kwargs):
        super(DatetimeSequenceExpr, self)._init(*args, **kwargs)
        self._data_type = types.datetime


class BinarySequenceExpr(SequenceExpr):
    def _init(self, *args, **kwargs):
        super(BinarySequenceExpr, self)._init(*args, **kwargs)
        self._data_type = types.binary


class ListSequenceExpr(SequenceExpr):
    def _init(self, *args, **kwargs):
        super(ListSequenceExpr, self)._init(*args, **kwargs)


class DictSequenceExpr(SequenceExpr):
    def _init(self, *args, **kwargs):
        super(DictSequenceExpr, self)._init(*args, **kwargs)


class TimestampSequenceExpr(SequenceExpr):
    def _init(self, *args, **kwargs):
        super(TimestampSequenceExpr, self)._init(*args, **kwargs)
        self._data_type = types.timestamp


class UnknownSequenceExpr(SequenceExpr):
    def _init(self, *args, **kwargs):
        super(UnknownSequenceExpr, self)._init(*args, **kwargs)
        if not isinstance(self._data_type, types.Unknown):
            self._data_type = types.Unknown()


_typed_sequence_exprs = [globals()[t.__class__.__name__ + SequenceExpr.__name__]
                         for t in types._data_types.values()]

number_sequences = [globals().get(repr(t).capitalize() + SequenceExpr.__name__)
                    for t in types.number_types()]

int_number_sequences = [globals().get(repr(t).capitalize() + SequenceExpr.__name__)
                        for t in types.number_types() if repr(t).startswith('int')]


class AsTypedSequenceExpr(SequenceExpr):
    _args = '_input',
    node_name = "TypedSequence"

    @property
    def input(self):
        return self._input

    def accept(self, visitor):
        return visitor.visit_cast(self)

    @property
    def name(self):
        return self._name or self._input.name

    @property
    def source_name(self):
        return self._source_name or self._input.source_name

    @property
    def dtype(self):
        return self._data_type or self._input.data_type

    @property
    def source_type(self):
        return self._source_data_type or self._input._source_data_type

    def rebuild(self):
        attr_dict = self._attr_dict()
        tp = self._copy_type()
        if isinstance(attr_dict['_source_data_type'], types.Unknown):
            attr_dict['_source_data_type'] = self._input.dtype
        return tp(**attr_dict)


class Column(SequenceExpr):
    _args = '_input',

    @property
    def input(self):
        return self._input

    def rebuild(self):
        attr_dict = self._attr_dict()
        tp = self._copy_type()
        new_col = self.input[self.source_name]
        for attr in ('_source_data_type', '_data_type'):
            if isinstance(attr_dict[attr], types.Unknown):
                attr_dict[attr] = new_col.dtype
        return tp(**attr_dict)

    def accept(self, visitor):
        return visitor.visit_column(self)


class CallableColumn(Column):
    def __call__(self, *args, **kwargs):
        return getattr(type(self._input), self.source_name)(self._input, *args, **kwargs)


[docs]class Scalar(TypedExpr):
    """
    Represent for the scalar type.

    :param _value: value of the scalar
    :param _value_type: value type of the scalar

    :Example:
    >>> df[df, Scalar(4).rename('append_const')]
    """

    __slots__ = '_value', '_value_type', '_source_value_type'

    @classmethod
    def _get_type(cls, *args, **kwargs):
        value = args[0] if len(args) > 0 else None
        value_type = args[1] if len(args) > 1 else None

        val = kwargs.get('_value')
        if val is None:
            val = value

        value_type = kwargs.get('_value_type', None) or value_type

        if val is None and value_type is None:
            raise ValueError('Either value or value_type should be provided')

        if val is not None and not isinstance(val, NodeMetaclass):
            return types.validate_value_type(val, value_type)
        else:
            return types.validate_data_type(value_type)

    @classmethod
    def _typed_classes(cls, *args, **kwargs):
        return _typed_scalar_exprs

    @classmethod
    def _base_class(cls, *args, **kwargs):
        return Scalar

    @classmethod
    def _transform(cls, *args, **kwargs):
        value = args[0] if len(args) > 0 else None
        value_type = args[1] if len(args) > 1 else None

        if ('_value' not in kwargs or kwargs['_value'] is None) and \
                value is not None:
            kwargs['_value'] = value
        if ('_value_type' not in kwargs or kwargs['_value_type'] is None) and \
                value_type is not None:
            kwargs['_value_type'] = types.validate_data_type(value_type)

        if kwargs.get('_value') is not None:
            kwargs['_value_type'] = types.validate_value_type(kwargs.get('_value'),
                                                              kwargs.get('_value_type'))

        if '_source_name' not in kwargs:
            kwargs['_source_name'] = kwargs.get('_name')

        if '_source_value_type' in kwargs:
            kwargs['_source_value_type'] = types.validate_data_type(kwargs['_source_value_type'])
        else:
            kwargs['_source_value_type'] = kwargs['_value_type']
        return kwargs

    def __new__(cls, *args, **kwargs):
        kwargs = cls._transform(*args, **kwargs)
        return super(Scalar, cls).__new__(cls, **kwargs)

    def _init(self, *args, **kwargs):
        self._init_attr('_name', None)
        self._init_attr('_value', None)

        kwargs = self._transform(*args, **kwargs)
        super(Scalar, self)._init(**kwargs)

    def equals(self, other):
        return super(Scalar, self).equals(other)

    @property
    def value(self):
        return self._value

    @property
    def value_type(self):
        return self._value_type

    @property
    def dtype(self):
        return self._value_type

    def output_type(self):
        return 'Scalar[%s]' % repr(self._value_type)

    def astype(self, value_type):
        value_type = types.validate_data_type(value_type)

        if value_type == self._value_type:
            return self

        attr_dict = dict()

        attr_dict['_input'] = self
        attr_dict['_value_type'] = value_type
        attr_dict['_source_value_type'] = self._source_value_type

        new_scalar = AsTypedScalar(**attr_dict)

        return new_scalar

    def to_sequence(self):
        if self._value is None:
            attr_values = dict((attr, getattr(self, attr)) for attr in get_attrs(self))

            attr_values['_data_type'] = attr_values.pop('_value_type')
            if '_source_value_type' in attr_values:
                attr_values['_source_data_type'] = attr_values.pop('_source_value_type')
            del attr_values['_value']

            cls = next(c for c in inspect.getmro(type(self))[1:]
                       if c.__name__ == type(self).__name__ and not issubclass(c, Scalar))
            seq = cls._new(**attr_values)
            return seq

        raise ExpressionError('Cannot convert valued scalar to sequence')

    def accept(self, visitor):
        visitor.visit_scalar(self)

    def get_cached(self, data):
        return Scalar(_value=data, _value_type=self.dtype)



class AsTypedScalar(Scalar):
    _args = '_input',
    node_name = "TypedScalar"

    def accept(self, visitor):
        return visitor.visit_cast(self)

    @property
    def name(self):
        return self._name or self._input.name

    @property
    def source_name(self):
        return self._source_name or self._input.source_name

    @property
    def value(self):
        return self._value

    @property
    def value_type(self):
        return self._value_type

    @property
    def dtype(self):
        return self._value_type

    def rebuild(self):
        attr_dict = self._attr_dict()
        tp = self._copy_type()
        if isinstance(attr_dict['_source_value_type'], types.Unknown):
            attr_dict['_source_value_type'] = self._input.dtype
        return tp(**attr_dict)

    @property
    def source_type(self):
        return self._source_value_type


class BooleanScalar(Scalar):
    def _init(self, *args, **kwargs):
        super(BooleanScalar, self)._init(*args, **kwargs)
        self._value_type = types.boolean


class Int8Scalar(Scalar):
    def _init(self, *args, **kwargs):
        super(Int8Scalar, self)._init(*args, **kwargs)
        self._value_type = types.int8


class Int16Scalar(Scalar):
    def _init(self, *args, **kwargs):
        super(Int16Scalar, self)._init(*args, **kwargs)
        self._value_type = types.int16


class Int32Scalar(Scalar):
    def _init(self, *args, **kwargs):
        super(Int32Scalar, self)._init(*args, **kwargs)
        self._value_type = types.int32


class Int64Scalar(Scalar):
    def _init(self, *args, **kwargs):
        super(Int64Scalar, self)._init(*args, **kwargs)
        self._value_type = types.int64


class Float32Scalar(Scalar):
    def _init(self, *args, **kwargs):
        super(Float32Scalar, self)._init(*args, **kwargs)
        self._value_type = types.float32


class Float64Scalar(Scalar):
    def _init(self, *args, **kwargs):
        super(Float64Scalar, self)._init(*args, **kwargs)
        self._value_type = types.float64


class DecimalScalar(Scalar):
    def _init(self, *args, **kwargs):
        super(DecimalScalar, self)._init(*args, **kwargs)
        self._value_type = types.decimal


class StringScalar(Scalar):
    def _init(self, *args, **kwargs):
        super(StringScalar, self)._init(*args, **kwargs)
        self._value_type = types.string


class DatetimeScalar(Scalar):
    def _init(self, *args, **kwargs):
        super(DatetimeScalar, self)._init(*args, **kwargs)
        self._value_type = types.datetime


class BinaryScalar(Scalar):
    def _init(self, *args, **kwargs):
        super(BinaryScalar, self)._init(*args, **kwargs)
        self._value_type = types.binary


class ListScalar(Scalar):
    pass


class DictScalar(Scalar):
    pass


class UnknownScalar(Scalar):
    def _init(self, *args, **kwargs):
        super(UnknownScalar, self)._init(*args, **kwargs)
        if not isinstance(self._value_type, types.Unknown):
            self._value_type = types.Unknown()


_typed_scalar_exprs = [globals()[t.__class__.__name__ + Scalar.__name__]
                       for t in types._data_types.values()]

number_scalars = [globals().get(repr(t).capitalize() + Scalar.__name__)
                  for t in types.number_types()]

int_number_scalars = [globals().get(repr(t).capitalize() + Scalar.__name__)
                      for t in types.number_types() if repr(t).startswith('int')]


class BuiltinFunction(Scalar):
    __slots__ = '_func_name', '_func_args', '_func_kwargs'

    def __init__(self, name=None, rtype=None, args=(), **kwargs):
        rtype = rtype or kwargs.pop('_value_type', types.string)
        rtype = types.validate_data_type(rtype)
        func_name = name or kwargs.pop('_func_name', None)
        func_args = args or kwargs.pop('_func_args', ())
        super(BuiltinFunction, self).__init__(_func_name=func_name,
                                              _func_args=func_args,
                                              _value_type=rtype,
                                              **kwargs)

    def accept(self, visitor):
        visitor.visit_builtin_function(self)


[docs]class RandomScalar(BuiltinFunction):
    """
    Represent for the random scalar type.

    :param seed: random seed, None by default

    :Example:
    >>> df[df, RandomScalar().rename('append_random')]
    """
    def __new__(cls, seed=None, **kw):
        args = (seed, ) if seed is not None else kw.get('_func_args', ())
        kw.update(dict(_func_name='rand', _value_type='float', _func_args=args))
        return BuiltinFunction.__new__(cls, **kw)

    def __init__(self, seed=None, **kw):
        args = (seed, ) if seed is not None else kw.get('_func_args', ())
        kw.update(dict(_func_name='rand', _value_type='float', _func_args=args))
        super(RandomScalar, self).__init__(**kw)



class FilterCollectionExpr(CollectionExpr):
    _args = '_input', '_predicate'
    node_name = 'Filter'

    def _init(self, *args, **kwargs):
        super(FilterCollectionExpr, self)._init(*args, **kwargs)

        if self._schema is None:
            self._schema = self._input.schema

    def iter_args(self):
        for it in zip(['collection', 'predicate'], self.args):
            yield it

    @property
    def input(self):
        return self._input

    def rebuild(self):
        rebuilt = super(FilterCollectionExpr, self).rebuild()
        rebuilt._schema = rebuilt.input.schema
        return rebuilt

    def accept(self, visitor):
        visitor.visit_filter_collection(self)


class ProjectCollectionExpr(CollectionExpr):
    __slots__ = '_raw_fields',
    _args = '_input', '_fields'
    _extra_args = '_raw_fields',
    node_name = 'Projection'

    def _init(self, *args, **kwargs):
        fields = kwargs.get('_fields')
        if fields is None and len(args) >= 2:
            fields = args[1]
        for field in fields:
            if field.name is None:
                raise ExpressionError('Column does not have a name, '
                                      'please specify one by `rename`: %s' % repr_obj(field._repr()))

        self._init_attr('_raw_fields', None)
        super(ProjectCollectionExpr, self)._init(*args, **kwargs)

    def _set_field(self, value, value_dag=None):
        from ..backends.context import context
        from .window import Window

        if context.is_cached(self):
            super(ProjectCollectionExpr, self)._set_field(value, value_dag=value_dag)
            return

        if value_dag is None:
            value_dag = value.to_dag(copy=False, validate=False)

        for n in value.traverse(top_down=True, unique=True,
                                stop_cond=lambda x: isinstance(x, Column)):
            if isinstance(n, Column) and (n.input is self or n.input._proxy is self):
                source_name = n.source_name
                idx = self._schema._name_indexes[source_name]
                field = self._fields[idx]
                if field.name != n.name:
                    field = field.rename(n.name)
                value_dag.substitute(n, field)
            elif isinstance(n, Window) and n.input is self:
                # Window object like rank will point to collection directly instead of through column
                n._input = self.input

        value = value_dag.root
        fields = [field if field.name != value.name else value for field in self._fields]
        if value.name not in self._schema:
            fields.append(value)

        self._schema = Schema.from_lists([f.name for f in fields],
                                         [f.dtype for f in fields])
        self._fields = fields

    def _delitem(self, key):
        from ..backends.context import context

        if context.is_cached(self):
            return super(ProjectCollectionExpr, self).__delitem__(key)

        fields = [f for f in self._fields if f.name != key]
        self._schema = Schema.from_lists([f.name for f in fields],
                                         [f.dtype for f in fields])
        self._fields = fields

    def __delitem__(self, key):
        if key not in self._schema:
            raise KeyError('Field({0}) does not exist'.format(key))

        self._delitem(key)

    @property
    def _project_fields(self):
        return self._fields

    def iter_args(self):
        for it in zip(['collection', 'selections'], self.args):
            yield it

    @property
    def input(self):
        return self._input

    @property
    def fields(self):
        return self._fields

    def rebuild(self):
        if self._raw_fields:
            return self._input.select(*self._raw_fields)
        rebuilt = super(ProjectCollectionExpr, self).rebuild()
        rebuilt._schema = Schema.from_lists(
            [f.name for f in rebuilt._fields],
            [f.dtype for f in rebuilt._fields]
        )
        return rebuilt

    def accept(self, visitor):
        visitor.visit_project_collection(self)


class LateralViewCollectionExpr(ProjectCollectionExpr):
    _args = '_input', '_fields', '_lateral_views'
    node_name = 'LateralView'

    def _init(self, *args, **kwargs):
        self._init_attr('_lateral_views', None)
        super(LateralViewCollectionExpr, self)._init(*args, **kwargs)
        self._redirect_lateral_views()

    def _redirect_lateral_views(self):
        # dealing with cases like df[df['a', 'b'].apply(..., axis=1), df.c]
        for lv in self.lateral_views:
            if lv.input is self.input:
                continue
            for f, f_o in zip(lv._fields, lv.input._fields):
                lv.substitute(f, f_o)
            lv.substitute(lv.input, self.input)

    def iter_args(self):
        for it in zip(['collection', 'selections', 'lateral_views'], self.args):
            yield it

    @property
    def lateral_views(self):
        return self._lateral_views

    def accept(self, visitor):
        visitor.visit_lateral_view(self)


class FilterPartitionCollectionExpr(CollectionExpr):
    __slots__ = '_predicate_string',

    _args = '_input', '_predicate', '_fields'
    node_name = 'FilterPartition'

    def _init(self, *args, **kwargs):
        super(FilterPartitionCollectionExpr, self)._init(*args, **kwargs)
        self._fields = [self._input[col.name] for col in self._schema.columns]
        self._predicate_string = kwargs.get('_predicate_string')

    @property
    def _project_fields(self):
        return self._fields

    def iter_args(self):
        for it in zip(['collection', 'predicate', 'selections'], self.args):
            yield it

    @property
    def input(self):
        return self._input

    @property
    def fields(self):
        return self._fields

    @property
    def predicate_string(self):
        return self._predicate_string

    def accept(self, visitor):
        visitor.visit_filter_partition_collection(self)

    @property
    def data_table(self):
        return self.input.data

    @property
    def data(self):
        from ...types import PartitionSpec
        from .arithmetic import Or

        if isinstance(self._predicate, Or):
            raise AttributeError('Cannot get data when predicate contains multiple partition specs.')
        spec = PartitionSpec(self.predicate_string)
        return self.data_table.partitions[spec]


class SliceCollectionExpr(CollectionExpr):

    _args = '_input', '_indexes'
    node_name = 'Slice'

    def _init(self, *args, **kwargs):
        super(SliceCollectionExpr, self)._init(*args, **kwargs)

        if isinstance(self._indexes, slice):
            scalar = lambda v: Scalar(_value=v) if v is not None else None
            self._indexes = scalar(self._indexes.start), \
                            scalar(self._indexes.stop), scalar(self._indexes.step)

    @property
    def start(self):
        res = self._indexes[0]
        return res.value if res is not None else None

    @property
    def stop(self):
        res = self._indexes[1]
        return res.value if res is not None else None

    @property
    def step(self):
        res = self._indexes[2]
        return res.value if res is not None else None

    @property
    def input(self):
        return self._input

    def iter_args(self):
        args = [self._input] + list(self._indexes)
        for it in zip(['collection', 'start', 'stop', 'step'], args):
            yield it

    def rebuild(self):
        rebuilt = super(SliceCollectionExpr, self).rebuild()
        rebuilt._schema = self.input.schema
        return rebuilt

    def accept(self, visitor):
        visitor.visit_slice_collection(self)


class Summary(CollectionExpr):
    __slots__ = '_schema',
    _args = '_input', '_fields'

    def _init(self, *args, **kwargs):
        super(Summary, self)._init(*args, **kwargs)
        if hasattr(self, '_schema') and any(it is None for it in self._schema.names):
            raise TypeError('Schema cannot has field which name is None')

    @property
    def input(self):
        return self._input

    @property
    def fields(self):
        return self._fields

    @property
    def schema(self):
        return self._schema

    def iter_args(self):
        for it in zip(['collection', 'fields'], self.args):
            yield it

    def accept(self, visitor):
        visitor.visit_project_collection(self)


from . import element
from . import arithmetic
from . import reduction
from . import groupby
from . import collections
from . import window
from . import math
from . import strings
from . import datetimes
from . import merge
from . import composites
from ..tools import *


# hack for count
def _count(expr, *args, **kwargs):
    if len(args) + len(kwargs) > 0:
        from .strings import _count
        return _count(expr, *args, **kwargs)
    else:
        from .reduction import count
        return count(expr)


StringSequenceExpr.count = _count




          

      

      

    

  

    
      
          
            
  Source code for odps.df.expr.groupby

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
# 
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
# 
#      http://www.apache.org/licenses/LICENSE-2.0
# 
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

import operator
import random

from ...models import Schema
from .expressions import Expr, CollectionExpr, BooleanSequenceExpr, \
    Column, SequenceExpr, Scalar, BooleanScalar, repr_obj
from .collections import SortedExpr, ReshuffledCollectionExpr
from .errors import ExpressionError
from . import utils
from ...compat import reduce, six
from .. import types
from ..utils import is_constant_scalar
from ...utils import object_getattr, camel_to_underline


class BaseGroupBy(Expr):
    __slots__ = '_to_agg', '_by_names'
    _args = '_input', '_by'

    def _init(self, *args, **kwargs):
        self._init_attr('_to_agg', None)
        super(BaseGroupBy, self)._init(*args, **kwargs)
        if isinstance(self._by, list):
            self._by = self._input._get_fields(self._by)
        else:
            self._by = [self._input._get_field(self._by)]
        for idx, by_field in enumerate(self._by):
            if by_field.name is None:
                new_field_name = '_%s_%d' % (camel_to_underline(type(by_field).__name__),
                                             random.randint(10000, 99999))
                self._by[idx] = by_field.rename(new_field_name)
        if self._to_agg is None:
            self._to_agg = self._input.schema

    def __getitem__(self, item):
        if isinstance(item, six.string_types):
            if item in self._to_agg:
                return SequenceGroupBy(_input=self, _name=item,
                                       _data_type=self._input._schema[item].type)
            else:
                raise KeyError('Fail to get group by field, unknown field: %s' % repr_obj(item))

        is_field = lambda it: isinstance(it, six.string_types) or isinstance(it, Column)
        if not all(is_field(it) for it in item):
            raise TypeError('Fail to get group by fields, unknown type: %s' % type(item))
        if any(col.is_renamed() for col in item if isinstance(col, Column)):
            raise ValueError('Fail to get group by fields, column cannot be renamed')

        get_name = lambda it: it if isinstance(it, six.string_types) else it.source_name
        _to_agg = type(self._input.schema)(
            columns=self._input.schema[[get_name(field) for field in item
                                        if get_name(field) in self._to_agg]])

        return GroupBy(_input=self._input, _by=self._by,
                       _by_names=getattr(self, '_by_names', None), _to_agg=_to_agg)

    def __getattr__(self, attr):
        try:
            return object.__getattribute__(self, attr)
        except AttributeError as e:
            if attr.startswith('__'):
                raise e

            agg = object.__getattribute__(self, '_to_agg')
            if agg is not None and attr in agg:
                return self[attr]

            raise e

    def sort_values(self, by, ascending=True):
        if hasattr(self, '_having') and self._having is not None:
            raise ExpressionError('Cannot sort GroupBy with `having`')

        if not isinstance(by, list):
            by = [by, ]
        by = [self._defunc(it) for it in by]

        attr_values = dict((attr, object_getattr(self, attr, None))
                           for attr in utils.get_attrs(self))
        attr_values['_sorted_fields'] = by
        attr_values['_ascending'] = ascending
        attr_values.pop('_having', None)

        return SortedGroupBy(**attr_values)

    def sort(self, *args, **kwargs):
        return self.sort_values(*args, **kwargs)

    def mutate(self, *windows, **kw):
        if hasattr(self, '_having') and self._having is not None:
            raise ExpressionError('Cannot mutate GroupBy with `having`')

        if len(windows) == 1 and isinstance(windows[0], list):
            windows = windows[0]
        else:
            windows = list(windows)
        windows = [self._defunc(win) for win in windows]
        if kw:
            windows.extend([self._defunc(win).rename(new_name)
                            for new_name, win in six.iteritems(kw)])

        from .window import Window

        if not windows:
            raise ValueError('Cannot mutate on grouped data')
        if not all(isinstance(win, Window) for win in windows):
            raise TypeError('Only window functions can be provided')

        win_field_names = filter(lambda it: it is not None,
                                 [win.source_name for win in windows])
        if not frozenset(win_field_names).issubset(self._to_agg.names):
            for agg_field_name in win_field_names:
                if agg_field_name not in self._to_agg:
                    raise ValueError('Unknown field to aggregate: %s' % repr_obj(agg_field_name))

        names = [by.name for by in self._by if isinstance(by, Column)] + \
                [win.name for win in windows]
        types = [by._data_type for by in self._by if isinstance(by, Column)] + \
                [win._data_type for win in windows]

        return MutateCollectionExpr(_input=self, _window_fields=windows,
                                    _schema=Schema.from_lists(names, types))

    def apply(self, func, names=None, types=None, resources=None, args=(), **kwargs):
        reshuffled = ReshuffledCollectionExpr(_input=self, _schema=self._input._schema)
        return reshuffled.apply(axis=1, func=func, names=names, types=types,
                                resources=resources, args=args, **kwargs)


[docs]class GroupBy(BaseGroupBy):
    __slots__ = '_having',

    def _init(self, *args, **kwargs):
        self._init_attr('_having', None)
        super(GroupBy, self)._init(*args, **kwargs)

    def _same_by(self, other):
        if other._input is not self._input:
            return False
        if len(self._by) != len(other._by):
            return False
        if any(x is not y for x, y in zip(self._by, other._by)):
            return False
        return True

    def _validate_agg(self, agg):
        from .reduction import GroupedSequenceReduction
        from .window import RankOp

        has_reduction = False
        for node in agg.traverse(top_down=True, unique=True,
                                 stop_cond=lambda x: x is self._input):
            if isinstance(node, GroupedSequenceReduction):
                has_reduction = True
                if not self._same_by(node._grouped):
                    raise ExpressionError(
                        'Aggregation has not been applied to the right GroupBy, got: %s' % repr_obj(agg))
            elif isinstance(node, Column):
                if node._input is not self._input:
                    raise ExpressionError(
                        'Aggregation should be applied to the column of %s' % repr_obj(self._input))
            elif isinstance(node, RankOp) and node._input is not self._input:
                raise ExpressionError(
                    'Aggregation should be applied to the column of %s' % repr_obj(self._input))

        if not has_reduction:
            raise ExpressionError('No aggregation found in %s' % repr_obj(agg))

    def _transform(self, reduction_expr):
        if isinstance(reduction_expr, Scalar):
            from .reduction import SequenceReduction
            from .window import RankOp

            dag = reduction_expr.to_dag(copy=False, validate=False)
            for node in dag.traverse(
                    stop_cond=lambda x: isinstance(x, (Column, RankOp)) or x is self._input):
                if isinstance(node, SequenceReduction):
                    to_sub = node.to_grouped_reduction(self)
                    dag.substitute(node, to_sub)
                elif isinstance(node, Scalar) and not is_constant_scalar(node) \
                        and len(node.children()) > 0:
                    to_sub = node.to_sequence()
                    dag.substitute(node, to_sub)
                elif isinstance(node, Column) and node._input is not self._input:
                    field = self._input._get_field(node)
                    if field:
                        dag.substitute(node, field)
                elif isinstance(node, RankOp) and node._input is not self._input:
                    dag.substitute(node._input, self._input, parents=[node])

            return dag.root

        return reduction_expr

    def __repr__(self):
        return object.__repr__(self)

    def __getitem__(self, item):
        item = self._defunc(item)

        if isinstance(item, (BooleanSequenceExpr, BooleanScalar)):
            having = item if isinstance(item, BooleanSequenceExpr) \
                else self._transform(item)
            if self._having is not None:
                having = having & self._having
            return GroupBy(_input=self._input, _by=self._by,
                           _to_agg=self._to_agg,
                           _having=having)
        else:
            return super(GroupBy, self).__getitem__(item)

    def filter(self, *predicates):
        predicates = [self._defunc(it) for it in predicates]

        predicate = reduce(operator.and_, predicates)
        return self[predicate]

    def aggregate(self, *aggregations, **kw):
        sort_by_name = kw.pop('sort_by_name', True)

        if len(aggregations) == 1 and isinstance(aggregations[0], list):
            aggregations = aggregations[0]
        else:
            aggregations = list(aggregations)
        aggregations = [self._defunc(it) for it in aggregations]
        if kw:
            aggregations.extend([self._defunc(agg).rename(new_name)
                                 for new_name, agg in six.iteritems(kw)])

        # keep sequence to ensure that unittests works well
        if sort_by_name:
            aggregations = sorted([self._transform(agg) for agg in aggregations],
                                  key=lambda it: it.name)
        else:
            aggregations = [self._transform(agg) for agg in aggregations]

        if not aggregations:
            raise ValueError('Cannot aggregate on grouped data')
        [self._validate_agg(agg) for agg in aggregations]

        names = [by.name for by in self._by
                 if isinstance(by, (Scalar, SequenceExpr)) and by.name is not None] + \
                [agg.name for agg in aggregations]
        types = [by.dtype for by in self._by
                 if isinstance(by, (Scalar, SequenceExpr)) and by.name is not None] + \
                [agg._data_type for agg in aggregations]

        return GroupByCollectionExpr(_input=self, _aggregations=aggregations,
                                     _schema=Schema.from_lists(names, types))

    def agg(self, *args, **kwargs):
        return self.aggregate(*args, **kwargs)



[docs]class SequenceGroupBy(Expr):
    __slots__ = '_name', '_data_type', '_source_data_type'
    _args = '_input',

    def _init(self, *args, **kwargs):
        self._init_attr('_data_type', None)
        self._init_attr('_source_data_type', None)
        super(SequenceGroupBy, self)._init(*args, **kwargs)

    def __new__(cls, *args, **kwargs):
        data_type = kwargs.get('_data_type')
        if data_type:
            cls_name = data_type.__class__.__name__ + SequenceGroupBy.__name__
            clazz = globals()[cls_name]

            return super(SequenceGroupBy, clazz).__new__(clazz)
        else:
            return super(SequenceGroupBy, cls).__new__(cls)

    @property
    def name(self):
        return self._name

    @property
    def dtype(self):
        return self._data_type

    @property
    def input(self):
        return self._input

    def astype(self, data_type):
        data_type = types.validate_data_type(data_type)

        if data_type == self._data_type:
            return self

        attr_dict = dict((k, getattr(self, k, None)) for k in utils.get_attrs(self))
        attr_dict['_data_type'] = data_type
        attr_dict['_source_data_type'] = self._source_data_type

        cls = globals().get(repr(data_type).capitalize() + SequenceGroupBy.__name__)
        new_sequence_groupby = cls(**attr_dict)

        return new_sequence_groupby

    def is_astyped(self):
        if self._source_data_type is None:
            return False
        return self._data_type != self._source_data_type

    def to_column(self):
        collection = self.input.input
        input = collection[self.name]
        if self.is_astyped():
            input = input.astype(self._data_type)
        return input

    

class BooleanSequenceGroupBy(SequenceGroupBy):
    def _init(self, *args, **kwargs):
        super(BooleanSequenceGroupBy, self)._init(*args, **kwargs)
        self._data_type = types.boolean


class Int8SequenceGroupBy(SequenceGroupBy):
    def _init(self, *args, **kwargs):
        super(Int8SequenceGroupBy, self)._init(*args, **kwargs)
        self._data_type = types.int8


class Int16SequenceGroupBy(SequenceGroupBy):
    def _init(self, *args, **kwargs):
        super(Int16SequenceGroupBy, self)._init(*args, **kwargs)
        self._data_type = types.int16


class Int32SequenceGroupBy(SequenceGroupBy):
    def _init(self, *args, **kwargs):
        super(Int32SequenceGroupBy, self)._init(*args, **kwargs)
        self._data_type = types.int32


[docs]class Int64SequenceGroupBy(SequenceGroupBy):
    def _init(self, *args, **kwargs):
        super(Int64SequenceGroupBy, self)._init(*args, **kwargs)
        self._data_type = types.int64



class Float32SequenceGroupBy(SequenceGroupBy):
    def _init(self, *args, **kwargs):
        super(Float32SequenceGroupBy, self)._init(*args, **kwargs)
        self._data_type = types.float32


class Float64SequenceGroupBy(SequenceGroupBy):
    def _init(self, *args, **kwargs):
        super(Float64SequenceGroupBy, self)._init(*args, **kwargs)
        self._data_type = types.float64


class DecimalSequenceGroupBy(SequenceGroupBy):
    def _init(self, *args, **kwargs):
        super(DecimalSequenceGroupBy, self)._init(*args, **kwargs)
        self._data_type = types.decimal


class StringSequenceGroupBy(SequenceGroupBy):
    def _init(self, *args, **kwargs):
        super(StringSequenceGroupBy, self)._init(*args, **kwargs)
        self._data_type = types.string


class BinarySequenceGroupBy(SequenceGroupBy):
    def _init(self, *args, **kwargs):
        super(BinarySequenceGroupBy, self)._init(*args, **kwargs)
        self._data_type = types.binary


class DatetimeSequenceGroupBy(SequenceGroupBy):
    def _init(self, *args, **kwargs):
        super(DatetimeSequenceGroupBy, self)._init(*args, **kwargs)
        self._data_type = types.datetime


class UnknownSequenceGroupBy(SequenceGroupBy):
    def _init(self, *args, **kwargs):
        super(UnknownSequenceGroupBy, self)._init(*args, **kwargs)
        self._data_type = types.Unknown()


class SortedGroupBy(BaseGroupBy, SortedExpr):
    __slots__ = '_sorted_fields', '_ascending'


class GroupByCollectionExpr(CollectionExpr):
    _args = '_input', '_by', '_having', '_aggregations', '_fields'
    node_name = 'GroupBy'

    def _init(self, *args, **kwargs):
        self._init_attr('_fields', None)

        super(GroupByCollectionExpr, self)._init(*args, **kwargs)

        if isinstance(self._input, GroupBy):
            self._by = self._input._by
            self._having = self._input._having
            self._input = self._input._input

    def iter_args(self):
        arg_names = ['collection', 'bys', 'having', 'aggregations']
        for it in zip(arg_names, self.args):
            yield it
        if self._fields is not None:
            yield ('selections', self._fields)

    def _name_to_exprs(self):
        if hasattr(self, '_fields') and self._fields is not None:
            exprs = self._fields
        else:
            exprs = self.args[1] + self.args[3]
        return dict((expr.name, expr) for expr in exprs if hasattr(expr, 'name'))

    @property
    def input(self):
        return self._input

    def accept(self, visitor):
        return visitor.visit_groupby(self)

    @property
    def fields(self):
        if self._fields is not None:
            return self._fields

        return self._by + self._aggregations


class MutateCollectionExpr(CollectionExpr):
    _args = '_input', '_by', '_window_fields', '_fields'
    node_name = 'Mutate'

    def _init(self, *args, **kwargs):
        self._init_attr('_fields', None)
        super(MutateCollectionExpr, self)._init(*args, **kwargs)

        if isinstance(self._input, GroupBy):
            self._by = self._input._by
            self._input = self._input._input

    @property
    def _project_fields(self):
        return self._window_fields

    def iter_args(self):
        for it in zip(['collection', 'bys', 'mutates'], self.args):
            yield it

    @property
    def input(self):
        return self._input

    @property
    def fields(self):
        if self._fields is not None:
            return self._fields

        return self._by + self._window_fields

    def accept(self, visitor):
        return visitor.visit_mutate(self)


def groupby(expr, by, *bys):
    """
    Group collection by a series of sequences.

    :param expr: collection
    :param by: columns to group
    :param bys: columns to group
    :return: GroupBy instance
    :rtype: :class:`odps.df.expr.groupby.GroupBy`
    """

    if not isinstance(by, list):
        by = [by, ]
    if len(bys) > 0:
        by = by + list(bys)
    return GroupBy(_input=expr, _by=by)


CollectionExpr.groupby = groupby


class ValueCounts(CollectionExpr):
    _args = '_input', '_by', '_sort', '_ascending', '_dropna'
    node_name = 'ValueCounts'

    def _init(self, *args, **kwargs):
        super(ValueCounts, self)._init(*args, **kwargs)

        if isinstance(self._input, SequenceExpr):
            self._by = self._input
            self._input = next(it for it in self._input.traverse(top_down=True)
                               if isinstance(it, CollectionExpr))
        if isinstance(self._sort, bool):
            self._sort = Scalar(_value=self._sort)
        if isinstance(self._ascending, bool):
            self._ascending = Scalar(_value=self._ascending)
        if isinstance(self._dropna, bool):
            self._dropna = Scalar(_value=self._dropna)

    def iter_args(self):
        for it in zip(['collection', 'by', 'sort', 'ascending', 'dropna'], self.args):
            yield it

    @property
    def input(self):
        return self._input

    def accept(self, visitor):
        return visitor.visit_value_counts(self)


def value_counts(expr, sort=True, ascending=False, dropna=False):
    """
    Return object containing counts of unique values.

    The resulting object will be in descending order so that the first element is the most frequently-occuring
    element. Exclude NA values by default

    :param expr: sequence
    :param sort: if sort
    :type sort: bool
    :param dropna: Don’t include counts of None, default False
    :return: collection with two columns
    :rtype: :class:`odps.df.expr.expressions.CollectionExpr`
    """

    names = [expr.name, 'count']
    typos = [expr.dtype, types.int64]
    return ValueCounts(_input=expr, _schema=Schema.from_lists(names, typos),
                       _sort=sort, _ascending=ascending, _dropna=dropna)


def topk(expr, k):
    return expr.value_counts().limit(k)


SequenceExpr.value_counts = value_counts
SequenceExpr.topk = topk




          

      

      

    

  

    
      
          
            
  Source code for odps.df.expr.merge

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

import inspect
from .expressions import CollectionExpr, ProjectCollectionExpr, \
    Column, BooleanSequenceExpr, SequenceExpr, Expr, Scalar, repr_obj, CallableColumn
from .core import Node, ExprDictionary
from .arithmetic import Equal
from .errors import ExpressionError
from ...compat import six, reduce
from ...models import Schema


class JoinCollectionExpr(CollectionExpr):
    __slots__ = '_how', '_left_suffix', '_right_suffix', '_column_origins', \
                '_renamed_columns', '_column_conflict', '_mapjoin'
    _args = '_lhs', '_rhs', '_predicate'

    def _init(self, *args, **kwargs):
        self._init_attr('_left_suffix', None)
        self._init_attr('_right_suffix', None)
        self._init_attr('_column_origins', dict())
        self._init_attr('_renamed_columns', dict())
        self._init_attr('_column_conflict', False)

        super(JoinCollectionExpr, self)._init(*args, **kwargs)
        if not isinstance(self._lhs, CollectionExpr):
            raise TypeError('Can only join collection expressions, got %s for left expr.' % type(self._lhs))
        if not isinstance(self._rhs, CollectionExpr):
            raise TypeError('Can only join collection expressions, got %s for right expr.' % type(self._rhs))

        if self._rhs is self._lhs:
            self._rhs = self._rhs.view()
        if isinstance(self._lhs, JoinCollectionExpr) and \
                (self._rhs is self._lhs._lhs or self._rhs is self._lhs._rhs):
            self._rhs = self._rhs.view()

        if self._left_suffix is None and self._right_suffix is None:
            overlaps = set(self._lhs.schema.names).intersection(self._rhs.schema.names)
            if len(overlaps) > 0:
                raise ValueError(
                    'Column conflict exists in join, overlap columns: %s' % ','.join(overlaps))

        self._set_schema()
        self._validate_predicates(self._predicate)
        self._how = self._how.upper()

    def _defunc(self, field):
        if inspect.isfunction(field):
            if six.get_function_code(field).co_argcount == 1:
                return field(self)
            else:
                return field(self._lhs, self._rhs)
        return field

    def _get_child(self, expr):
        while isinstance(expr, JoinProjectCollectionExpr):
            expr = expr.input

        return expr

    def _is_column(self, col, expr):
        return col.input is expr or col.input is self._get_child(expr)

    def _get_fields(self, fields, ret_raw_fields=False):
        selects = []
        raw_selects = []

        for field in fields:
            field = self._defunc(field)
            if isinstance(field, CollectionExpr):
                if any(c is self for c in field.children()) or \
                        any(c is self._get_child(self._lhs) for c in field.children()) or \
                        any(c is self._get_child(self._rhs) for c in field.children()):
                    selects.extend(self._get_fields(field._project_fields))
                elif field is self:
                    selects.extend(self._get_fields(self._schema.names))
                elif field is self._get_child(self._lhs):
                    fields = [self._renamed_columns.get(n, [n])[0]
                              for n in field.schema.names]
                    selects.extend(self._get_fields(fields))
                elif field is self._get_child(self._rhs):
                    fields = [self._renamed_columns.get(n, [None, n])[1]
                              for n in field.schema.names]
                    selects.extend(self._get_fields(fields))
                else:
                    selects.extend(self._get_fields(field._fetch_fields()))
                raw_selects.append(field)
            else:
                select = self._get_field(field)
                selects.append(select)
                raw_selects.append(select)

        if ret_raw_fields:
            return selects, raw_selects
        return selects

    def _get_field(self, field):
        field = self._defunc(field)

        if isinstance(field, six.string_types):
            if field not in self._schema:
                raise ValueError('Field(%s) does not exist' % field)
            cls = Column
            if callable(getattr(type(self), field, None)):
                cls = CallableColumn
            return cls(self, _name=field, _data_type=self._schema[field].type)

        root = field
        has_path = False

        for expr in root.traverse(top_down=True, unique=True,
                                  stop_cond=lambda x: isinstance(x, Column) or x is self):
            if isinstance(expr, Column):
                if self._is_column(expr, self):
                    has_path = True
                    continue
                if self._is_column(expr, self._lhs):
                    has_path = True
                    idx = 0
                elif self._is_column(expr, self._rhs):
                    has_path = True
                    idx = 1
                elif expr.input._id == self._get_child(self._rhs)._id:
                    # In case that the right collection has been copied
                    expr.substitute(expr.input, self._get_child(self._rhs))
                    has_path = True
                    idx = 1
                elif isinstance(self._lhs, JoinCollectionExpr):
                    try:
                        expr = self._lhs._get_field(expr)
                    except ExpressionError:
                        continue
                    has_path = True
                    idx = 0
                elif isinstance(self._rhs, JoinCollectionExpr):
                    try:
                        expr = self._rhs._get_field(expr)
                    except ExpressionError:
                        continue
                    has_path = True
                    idx = 1
                else:
                    continue

                name = expr.source_name
                if name in self._renamed_columns:
                    name = self._renamed_columns[name][idx]
                to_sub = self._get_field(name)
                if expr.is_renamed():
                    to_sub = to_sub.rename(expr.name)

                to_sub.copy_to(expr)

        if isinstance(field, SequenceExpr) and not has_path:
            raise ExpressionError('field must come from Join collection '
                                  'or its left and right child collection: %s'
                                  % repr_obj(field))

        return root

    def origin_collection(self, column_name):
        idx, name = self._column_origins[column_name]
        return [self._lhs, self._rhs][idx], name

    @property
    def node_name(self):
        return self.__class__.__name__

    def iter_args(self):
        for it in zip(['collection(left)', 'collection(right)', 'on'], self.args):
            yield it

    @property
    def column_conflict(self):
        return self._column_conflict

    def accept(self, visitor):
        visitor.visit_join(self)

    def _get_non_suffixes_fields(self):
        return set()

    def _get_predicate_fields(self):
        predicate_fields = set()

        if not self._predicate:
            return predicate_fields

        for p in self._predicate:
            if isinstance(p, six.string_types):
                predicate_fields.add(p)
            elif isinstance(p, (tuple, Equal)):
                if isinstance(p, Equal):
                    p = p.lhs, p.rhs
                if isinstance(p, tuple) and len(p) != 2:
                    continue

                left_name = None
                if isinstance(p[0], six.string_types):
                    left_name = p[0]
                elif isinstance(p[0], Column) and not p[0].is_renamed():
                    left_name = p[0].name

                if left_name is None:
                    continue

                right_name = None
                if isinstance(p[1], six.string_types):
                    right_name = p[1]
                elif isinstance(p[1], Column) and not p[1].is_renamed():
                    right_name = p[1].name

                if left_name == right_name:
                    predicate_fields.add(left_name)

        return predicate_fields

    def _set_schema(self):
        names, typos = [], []

        non_suffixes_fields = self._get_non_suffixes_fields()

        for col in self._lhs.schema.columns:
            name = col.name
            if col.name in self._rhs.schema._name_indexes:
                self._column_conflict = True
            if col.name in self._rhs.schema._name_indexes and \
                    col.name not in non_suffixes_fields:
                name = '%s%s' % (col.name, self._left_suffix)
                self._renamed_columns[col.name] = (name,)
            names.append(name)
            typos.append(col.type)

            self._column_origins[name] = 0, col.name
        for col in self._rhs.schema.columns:
            name = col.name
            if col.name in self._lhs.schema._name_indexes:
                self._column_conflict = True
            if col.name in self._lhs.schema._name_indexes and \
                    col.name not in non_suffixes_fields:
                name = '%s%s' % (col.name, self._right_suffix)
                self._renamed_columns[col.name] = \
                    self._renamed_columns[col.name][0], name
            if name in non_suffixes_fields:
                continue
            names.append(name)
            typos.append(col.type)

            self._column_origins[name] = 1, col.name

        schema_type = type(self._lhs.schema) if issubclass(type(self._lhs.schema), Schema) \
            else type(self._rhs.schema)
        self._schema = schema_type.from_lists(names, typos)

    def _validate_equal(self, equal_expr):
        # FIXME: sometimes may be wrong, e.g. t3 = t1.join(t2, 'name')); t4.join(t3, t4.id == t3.id)
        return (equal_expr.lhs.is_ancestor(self._get_child(self._lhs)) and
                equal_expr.rhs.is_ancestor(self._get_child(self._rhs))) or \
               (equal_expr.lhs.is_ancestor(self._get_child(self._rhs)) and
                equal_expr.rhs.is_ancestor(self._get_child(self._lhs)))

    def _reverse_equal(self, equal_expr):
        if equal_expr.lhs.is_ancestor(self._get_child(self._rhs)) and \
                equal_expr.rhs.is_ancestor(self._get_child(self._lhs)):
            # the equal's left side is on the right collection and vise versa
            equal_expr._rhs, equal_expr._lhs = equal_expr._lhs, equal_expr._rhs

    def _validate_predicates(self, predicates):
        if predicates is None:
            return

        is_validate = False
        subs = []
        if self._mapjoin:
            is_validate = True
        for p in predicates:
            if (isinstance(p, tuple) and len(p) == 2) or isinstance(p, six.string_types):
                if isinstance(p, six.string_types):
                    left_name, right_name = p, p
                else:
                    left_name, right_name = p

                left_col = self._lhs._get_field(left_name)
                right_col = self._rhs._get_field(right_name)

                if not left_col.is_ancestor(self._lhs) or not right_col.is_ancestor(self._rhs):
                    raise ExpressionError('Invalid predicate: {0!s}'.format(repr_obj(p)))
                subs.append(left_col == right_col)

                is_validate = True
            elif isinstance(p, BooleanSequenceExpr):
                if not is_validate:
                    it = (expr for expr in p.traverse(top_down=True, unique=True)
                          if isinstance(expr, Equal))
                    while not is_validate:
                        try:
                            equal_expr = next(it)
                            validate = self._validate_equal(equal_expr)
                            if validate:
                                is_validate = True
                                break
                        except StopIteration:
                            break
            else:
                if not is_validate:
                    raise ExpressionError('Invalid predicate: {0!s}'.format(repr_obj(p)))
        if not is_validate:
            raise ExpressionError('Invalid predicate: no validate predicate assigned')

        for p in predicates:
            if isinstance(p, BooleanSequenceExpr):
                subs.append(p)

        if len(subs) == 0:
            self._predicate = None
        else:
            self._predicate = subs

    def _merge_joined_fields(self, merge_columns):
        if not merge_columns:
            return self

        predicate_fields = self._get_predicate_fields()
        if not predicate_fields:
            raise ValueError('No fields in predicate. Cannot merge columns.')

        src_map = self._column_origins
        rename_map = dict()
        for name, src in six.iteritems(src_map):
            src_id, src_name = src
            if src_name not in predicate_fields:
                continue
            if src_name not in rename_map:
                rename_map[src_name] = [None, None]
            rename_map[src_name][src_id] = name

        if merge_columns in ('auto', 'left', 'right') or (isinstance(merge_columns, bool) and merge_columns):
            merge_columns = dict((k, merge_columns) for k in six.iterkeys(rename_map))
        if isinstance(merge_columns, six.string_types):
            merge_columns = {merge_columns: 'auto'}
        if isinstance(merge_columns, list):
            merge_columns = dict((k, 'auto') for k in merge_columns)

        excludes = set()
        for col, action in six.iteritems(merge_columns):
            if col not in rename_map:
                raise ValueError('Column {0} not exists in join predicate.'.format(col))
            if isinstance(action, bool) and action:
                merge_columns[col] = 'auto'
            else:
                merge_columns[col] = action.lower()
            excludes.update(rename_map[col])

        selects = []
        merged = set()
        for col in self.schema.names:
            if col not in excludes:
                selects.append(self[col])
            else:
                src_name = src_map[col][1]
                if src_name in merged:
                    continue

                merged.add(src_name)

                left_name, right_name = rename_map[src_name]
                left_col = self[left_name]
                right_col = self[right_name]

                if merge_columns[src_name] == 'auto':
                    selects.append(left_col.isnull().ifelse(right_col, left_col).rename(src_name))
                elif merge_columns[src_name] == 'left':
                    selects.append(left_col.rename(src_name))
                elif merge_columns[src_name] == 'right':
                    selects.append(right_col.rename(src_name))
        selected = self.select(*selects)
        return JoinFieldMergedCollectionExpr(_input=self, _fields=selected._fields,
                                             _schema=selected._schema, _rename_map=rename_map)


class InnerJoin(JoinCollectionExpr):
    def _init(self, *args, **kwargs):
        self._how = 'INNER'
        super(InnerJoin, self)._init(*args, **kwargs)

    def _get_non_suffixes_fields(self):
        return self._get_predicate_fields()


class LeftJoin(JoinCollectionExpr):
    def _init(self, *args, **kwargs):
        self._how = 'LEFT OUTER'
        super(LeftJoin, self)._init(*args, **kwargs)


class RightJoin(JoinCollectionExpr):
    def _init(self, *args, **kwargs):
        self._how = 'RIGHT OUTER'
        super(RightJoin, self)._init(*args, **kwargs)


class OuterJoin(JoinCollectionExpr):
    def _init(self, *args, **kwargs):
        self._how = 'FULL OUTER'
        super(OuterJoin, self)._init(*args, **kwargs)


class JoinFieldMergedCollectionExpr(ProjectCollectionExpr):
    __slots__ = '_rename_map',

    def _get_fields(self, fields, ret_raw_fields=False):
        selects = []
        raw_selects = []
        joined_expr = self._input

        for field in fields:
            field = self._defunc(field)
            if isinstance(field, CollectionExpr):
                if any(c is self for c in field.children()) or \
                        any(c is joined_expr._lhs for c in field.children()) or \
                        any(c is joined_expr._rhs for c in field.children()):
                    selects.extend(self._get_fields(field._project_fields))
                elif field is self:
                    selects.extend(self._get_fields(self._schema.names))
                elif field is joined_expr._lhs:
                    fields = [joined_expr._renamed_columns.get(n, [n])[0]
                              if n not in self._rename_map else n
                              for n in field.schema.names]
                    selects.extend(self._get_fields(fields))
                elif field is joined_expr._rhs:
                    fields = [joined_expr._renamed_columns.get(n, [None, n])[1]
                              if n not in self._rename_map else n
                              for n in field.schema.names]
                    selects.extend(self._get_fields(fields))
                else:
                    selects.extend(super(JoinFieldMergedCollectionExpr, self)._get_fields(field))
                raw_selects.append(field)
            else:
                select = self._get_field(field)
                selects.append(select)
                raw_selects.append(select)

        if ret_raw_fields:
            return selects, raw_selects
        return selects

    def _get_field(self, field):
        field = self._defunc(field)

        if isinstance(field, six.string_types):
            if field not in self._schema:
                raise ValueError('Field(%s) does not exist' % field)
            cls = Column
            if callable(getattr(type(self), field, None)):
                cls = CallableColumn
            return cls(self, _name=field, _data_type=self._schema[field].type)

        joined_expr = self._input
        root = field
        has_path = False

        for expr in root.traverse(top_down=True, unique=True,
                                  stop_cond=lambda x: isinstance(x, Column) or x is self):
            if isinstance(expr, Column):
                if expr.input is self or expr.input is joined_expr:
                    has_path = True
                    continue
                if expr.input is joined_expr._lhs:
                    has_path = True
                    idx = 0
                elif expr.input is joined_expr._rhs:
                    has_path = True
                    idx = 1
                elif isinstance(joined_expr._lhs, JoinCollectionExpr):
                    try:
                        expr = joined_expr._lhs._get_field(expr)
                    except ExpressionError:
                        continue
                    has_path = True
                    idx = 0
                elif isinstance(joined_expr._rhs, JoinCollectionExpr):
                    try:
                        expr = joined_expr._rhs._get_field(expr)
                    except ExpressionError:
                        continue
                    has_path = True
                    idx = 1
                else:
                    continue

                name = expr.source_name
                if name not in self._rename_map and name in joined_expr._renamed_columns:
                    name = joined_expr._renamed_columns[name][idx]
                to_sub = self._get_field(name)
                if expr.is_renamed():
                    to_sub = to_sub.rename(expr.name)

                to_sub.copy_to(expr)

        if isinstance(field, SequenceExpr) and not has_path:
            raise ExpressionError('field must come from Join collection '
                                  'or its left and right child collection: %s'
                                  % repr_obj(field))
        return root


class JoinProjectCollectionExpr(ProjectCollectionExpr):
    """
    Only for analyzer, project join should generate normal `ProjectCollectionExpr`.
    """
    __slots__ = ()


_join_dict = {
    'INNER': InnerJoin,
    'LEFT': LeftJoin,
    'RIGHT': RightJoin,
    'OUTER': OuterJoin
}


def _make_different_sources(left, right, predicate=None):
    # TODO: move to analyzer, do it before analyze and optimize
    exprs = ExprDictionary()

    for n in left.traverse(unique=True):
        exprs[n] = True

    subs = ExprDictionary()

    if getattr(right, '_proxy', None) is not None:
        right = right._proxy

    dag = right.to_dag(copy=False, validate=False)
    for n in dag.traverse():
        if n in exprs:
            copied = subs.get(n, n.copy())
            for p in dag.successors(n):
                if p in exprs and p not in subs:
                    subs[p] = p.copy()
                subs.get(p, p).substitute(n, copied)
            subs[n] = copied

            if predicate and n is right:
                for p in predicate:
                    if not isinstance(p, Expr):
                        continue
                    p_dag = p.to_dag(copy=False, validate=False)
                    for p_n in p_dag.traverse(top_down=True):
                        if p_n is right:
                            succs = list(s for s in p_dag.successors(p_n)
                                         if s not in exprs)
                            p_dag.substitute(right, copied, parents=succs)

    return left, subs.get(right, right)


def join(left, right, on=None, how='inner', suffixes=('_x', '_y'), mapjoin=False):
    """
    Join two collections.

    If `on` is not specified, we will find the common fields of the left and right collection.
    `suffixes` means that if column names conflict, the suffixes will be added automatically.
    For example, both left and right has a field named `col`,
    there will be col_x, and col_y in the joined collection.

    :param left: left collection
    :param right: right collection
    :param on: fields to join on
    :param how: 'inner', 'left', 'right', or 'outer'
    :param suffixes: when name conflict, the suffix will be added to both columns.
    :param mapjoin: set use mapjoin or not, default value False.
    :return: collection

    :Example:

    >>> df.dtypes.names
    ['name', 'id']
    >>> df2.dtypes.names
    ['name', 'id1']
    >>> df.join(df2)
    >>> df.join(df2, on='name')
    >>> df.join(df2, on=('id', 'id1'))
    >>> df.join(df2, on=['name', ('id', 'id1')])
    >>> df.join(df2, on=[df.name == df2.name, df.id == df2.id1])
    >>> df.join(df2, mapjoin=False)
    """
    if on is None and not mapjoin:
        on = [name for name in left.schema.names if name in right.schema._name_indexes]

    if isinstance(suffixes, (tuple, list)) and len(suffixes) == 2:
        left_suffix, right_suffix = suffixes
    else:
        raise ValueError('suffixes must be a tuple or list with two elements, got %s' % suffixes)
    if not isinstance(on, list):
        on = [on, ]
    for i in range(len(on)):
        it = on[i]
        if inspect.isfunction(it):
            on[i] = it(left, right)

    left, right = _make_different_sources(left, right, on)

    try:
        return _join_dict[how.upper()](_lhs=left, _rhs=right, _predicate=on, _left_suffix=left_suffix,
                                       _right_suffix=right_suffix, _mapjoin=mapjoin)
    except KeyError:
        return JoinCollectionExpr(_lhs=left, _rhs=right, _predicate=on, _how=how, _left_suffix=left_suffix,
                                  _right_suffix=right_suffix, _mapjoin=mapjoin)


def inner_join(left, right, on=None, suffixes=('_x', '_y'), mapjoin=False):
    """
    Inner join two collections.

    If `on` is not specified, we will find the common fields of the left and right collection.
    `suffixes` means that if column names conflict, the suffixes will be added automatically.
    For example, both left and right has a field named `col`,
    there will be col_x, and col_y in the joined collection.

    :param left: left collection
    :param right: right collection
    :param on: fields to join on
    :param suffixes: when name conflict, the suffixes will be added to both columns.
    :return: collection

    :Example:

    >>> df.dtypes.names
    ['name', 'id']
    >>> df2.dtypes.names
    ['name', 'id1']
    >>> df.inner_join(df2)
    >>> df.inner_join(df2, on='name')
    >>> df.inner_join(df2, on=('id', 'id1'))
    >>> df.inner_join(df2, on=['name', ('id', 'id1')])
    >>> df.inner_join(df2, on=[df.name == df2.name, df.id == df2.id1])
    """

    return join(left, right, on, suffixes=suffixes, mapjoin=mapjoin)


def left_join(left, right, on=None, suffixes=('_x', '_y'), mapjoin=False, merge_columns=None):
    """
    Left join two collections.

    If `on` is not specified, we will find the common fields of the left and right collection.
    `suffixes` means that if column names conflict, the suffixes will be added automatically.
    For example, both left and right has a field named `col`,
    there will be col_x, and col_y in the joined collection.

    :param left: left collection
    :param right: right collection
    :param on: fields to join on
    :param suffixes: when name conflict, the suffixes will be added to both columns.
    :param mapjoin: set use mapjoin or not, default value False.
    :param merge_columns: whether to merge columns with the same name into one column without suffix.
                          If the value is True, columns in the predicate with same names will be merged,
                          with non-null value. If the value is 'left' or 'right', the values of predicates
                          on the left / right collection will be taken. You can also pass a dictionary to
                          describe the behavior of each column, such as { 'a': 'auto', 'b': 'left' }.
    :return: collection

    :Example:

    >>> df.dtypes.names
    ['name', 'id']
    >>> df2.dtypes.names
    ['name', 'id1']
    >>> df.left_join(df2)
    >>> df.left_join(df2, on='name')
    >>> df.left_join(df2, on=('id', 'id1'))
    >>> df.left_join(df2, on=['name', ('id', 'id1')])
    >>> df.left_join(df2, on=[df.name == df2.name, df.id == df2.id1])
    """
    joined = join(left, right, on, how='left', suffixes=suffixes, mapjoin=mapjoin)
    return joined._merge_joined_fields(merge_columns)


def right_join(left, right, on=None, suffixes=('_x', '_y'), mapjoin=False, merge_columns=None):
    """
    Right join two collections.

    If `on` is not specified, we will find the common fields of the left and right collection.
    `suffixes` means that if column names conflict, the suffixes will be added automatically.
    For example, both left and right has a field named `col`,
    there will be col_x, and col_y in the joined collection.

    :param left: left collection
    :param right: right collection
    :param on: fields to join on
    :param suffixes: when name conflict, the suffixes will be added to both columns.
    :param mapjoin: set use mapjoin or not, default value False.
    :param merge_columns: whether to merge columns with the same name into one column without suffix.
                          If the value is True, columns in the predicate with same names will be merged,
                          with non-null value. If the value is 'left' or 'right', the values of predicates
                          on the left / right collection will be taken. You can also pass a dictionary to
                          describe the behavior of each column, such as { 'a': 'auto', 'b': 'left' }.
    :return: collection

    :Example:

    >>> df.dtypes.names
    ['name', 'id']
    >>> df2.dtypes.names
    ['name', 'id1']
    >>> df.right_join(df2)
    >>> df.right_join(df2, on='name')
    >>> df.right_join(df2, on=('id', 'id1'))
    >>> df.right_join(df2, on=['name', ('id', 'id1')])
    >>> df.right_join(df2, on=[df.name == df2.name, df.id == df2.id1])
    """
    joined = join(left, right, on, how='right', suffixes=suffixes, mapjoin=mapjoin)
    return joined._merge_joined_fields(merge_columns)


def outer_join(left, right, on=None, suffixes=('_x', '_y'), mapjoin=False, merge_columns=None):
    """
    Outer join two collections.

    If `on` is not specified, we will find the common fields of the left and right collection.
    `suffixes` means that if column names conflict, the suffixes will be added automatically.
    For example, both left and right has a field named `col`,
    there will be col_x, and col_y in the joined collection.

    :param left: left collection
    :param right: right collection
    :param on: fields to join on
    :param suffixes: when name conflict, the suffixes will be added to both columns.
    :param mapjoin: set use mapjoin or not, default value False.
    :param merge_columns: whether to merge columns with the same name into one column without suffix.
                          If the value is True, columns in the predicate with same names will be merged,
                          with non-null value. If the value is 'left' or 'right', the values of predicates
                          on the left / right collection will be taken. You can also pass a dictionary to
                          describe the behavior of each column, such as { 'a': 'auto', 'b': 'left' }.
    :return: collection

    :Example:

    >>> df.dtypes.names
    ['name', 'id']
    >>> df2.dtypes.names
    ['name', 'id1']
    >>> df.outer_join(df2)
    >>> df.outer_join(df2, on='name')
    >>> df.outer_join(df2, on=('id', 'id1'))
    >>> df.outer_join(df2, on=['name', ('id', 'id1')])
    >>> df.outer_join(df2, on=[df.name == df2.name, df.id == df2.id1])
    """
    joined = join(left, right, on, how='outer', suffixes=suffixes, mapjoin=mapjoin)
    return joined._merge_joined_fields(merge_columns)


CollectionExpr.join = join
CollectionExpr.inner_join = inner_join
CollectionExpr.left_join = left_join
CollectionExpr.right_join = right_join
CollectionExpr.outer_join = outer_join


def _get_sequence_source_collection(expr):
    return next(it for it in expr.traverse(top_down=True, unique=True) if isinstance(it, CollectionExpr))


class UnionCollectionExpr(CollectionExpr):
    __slots__ = '_distinct',
    _args = '_lhs', '_rhs',
    node_name = 'Union'

    def _init(self, *args, **kwargs):
        super(UnionCollectionExpr, self)._init(*args, **kwargs)

        self._validate()
        self._schema = self._clean_schema()

    def _validate_collection_child(self):
        if self._lhs.schema.names == self._rhs.schema.names and self._lhs.schema.types == self._rhs.schema.types:
            return True
        elif set(self._lhs.schema.names) == set(self._rhs.schema.names) and set(self._lhs.schema.types) == set(
            self._rhs.schema.types):
            self._rhs = self._rhs[self._lhs.schema.names]
            return self._lhs.schema.types == self._rhs.schema.types
        else:
            return False

    def _validate(self):
        if isinstance(self._lhs, SequenceExpr):
            source_collection = _get_sequence_source_collection(self._lhs)
            self._lhs = source_collection[[self._lhs]]
        if isinstance(self._rhs, SequenceExpr):
            source_collection = _get_sequence_source_collection(self._rhs)
            self._rhs = source_collection[[self._rhs]]

        if isinstance(self._lhs, CollectionExpr) and isinstance(self._rhs, CollectionExpr):
            if not self._validate_collection_child():
                raise ExpressionError('Table schemas must be equal to form union')
        else:
            raise ExpressionError('Both inputs should be collections or sequences.')

    def _clean_schema(self):
        return Schema.from_lists(self._lhs.schema.names, self._lhs.schema.types)

    def accept(self, visitor):
        return visitor.visit_union(self)

    def iter_args(self):
        for it in zip(['collection(left)', 'collection(right)'], self.args):
            yield it


class ConcatCollectionExpr(CollectionExpr):
    _args = '_lhs', '_rhs',
    node_name = 'Concat'

    def _init(self, *args, **kwargs):
        super(ConcatCollectionExpr, self)._init(*args, **kwargs)

        self._schema = self._clean_schema()

    def iter_args(self):
        for it in zip(['collection(left)', 'collection(right)'], self.args):
            yield it

    def _clean_schema(self):
        return Schema.from_lists(
            self._lhs.schema.names + self._rhs.schema.names,
            self._lhs.schema.types + self._rhs.schema.types,
        )

    @staticmethod
    def _get_sequence_source_collection(expr):
        return next(it for it in expr.traverse(top_down=True, unique=True) if isinstance(it, CollectionExpr))

    @classmethod
    def validate_input(cls, *inputs):
        new_inputs = []
        for i in inputs:
            if isinstance(i, SequenceExpr):
                source_collection = cls._get_sequence_source_collection(i)
                new_inputs.append(source_collection[[i]])
            else:
                new_inputs.append(i)

        if any(not isinstance(i, CollectionExpr) for i in new_inputs):
            raise ExpressionError('Inputs should be collections or sequences.')

        unioned = reduce(lambda a, b: a | b, (set(i.schema.names) for i in inputs))
        total_fields = sum((len(i.schema.names) for i in inputs))
        if total_fields != len(unioned):
            raise ExpressionError('Column names in inputs should not collides with each other.')

    def accept(self, visitor):
        return visitor.visit_concat(self)


def union(left, right, distinct=False):
    """
    Union two collections.

    :param left: left collection
    :param right: right collection
    :param distinct:
    :return: collection

    :Example:
    >>> df['name', 'id'].union(df2['id', 'name'])
    """
    left, right = _make_different_sources(left, right)
    return UnionCollectionExpr(_lhs=left, _rhs=right, _distinct=distinct)


def __horz_concat(left, rights):
    from ..utils import to_collection

    left = to_collection(left)
    for right in rights:
        right = to_collection(right)
        left, right = _make_different_sources(left, right)
        left = ConcatCollectionExpr(_lhs=left, _rhs=right)
    return left


def concat(left, rights, distinct=False, axis=0):
    """
    Concat collections.

    :param left: left collection
    :param rights: right collections, can be a DataFrame object or a list of DataFrames
    :param distinct: whether to remove duplicate entries. only available when axis == 0
    :param axis: when axis == 0, the DataFrames are merged vertically, otherwise horizontally.
    :return: collection

    Note that axis==1 can only be used under Pandas DataFrames or XFlow.

    :Example:
    >>> df['name', 'id'].concat(df2['score'], axis=1)
    """
    from ..utils import to_collection

    if isinstance(rights, Node):
        rights = [rights, ]
    if not rights:
        raise ValueError('At least one DataFrame should be provided.')

    if axis == 0:
        for right in rights:
            left = union(left, right, distinct=distinct)
        return left
    else:
        rights = [to_collection(r) for r in rights]

    ConcatCollectionExpr.validate_input(left, *rights)

    if hasattr(left, '_xflow_concat'):
        return left._xflow_concat(rights)
    else:
        return __horz_concat(left, rights)


def _drop(expr, data, axis=0, columns=None):
    """
    Drop data from a DataFrame.

    :param expr: collection to drop data from
    :param data: data to be removed
    :param axis: 0 for deleting rows, 1 for columns.
    :param columns: columns of data to select, only useful when axis == 0
    :return: collection

    :Example:
    >>> import pandas as pd
    >>> df1 = DataFrame(pd.DataFrame({'a': [1, 2, 3], 'b': [4, 5, 6], 'c': [7, 8, 9]}))
    >>> df2 = DataFrame(pd.DataFrame({'a': [2, 3], 'b': [5, 7]}))
    >>> df1.drop(df2)
       a  b  c
    0  1  4  7
    1  3  6  9
    >>> df1.drop(df2, columns='a')
       a  b  c
    0  1  4  7
    >>> df1.drop(['a'], axis=1)
       b  c
    0  4  7
    1  5  8
    2  6  9
    >>> df1.drop(df2, axis=1)
       c
    0  7
    1  8
    2  9
    """
    from ..utils import to_collection
    expr = to_collection(expr)

    if axis == 0:
        if not isinstance(data, (CollectionExpr, SequenceExpr)):
            raise ExpressionError('data should be a collection or sequence when axis == 1.')

        data = to_collection(data)
        if columns is None:
            columns = [n for n in data.schema.names]
        if isinstance(columns, six.string_types):
            columns = [columns, ]

        data = data.select(*columns).distinct()

        drop_predicates = [data[n].isnull() for n in data.schema.names]
        return expr.left_join(data, on=columns, suffixes=('', '_dp')).filter(*drop_predicates) \
            .select(*expr.schema.names)
    else:
        if isinstance(data, (CollectionExpr, SequenceExpr)):
            data = to_collection(data).schema.names
        return expr.exclude(data)


def setdiff(left, *rights, **kwargs):
    """
    Exclude data from a collection, like `except` clause in SQL. All collections involved should
    have same schema.

    :param left: collection to drop data from
    :param rights: collection or list of collections
    :param distinct: whether to preserve duplicate entries
    :return: collection

    :Examples:
    >>> import pandas as pd
    >>> df1 = DataFrame(pd.DataFrame({'a': [1, 2, 3, 3, 3], 'b': [1, 2, 3, 3, 3]}))
    >>> df2 = DataFrame(pd.DataFrame({'a': [1, 3], 'b': [1, 3]}))
    >>> df1.setdiff(df2)
       a  b
    0  2  2
    1  3  3
    2  3  3
    >>> df1.setdiff(df2, distinct=True)
       a  b
    0  2  2
    """
    import time
    from ..utils import output

    distinct = kwargs.get('distinct', False)

    if isinstance(rights[0], list):
        rights = rights[0]

    cols = [n for n in left.schema.names]
    types = [n for n in left.schema.types]

    counter_col_name = 'exc_counter_%d' % int(time.time())
    left = left[left, Scalar(1).rename(counter_col_name)]
    rights = [r[r, Scalar(-1).rename(counter_col_name)] for r in rights]

    unioned = left
    for r in rights:
        unioned = unioned.union(r)

    if distinct:
        aggregated = unioned.groupby(*cols).agg(**{counter_col_name: unioned[counter_col_name].min()})
        return aggregated.filter(aggregated[counter_col_name] == 1).select(*cols)
    else:
        aggregated = unioned.groupby(*cols).agg(**{counter_col_name: unioned[counter_col_name].sum()})

        @output(cols, types)
        def exploder(row):
            import sys
            irange = xrange if sys.version_info[0] < 3 else range
            for _ in irange(getattr(row, counter_col_name)):
                yield row[:-1]

        return aggregated.map_reduce(mapper=exploder).select(*cols)


def intersect(left, *rights, **kwargs):
    """
    Calc intersection among datasets,

    :param left: collection
    :param rights: collection or list of collections
    :param distinct: whether to preserve duolicate entries
    :return: collection

    :Examples:
    >>> import pandas as pd
    >>> df1 = DataFrame(pd.DataFrame({'a': [1, 2, 3, 3, 3], 'b': [1, 2, 3, 3, 3]}))
    >>> df2 = DataFrame(pd.DataFrame({'a': [1, 3, 3], 'b': [1, 3, 3]}))
    >>> df1.intersect(df2)
       a  b
    0  1  1
    1  3  3
    2  3  3
    >>> df1.intersect(df2, distinct=True)
       a  b
    0  1  1
    1  3  3
    """
    import time
    from ..utils import output

    distinct = kwargs.get('distinct', False)

    if isinstance(rights[0], list):
        rights = rights[0]

    cols = [n for n in left.schema.names]
    types = [n for n in left.schema.types]

    collections = (left, ) + rights

    idx_col_name = 'idx_%d' % int(time.time())
    counter_col_name = 'exc_counter_%d' % int(time.time())

    collections = [c[c, Scalar(idx).rename(idx_col_name)] for idx, c in enumerate(collections)]

    unioned = reduce(lambda a, b: a.union(b), collections)
    src_agg = unioned.groupby(*(cols + [idx_col_name])) \
        .agg(**{counter_col_name: unioned.count()})

    aggregators = {
        idx_col_name: src_agg[idx_col_name].nunique(),
        counter_col_name: src_agg[counter_col_name].min(),
    }
    final_agg = src_agg.groupby(*cols).agg(**aggregators)
    final_agg = final_agg.filter(final_agg[idx_col_name] == len(collections))

    if distinct:
        return final_agg.filter(final_agg[counter_col_name] > 0).select(*cols)
    else:
        @output(cols, types)
        def exploder(row):
            import sys
            irange = xrange if sys.version_info[0] < 3 else range
            for _ in irange(getattr(row, counter_col_name)):
                yield row[:-2]

        return final_agg.map_reduce(mapper=exploder).select(*cols)


CollectionExpr.union = union
SequenceExpr.union = union
CollectionExpr.__horz_concat = __horz_concat
SequenceExpr.__horz_concat = __horz_concat
CollectionExpr.concat = concat
SequenceExpr.concat = concat
CollectionExpr.drop = _drop
SequenceExpr.drop = _drop
CollectionExpr.setdiff = setdiff
SequenceExpr.setdiff = setdiff
CollectionExpr.except_ = setdiff
SequenceExpr.except_ = setdiff
CollectionExpr.intersect = intersect
SequenceExpr.intersect = intersect




          

      

      

    

  

    
      
          
            
  Source code for odps.df.expr.reduction

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from __future__ import absolute_import

from .expressions import *
from .groupby import *
from . import utils
from .. import types
from ..utils import FunctionWrapper


class SequenceReduction(Scalar):
    __slots__ = '_unique',
    _args = '_input',

    @property
    def node_name(self):
        return self.__class__.__name__

    @property
    def source_name(self):
        if self._source_name:
            return self._source_name
        return self._input.name

    @property
    def name(self):
        if self._name:
            return self._name
        source_name = self.source_name
        if source_name:
            return '%s_%s' % (source_name, self.node_name.lower())

    def rename(self, new_name):
        if new_name == self._name:
            return self

        attr_values = dict((attr, getattr(self, attr, None))
                           for attr in utils.get_attrs(self))
        attr_values['_name'] = new_name
        new_reduction = type(self)(**attr_values)

        return new_reduction

    def output_type(self):
        return repr(self._value_type)

    def to_grouped_reduction(self, grouped):
        collection = next(n for n in self.input.traverse(top_down=True, unique=True)
                          if isinstance(n, CollectionExpr))
        if collection is not grouped._input:
            raise ExpressionError('Aggregation should be applied to %s, %s instead' % (
                grouped._input, collection))

        cls_name = 'Grouped%s' % self.__class__.__name__
        clz = globals()[cls_name]

        kwargs = dict((arg, getattr(self, arg, None)) for arg in utils.get_attrs(self)
                       if arg != '_cache_args')
        kwargs['_data_type'] = kwargs.pop('_value_type')
        if '_source_value_type' in kwargs:
            kwargs['_source_data_type'] = kwargs.pop('_source_value_type')
        kwargs['_grouped'] = grouped
        del kwargs['_value']

        return clz(**kwargs)

    @property
    def input(self):
        return self._input

    def accept(self, visitor):
        return visitor.visit_reduction(self)


class GroupedSequenceReduction(SequenceExpr):
    __slots__ = '_grouped', '_unique'
    _args = '_input', '_by'
    _extra_args = '_grouped',

    def _init(self, *args, **kwargs):
        self._init_attr('_grouped', None)
        self._init_attr('_by', None)
        super(GroupedSequenceReduction, self)._init(*args, **kwargs)
        assert self._grouped is not None
        if self._by is None:
            self._by = self._grouped._by

    @property
    def source_name(self):
        if self._source_name:
            return self._source_name
        return self._input.name

    @property
    def name(self):
        if self._name:
            return self._name
        source_name = self.source_name
        if source_name:
            return '%s_%s' % (source_name, self.node_name.lower())

    def _repr(self):
        expr = self._grouped.agg(self)[self.name]

        return expr._repr()

    @property
    def input(self):
        return self._input

    def accept(self, visitor):
        return visitor.visit_reduction(self)


class Min(SequenceReduction):
    __slots__ = ()


class GroupedMin(GroupedSequenceReduction):
    node_name = 'min'


class Max(SequenceReduction):
    __slots__ = ()


class GroupedMax(GroupedSequenceReduction):
    node_name = 'max'


class Count(SequenceReduction):
    __slots__ = ()


class GroupedCount(GroupedSequenceReduction):
    node_name = 'count'


class Sum(SequenceReduction):
    __slots__ = ()


class GroupedSum(GroupedSequenceReduction):
    node_name = 'sum'


class Var(SequenceReduction):
    __slots__ = '_ddof',


class GroupedVar(GroupedSequenceReduction):
    __slots__ = '_ddof',
    node_name = 'var'


class Std(SequenceReduction):
    __slots__ = '_ddof',


class GroupedStd(GroupedSequenceReduction):
    __slots__ = '_ddof',
    node_name = 'std'


class Mean(SequenceReduction):
    __slots__ = ()


class GroupedMean(GroupedSequenceReduction):
    node_name = 'mean'


class Quantile(SequenceReduction):
    __slots__ = '_prob',


class GroupedQuantile(GroupedSequenceReduction):
    __slots__ = '_prob',
    node_name = 'quantile'


class Moment(SequenceReduction):
    __slots__ = '_order', '_center'


class GroupedMoment(GroupedSequenceReduction):
    __slots__ = '_order', '_center'
    node_name = 'moment'


class Skewness(SequenceReduction):
    __slots__ = ()
    node_name = 'skew'


class GroupedSkewness(GroupedSequenceReduction):
    node_name = 'skew'


class Kurtosis(SequenceReduction):
    __slots__ = ()


class GroupedKurtosis(GroupedSequenceReduction):
    node_name = 'kurtosis'


class Median(SequenceReduction):
    __slots__ = ()


class GroupedMedian(GroupedSequenceReduction):
    node_name = 'median'


class Any(SequenceReduction):
    __slots__ = ()


class GroupedAny(GroupedSequenceReduction):
    node_name = 'any'


class All(SequenceReduction):
    __slots__ = ()


class GroupedAll(GroupedSequenceReduction):
    node_name = 'all'


class NUnique(SequenceReduction):
    _args = '_inputs',

    @property
    def source_name(self):
        if self._source_name:
            return self._source_name
        if len(self._inputs) == 1:
            return self._inputs[0].name

    @property
    def name(self):
        if self._name:
            return self._name
        source_name = self.source_name
        if source_name:
            return '%s_%s' % (source_name, self.node_name.lower())

    @property
    def input(self):
        return self._inputs[0]


class GroupedNUnique(GroupedSequenceReduction):
    node_name = 'nunique'
    _args = '_inputs', '_by'

    @property
    def source_name(self):
        if self._source_name:
            return self._source_name
        if len(self._inputs) == 1:
            return self._inputs[0].name

    @property
    def name(self):
        if self._name:
            return self._name
        source_name = self.source_name
        if source_name:
            return '%s_%s' % (source_name, self.node_name.lower())

    @property
    def input(self):
        return self._inputs[0]


class Cat(SequenceReduction):
    _args = '_input', '_by', '_sep', '_na_rep'

    def _init(self, *args, **kwargs):
        self._init_attr('_sep', None)
        self._init_attr('_na_rep', None)
        super(Cat, self)._init(*args, **kwargs)
        if self._sep is not None and not isinstance(self._sep, Scalar):
            self._sep = Scalar(_value=self._sep)
        if self._na_rep is not None and not isinstance(self._na_rep, Scalar):
            self._na_rep = Scalar(_value=self._na_rep)


class GroupedCat(GroupedSequenceReduction):
    _args = '_input', '_by', '_sep', '_na_rep'
    node_name = 'cat'

    def _init(self, *args, **kwargs):
        self._init_attr('_sep', None)
        self._init_attr('_na_rep', None)
        super(GroupedCat, self)._init(*args, **kwargs)
        if self._sep is not None and not isinstance(self._sep, Scalar):
            self._sep = Scalar(_value=self._sep)
        if self._na_rep is not None and not isinstance(self._na_rep, Scalar):
            self._na_rep = Scalar(_value=self._na_rep)


class ToList(SequenceReduction):
    __slots__ = ()


class GroupedToList(GroupedSequenceReduction):
    __slots__ = ()
    node_name = 'tolist'


class Aggregation(SequenceReduction):
    __slots__ = '_aggregator', '_func_args', '_func_kwargs', '_resources', '_raw_inputs'
    _args = '_inputs', '_collection_resources', '_by'
    node_name = 'Aggregation'

    def _init(self, *args, **kwargs):
        self._init_attr('_raw_inputs', None)
        super(Aggregation, self)._init(*args, **kwargs)

    @property
    def source_name(self):
        if self._source_name:
            return self._source_name
        if len(self._inputs) == 1:
            return self._inputs[0].name

    @property
    def raw_inputs(self):
        return self._raw_inputs or self._inputs

    @property
    def input(self):
        return self._inputs[0]

    @property
    def func(self):
        return self._aggregator

    @func.setter
    def func(self, f):
        self._aggregator = f

    @property
    def input_types(self):
        return [f.dtype for f in self._inputs]

    @property
    def raw_input_types(self):
        if self._raw_inputs:
            return [f.dtype for f in self._raw_inputs]
        return self.input_types

    def accept(self, visitor):
        visitor.visit_user_defined_aggregator(self)


class GroupedAggregation(GroupedSequenceReduction):
    __slots__ = '_aggregator', '_func_args', '_func_kwargs', '_resources', '_raw_inputs'
    _args = '_inputs', '_collection_resources', '_by'
    node_name = 'Aggregation'

    def _init(self, *args, **kwargs):
        self._init_attr('_raw_inputs', None)
        super(GroupedAggregation, self)._init(*args, **kwargs)

    @property
    def source_name(self):
        if self._source_name:
            return self._source_name
        if len(self._inputs) == 1:
            return self._inputs[0].name

    @property
    def raw_inputs(self):
        return self._raw_inputs or self._inputs

    @property
    def input(self):
        return self._inputs[0]

    @property
    def func(self):
        return self._aggregator

    @func.setter
    def func(self, f):
        self._aggregator = f

    @property
    def input_types(self):
        return [f.dtype for f in self._inputs]

    @property
    def raw_input_types(self):
        if self._raw_inputs:
            return [f.dtype for f in self._raw_inputs]
        return self.input_types

    def accept(self, visitor):
        visitor.visit_user_defined_aggregator(self)


def _extract_unique_input(expr):
    from .collections import DistinctCollectionExpr

    if isinstance(expr, Column):
        if isinstance(expr.input, DistinctCollectionExpr) and len(expr.input._unique_fields) == 1:
            return expr.input._unique_fields[0]
        else:
            return None


def _reduction(expr, output_cls, output_type=None, **kw):
    grouped_output_cls = globals()['Grouped%s' % output_cls.__name__]
    method_name = output_cls.__name__.lower()

    if isinstance(expr, CollectionExpr):
        columns = []

        for name in expr.schema.names:
            column = expr[name]
            if hasattr(column, method_name):
                columns.append(getattr(column, method_name)(**kw))

        return expr[columns]
    elif isinstance(expr, GroupBy):
        aggs = []

        # TODO: dynamic may need rebuilt
        for name in expr._to_agg.names:
            agg = expr[name]
            if hasattr(agg, method_name):
                aggs.append(getattr(agg, method_name)(**kw))

        return expr.agg(aggs)

    if output_type is None:
        output_type = expr._data_type

    if isinstance(expr, SequenceExpr):
        unique_input = _extract_unique_input(expr)
        if unique_input is not None:
            kw['_unique'] = True
            return _reduction(unique_input, output_cls, output_type=output_type, **kw)
        else:
            return output_cls(_value_type=output_type, _input=expr, **kw)
    elif isinstance(expr, SequenceGroupBy):
        return grouped_output_cls(_data_type=output_type, _input=expr.to_column(),
                                  _grouped=expr.input, **kw)


def min_(expr):
    """
    Min value

    :param expr:
    :return:
    """

    return _reduction(expr, Min)


def max_(expr):
    """
    Max value

    :param expr:
    :return:
    """

    return _reduction(expr, Max)


def count(expr):
    """
    Value counts

    :param expr:
    :return:
    """

    if isinstance(expr, SequenceExpr):
        unique_input = _extract_unique_input(expr)
        if unique_input:
            return nunique(unique_input).rename('count')
        else:
            return Count(_value_type=types.int64, _input=expr)
    elif isinstance(expr, SequenceGroupBy):
        return GroupedCount(_data_type=types.int64, _input=expr.to_column(),
                            _grouped=expr.input)
    elif isinstance(expr, CollectionExpr):
        return Count(_value_type=types.int64, _input=expr).rename('count')
    elif isinstance(expr, GroupBy):
        return GroupedCount(_data_type=types.int64, _input=expr.input,
                            _grouped=expr).rename('count')


def _stats_type(expr):
    if isinstance(expr, (SequenceExpr, SequenceGroupBy)):
        if expr._data_type == types.decimal:
            output_type = types.decimal
        else:
            output_type = types.float64
        return output_type


def var(expr, **kw):
    """
    Variance

    :param expr:
    :param ddof: degree of freedom
    :param kw:
    :return:
    """

    ddof = kw.get('ddof', kw.get('_ddof', 1))

    output_type = _stats_type(expr)
    return _reduction(expr, Var, output_type, _ddof=ddof)


def sum_(expr):
    """
    Sum value

    :param expr:
    :return:
    """

    output_type = None
    if isinstance(expr, (SequenceExpr, SequenceGroupBy)):
        if expr._data_type == types.boolean:
            output_type = types.int64
        else:
            output_type = expr._data_type
    return _reduction(expr, Sum, output_type)


def std(expr, **kw):
    """
    Standard deviation.

    :param expr:
    :param kw:
    :return:
    """

    ddof = kw.get('ddof', kw.get('_ddof', 1))

    output_type = _stats_type(expr)
    return _reduction(expr, Std, output_type, _ddof=ddof)


def mean(expr):
    """
    Arithmetic mean.

    :param expr:
    :return:
    """

    output_type = _stats_type(expr)
    return _reduction(expr, Mean, output_type)


def median(expr):
    """
    Median value.

    :param expr:
    :return:
    """

    output_type = _stats_type(expr)
    return _reduction(expr, Median, output_type)


def quantile(expr, prob=None, **kw):
    """
    Percentile value.

    :param expr:
    :param prob: probability or list of probabilities, in [0, 1]
    :return:
    """

    prob = kw.get('_prob', prob)
    output_type = _stats_type(expr)
    if isinstance(prob, (list, set)) and not isinstance(expr, GroupBy):
        output_type = types.List(output_type)
    return _reduction(expr, Quantile, output_type, _prob=prob)


def any_(expr):
    """
    Any is True.

    :param expr:
    :return:
    """

    output_type = types.boolean
    return _reduction(expr, Any, output_type)


def all_(expr):
    """
    All is True.

    :param expr:
    :return:
    """

    output_type = types.boolean
    return _reduction(expr, All, output_type)


def nunique(expr):
    """
    The distinct count.

    :param expr:
    :return:
    """
    output_type = types.int64

    if isinstance(expr, SequenceExpr):
        return NUnique(_value_type=output_type, _inputs=[expr])
    elif isinstance(expr, SequenceGroupBy):
        return GroupedNUnique(_data_type=output_type, _inputs=[expr.to_column()], _grouped=expr.input)
    elif isinstance(expr, CollectionExpr):
        unique_input = _extract_unique_input(expr)
        if unique_input:
            return nunique(unique_input)
        else:
            return NUnique(_value_type=types.int64, _inputs=expr._project_fields)
    elif isinstance(expr, GroupBy):
        if expr._to_agg:
            inputs = expr.input[expr._to_agg.names]._project_fields
        else:
            inputs = expr.input._project_fields
        return GroupedNUnique(_data_type=types.int64, _inputs=inputs,
                              _grouped=expr)


def _cat(expr, sep=None, na_rep=None):
    output_type = types.string
    return _reduction(expr, Cat, output_type, _sep=sep, _na_rep=na_rep)


def cat(expr, others=None, sep=None, na_rep=None):
    """
    Concatenate strings in sequence with given separator

    :param expr:
    :param others: other sequences
    :param sep: string or None, default None
    :param na_rep: string or None default None, if None, NA in the sequence are ignored
    :return:
    """

    if others is not None:
        from .strings import _cat as cat_str

        return cat_str(expr, others, sep=sep, na_rep=na_rep)

    return _cat(expr, sep=sep, na_rep=na_rep)


def moment(expr, order, central=False):
    """
    Calculate the n-th order moment of the sequence

    :param expr:
    :param order: moment order, must be an integer
    :param central: if central moments are to be computed.
    :return:
    """
    if not isinstance(order, six.integer_types):
        raise ValueError('Only integer-ordered moments are supported.')
    if order < 0:
        raise ValueError('Only non-negative orders are supported.')
    output_type = _stats_type(expr)
    return _reduction(expr, Moment, output_type, _order=order, _center=central)


def skew(expr):
    """
    Calculate skewness of the sequence

    :param expr:
    :return:
    """
    output_type = _stats_type(expr)
    return _reduction(expr, Skewness, output_type)


def kurtosis(expr):
    """
    Calculate kurtosis of the sequence

    :param expr:
    :return:
    """
    output_type = _stats_type(expr)
    return _reduction(expr, Kurtosis, output_type)


def aggregate(exprs, aggregator, rtype=None, resources=None, unique=False, args=(), **kwargs):
    name = None
    if isinstance(aggregator, FunctionWrapper):
        if aggregator.output_names:
            if len(aggregator.output_names) > 1:
                raise ValueError('Aggregate column has more than one name')
            name = aggregator.output_names[0]
        if aggregator.output_types:
            rtype = rtype or aggregator.output_types[0]
        aggregator = aggregator._func

    if rtype is None:
        rtype = utils.get_annotation_rtype(aggregator.getvalue)

    if not isinstance(exprs, Iterable):
        exprs = [exprs, ]
        if rtype is None:
            rtype = exprs[0].dtype

    if rtype is None:
        raise ValueError('rtype should be specified')
    output_type = types.validate_data_type(rtype)

    collection = None
    if len(exprs) > 0:
        for expr in exprs:
            coll = next(it for it in expr.traverse(top_down=True, unique=True)
                        if isinstance(it, CollectionExpr))
            if collection is None:
                collection = coll
            elif collection is not coll:
                raise ValueError('The sequences to aggregate should come from the same collection')

    collection_resources = utils.get_collection_resources(resources)
    if all(isinstance(expr, SequenceGroupBy) for expr in exprs):
        inputs = [expr.to_column() for expr in exprs]
        return GroupedAggregation(_inputs=inputs, _aggregator=aggregator,
                                  _data_type=output_type, _name=name,
                                  _func_args=args, _func_kwargs=kwargs, _resources=resources,
                                  _collection_resources=collection_resources,
                                  _grouped=exprs[0].input)
    else:
        if not unique and len(exprs) == 1:
            unique_input = _extract_unique_input(exprs[0])
            if unique_input:
                unique = True
                exprs = [unique_input]
        return Aggregation(_inputs=exprs, _aggregator=aggregator,
                           _value_type=output_type, _name=name,
                           _func_args=args, _func_kwargs=kwargs, _resources=resources,
                           _collection_resources=collection_resources, _unique=unique)


def agg(*args, **kwargs):
    return aggregate(*args, **kwargs)


def tolist(expr, **kwargs):
    """
    Pack all data in the sequence into a list
    :param expr:
    :param unique: make every elements in the sequence to be unique
    :return:
    """
    unique = kwargs.get('unique', kwargs.get('_unique', False))
    output_type = None

    if isinstance(expr, (SequenceExpr, SequenceGroupBy)):
        output_type = types.List(expr._data_type)
    return _reduction(expr, ToList, output_type, _unique=unique)


_number_sequence_methods = dict(
    var=var,
    std=std,
    mean=mean,
    moment=moment,
    skew=skew,
    kurtosis=kurtosis,
    kurt=kurtosis,
    median=median,
    sum=sum_,
    quantile=quantile,
)

_sequence_methods = dict(
    min=min_,
    max=max_,
    count=count,
    size=count,
    nunique=nunique,
    tolist=tolist,
)

number_sequences = [globals().get(repr(t).capitalize() + SequenceExpr.__name__)
                    for t in types.number_types()]

for number_sequence in number_sequences:
    utils.add_method(number_sequence, _number_sequence_methods)

utils.add_method(SequenceExpr, _sequence_methods)

StringSequenceExpr.sum = sum_
StringSequenceExpr.cat = cat
BooleanSequenceExpr.sum = sum_
BooleanSequenceExpr.any = any_
BooleanSequenceExpr.all = all_
SequenceExpr.aggregate = aggregate
SequenceExpr.agg = aggregate

number_sequences_groupby = [globals().get(repr(t).capitalize() + SequenceGroupBy.__name__)
                            for t in types.number_types()]

for number_sequence_groupby in number_sequences_groupby:
    utils.add_method(number_sequence_groupby, _number_sequence_methods)

utils.add_method(SequenceGroupBy, _sequence_methods)

StringSequenceGroupBy.sum = sum_
StringSequenceGroupBy.cat = _cat
BooleanSequenceGroupBy.sum = sum_
BooleanSequenceGroupBy.any = any_
BooleanSequenceGroupBy.all = all_
SequenceGroupBy.aggregate = aggregate
SequenceGroupBy.agg = aggregate

# add method to collection expression
utils.add_method(CollectionExpr, _number_sequence_methods)
utils.add_method(CollectionExpr, _sequence_methods)
CollectionExpr.size = count
CollectionExpr.any = any_
CollectionExpr.all = all_

# add method to GroupBy
utils.add_method(GroupBy, _number_sequence_methods)
utils.add_method(GroupBy, _sequence_methods)
GroupBy.size = count
GroupBy.any = any_
GroupBy.all = all_




          

      

      

    

  

    
      
          
            
  Source code for odps.df.expr.strings

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
# 
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
# 
#      http://www.apache.org/licenses/LICENSE-2.0
# 
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.


from .element import ElementWise
from .expressions import Expr, StringSequenceExpr, Scalar, StringScalar, SequenceExpr
from . import utils
from .. import types
from ...compat import six


class StringOp(ElementWise):
    __slots__ = ()

    def _init(self, *args, **kwargs):
        for arg in self._args[1:]:
            self._init_attr(arg, None)

        super(StringOp, self)._init(*args, **kwargs)

        for attr in self._args[1:]:
            val = getattr(self, attr)
            if val is not None and not isinstance(val, (Expr, list, tuple)):
                setattr(self, attr, Scalar(_value=val))

    def __getattribute__(self, attr):
        if attr in ('input', '_input'):
            return super(StringOp, self).__getattribute__(attr)
        else:
            try:
                return object.__getattribute__(self, attr)
            except AttributeError as e:
                err = e
            if not attr.startswith('_'):
                private_attr = '_%s' % attr
                try:
                    scalar = object.__getattribute__(self, private_attr)
                    if isinstance(scalar, Scalar):
                        return scalar.value
                    return scalar
                except AttributeError:
                    raise err

    def accept(self, visitor):
        return visitor.visit_string_op(self)


class Capitalize(StringOp):
    __slots__ = ()


class CatStr(StringOp):
    _args = '_input', '_others', '_sep', '_na_rep'
    _add_args_slots = False

    @property
    def node_name(self):
        return 'Cat'


class Contains(StringOp):
    _args = '_input', '_pat', '_case', '_flags', '_regex'
    _add_args_slots = False


class Count(StringOp):
    _args = '_input', '_pat', '_flags'
    _add_args_slots = False


class Endswith(StringOp):
    _args = '_input', '_pat'
    _add_args_slots = False


class Startswith(StringOp):
    _args = '_input', '_pat'
    _add_args_slots = False


class Extract(StringOp):
    _args = '_input', '_pat', '_flags', '_group'
    _add_args_slots = False


class Find(StringOp):
    _args = '_input', '_sub', '_start', '_end'
    _add_args_slots = False


class RFind(StringOp):
    _args = '_input', '_sub', '_start', '_end'
    _add_args_slots = False


class Replace(StringOp):
    _args = '_input', '_pat', '_repl', '_n', '_case', '_flags', '_regex'
    _add_args_slots = False


class Get(StringOp):
    _args = '_input', '_index'
    _add_args_slots = False


class Join(StringOp):
    _args = '_input', '_sep'
    _add_args_slots = False


class Len(StringOp):
    _args = '_input',
    _add_args_slots = False


class Ljust(StringOp):
    _args = '_input', '_width', '_fillchar'
    _add_args_slots = False


class Rjust(StringOp):
    _args = '_input', '_width', '_fillchar'
    _add_args_slots = False


class Lower(StringOp):
    _args = '_input',
    _add_args_slots = False


class Upper(StringOp):
    _args = '_input',
    _add_args_slots = False


class Lstrip(StringOp):
    _args = '_input', '_to_strip'
    _add_args_slots = False


class Rstrip(StringOp):
    _args = '_input', '_to_strip'
    _add_args_slots = False


class Strip(StringOp):
    _args = '_input', '_to_strip'
    _add_args_slots = False


class Pad(StringOp):
    _args = '_input', '_width', '_side', '_fillchar'
    _add_args_slots = False

    def _init(self, *args, **kwargs):
        super(Pad, self)._init(*args, **kwargs)

        if self.side not in ('left', 'right', 'both'):
            raise ValueError('Side should be left, right or both')


class Repeat(StringOp):
    _args = '_input', '_repeats'
    _add_args_slots = False


class Split(StringOp):
    _args = '_input', '_pat', '_n'
    _add_args_slots = False


class RSplit(StringOp):
    _args = '_input', '_pat', '_n'
    _add_args_slots = False


class Slice(StringOp):
    _args = '_input', '_start', '_end', '_step'
    _add_args_slots = False


class Swapcase(StringOp):
    _args = '_input',
    _add_args_slots = False


class Title(StringOp):
    _args = '_input',
    _add_args_slots = False


class Zfill(StringOp):
    _args = '_input', '_width'
    _add_args_slots = False


class Strptime(StringOp):
    _args = '_input', '_date_format'
    _add_args_slots = False


class Isalnum(StringOp):
    _args = '_input',
    _add_args_slots = False


class Isalpha(StringOp):
    _args = '_input',
    _add_args_slots = False


class Isdigit(StringOp):
    _args = '_input',
    _add_args_slots = False


class Isspace(StringOp):
    _args = '_input',
    _add_args_slots = False


class Islower(StringOp):
    _args = '_input',
    _add_args_slots = False


class Isupper(StringOp):
    _args = '_input',
    _add_args_slots = False


class Istitle(StringOp):
    _args = '_input',
    _add_args_slots = False


class Isnumeric(StringOp):
    _args = '_input',
    _add_args_slots = False


class Isdecimal(StringOp):
    _args = '_input',
    _add_args_slots = False


class StringToDict(StringOp):
    _args = '_input', '_item_delim', '_kv_delim'
    _add_args_slots = False


def _string_op(expr, output_expr_cls, output_type=None, **kwargs):
    output_type = output_type or types.string
    if isinstance(expr, (StringSequenceExpr, StringScalar)):
        is_sequence = isinstance(expr, StringSequenceExpr)

        if is_sequence:
            return output_expr_cls(_data_type=output_type, _input=expr, **kwargs)
        else:
            return output_expr_cls(_value_type=output_type, _input=expr, **kwargs)


def _capitalize(expr):
    """
    Convert strings in the Sequence or string scalar to be capitalized. Equivalent to str.capitalize().

    :param expr:
    :return: sequence or scalar
    """

    return _string_op(expr, Capitalize)


def _cat(expr, others, sep=None, na_rep=None):
    if isinstance(others, six.string_types):
        raise ValueError('Did you mean to supply a `sep` keyword?')
    return _string_op(expr, CatStr, _others=others, _sep=sep, _na_rep=na_rep)


def _contains(expr, pat, case=True, flags=0, regex=True):
    """
    Return boolean sequence whether given pattern/regex is contained in each string in the sequence

    :param expr: sequence or scalar
    :param pat: Character sequence or regular expression
    :param case: If True, case sensitive
    :type case: bool
    :param flags: re module flags, e.g. re.IGNORECASE
    :param regex: If True use regex, otherwise use string finder
    :return: sequence or scalar
    """

    if regex and isinstance(pat, six.string_types):
        import re
        try:
            re.compile(pat, flags=flags)
        except:
            raise ValueError('Failed to compile regular expression, '
                             'please check re.compile("{0}")'.format(pat))

    return _string_op(expr, Contains, output_type=types.boolean,
                      _pat=pat, _case=case, _flags=flags, _regex=regex)


def _count(expr, pat, flags=0):
    """
    Count occurrences of pattern in each string of the sequence or scalar

    :param expr: sequence or scalar
    :param pat: valid regular expression
    :param flags: re module flags, e.g. re.IGNORECASE
    :return:
    """
    return _string_op(expr, Count, output_type=types.int64,
                      _pat=pat, _flags=flags)


def _endswith(expr, pat):
    """
    Return boolean sequence or scalar indicating whether each string in the sequence or scalar
    ends with passed pattern. Equivalent to str.endswith().

    :param expr:
    :param pat: Character sequence
    :return: sequence or scalar
    """

    return _string_op(expr, Endswith, output_type=types.boolean, _pat=pat)


def _startswith(expr, pat):
    """
    Return boolean sequence or scalar indicating whether each string in the sequence or scalar
    starts with passed pattern. Equivalent to str.startswith().

    :param expr:
    :param pat: Character sequence
    :return: sequence or scalar
    """

    return _string_op(expr, Startswith, output_type=types.boolean, _pat=pat)


def _extract(expr, pat, flags=0, group=0):
    """
    Find group in each string in the Series using passed regular expression.

    :param expr:
    :param pat: Pattern or regular expression
    :param flags: re module, e.g. re.IGNORECASE
    :param group: if None as group 0
    :return: sequence or scalar
    """

    return _string_op(expr, Extract, _pat=pat, _flags=flags, _group=group)


def _find(expr, sub, start=0, end=None):
    """
    Return lowest indexes in each strings in the sequence or scalar
    where the substring is fully contained between [start:end]. Return -1 on failure.
    Equivalent to standard str.find().

    :param expr:
    :param sub: substring being searched
    :param start: left edge index
    :param end: right edge index
    :return: sequence or scalar
    """

    return _string_op(expr, Find, output_type=types.int64,
                      _sub=sub, _start=start, _end=end)


def _rfind(expr, sub, start=0, end=None):
    """
    Return highest indexes in each strings in the sequence or scalar
    where the substring is fully contained between [start:end]. Return -1 on failure.
    Equivalent to standard str.rfind().

    :param expr:
    :param sub:
    :param start:
    :param end:
    :return: sequence or scalar
    """

    return _string_op(expr, RFind, output_type=types.int64,
                      _sub=sub, _start=start, _end=end)


def _replace(expr, pat, repl, n=-1, case=True, flags=0, regex=True):
    """
    Replace occurrence of pattern/regex in the sequence or scalar with some other string.
    Equivalent to str.replace()

    :param expr:
    :param pat: Character sequence or regular expression
    :param repl: Replacement
    :param n: Number of replacements to make from start
    :param case: if True, case sensitive
    :param flags: re module flag, e.g. re.IGNORECASE
    :return: sequence or scalar
    """

    return _string_op(expr, Replace, _pat=pat, _repl=repl,
                      _n=n, _case=case, _flags=flags, _regex=regex)


def _get(expr, index):
    """
    Extract element from lists, tuples, or strings in each element in the sequence or scalar

    :param expr:
    :param index: Integer index(location)
    :return: sequence or scalar
    """

    return _string_op(expr, Get, _index=index)


def _join(expr, sep):
    """
    Join lists contained as elements in the Series/Index with passed delimiter.
    Equivalent to str.join().

    :param expr:
    :param sep: Delimiter
    :return: sequence or scalar
    """

    return _string_op(expr, Join, _sep=sep)


def _len(expr):
    """
    Compute length of each string in the sequence or scalar

    :param expr:
    :return: lengths
    """
    return _string_op(expr, Len, output_type=types.int64)


def _ljust(expr, width, fillchar=' '):
    """
    Filling right side of strings in the sequence or scalar with an additional character.
    Equivalent to str.ljust().

    :param expr:
    :param width: Minimum width of resulting string; additional characters will be filled with `fillchar`
    :param fillchar: Additional character for filling, default is whitespace.
    :return: sequence or scalar
    """
    return _string_op(expr, Ljust, _width=width, _fillchar=fillchar)


def _rjust(expr, width, fillchar=' '):
    """
    Filling left side of strings in the sequence or scalar with an additional character.
    Equivalent to str.rjust().

    :param expr:
    :param width: Minimum width of resulting string; additional characters will be filled with `fillchar`
    :param fillchar: Additional character for filling, default is whitespace.
    :return: sequence or scalar
    """

    return _string_op(expr, Rjust, _width=width, _fillchar=fillchar)


def _lower(expr):
    """
    Convert strings in the sequence or scalar lowercase. Equivalent to str.lower().

    :param expr:
    :return: sequence or scalar
    """
    return _string_op(expr, Lower)


def _upper(expr):
    """
    Convert strings in the sequence or scalar uppercase. Equivalent to str.upper().

    :param expr:
    :return: sequence or scalar
    """

    return _string_op(expr, Upper)


def _lstrip(expr, to_strip=None):
    """
    Strip whitespace (including newlines) from each string in the sequence or scalar from left side.
    Equivalent to str.lstrip().

    :param expr:
    :param to_strip:
    :return: sequence or sclaar
    """

    return _string_op(expr, Lstrip, _to_strip=to_strip)


def _rstrip(expr, to_strip=None):
    """
    Strip whitespace (including newlines) from each string in the sequence or scalar from right side.
    Equivalent to str.rstrip().

    :param expr:
    :param to_strip:
    :return: sequence or scalar
    """

    return _string_op(expr, Rstrip, _to_strip=to_strip)


def _split(expr, pat=None, n=-1):
    """
    Split each string (a la re.split) in the Series/Index by given pattern, propagating NA values.
    Equivalent to str.split().

    :param expr:
    :param pat: Separator to split on. If None, splits on whitespace
    :param n: not supported right now
    :return: list sequence or scalar
    """

    return _string_op(expr, Split, output_type=types.List(types.string),
                      _pat=pat, _n=n)


def _rsplit(expr, pat=None, n=-1):
    """
    Split each string in the Series/Index by the given delimiter string,
    starting at the end of the string and working to the front.
    Equivalent to str.rsplit().

    :param expr:
    :param pat: Separator to split on. If None, splits on whitespace
    :param n: None, 0 and -1 will be interpreted as return all splits
    :return: sequence or scalar
    """

    return _string_op(expr, RSplit, output_type=types.List(types.string),
                      _pat=pat, _n=n)


def _strip(expr, to_strip=None):
    """
    Strip whitespace (including newlines) from each string in the sequence or scalar from left and right sides.
    Equivalent to str.strip().

    :param expr:
    :param to_strip:
    :return: sequence or scalar
    """

    return _string_op(expr, Strip, _to_strip=to_strip)


def _pad(expr, width, side='left', fillchar=' '):
    """
    Pad strings in the sequence or scalar with an additional character to specified side.

    :param expr:
    :param width: Minimum width of resulting string; additional characters will be filled with spaces
    :param side: {‘left’, ‘right’, ‘both’}, default ‘left’
    :param fillchar: Additional character for filling, default is whitespace
    :return: sequence or scalar
    """

    if not isinstance(fillchar, six.string_types):
        msg = 'fillchar must be a character, not {0}'
        raise TypeError(msg.format(type(fillchar).__name__))

    if len(fillchar) != 1:
        raise TypeError('fillchar must be a character, not str')

    if side not in ('left', 'right', 'both'):
        raise ValueError('Invalid side')

    return _string_op(expr, Pad, _width=width, _side=side, _fillchar=fillchar)


def _repeat(expr, repeats):
    """
    Duplicate each string in the sequence or scalar by indicated number of times.

    :param expr:
    :param repeats: times
    :return: sequence or scalar
    """

    return _string_op(expr, Repeat, _repeats=repeats)


def _slice(expr, start=None, stop=None, step=None):
    """
    Slice substrings from each element in the sequence or scalar

    :param expr:
    :param start: int or None
    :param stop: int or None
    :param step: int or None
    :return: sliced
    """

    return _string_op(expr, Slice, _start=start, _end=stop, _step=step)


def _getitem(expr, item):
    if isinstance(item, six.integer_types) or \
            (isinstance(item, (SequenceExpr, Scalar)) and isinstance(item.dtype, types.Integer)):
        return _get(expr, item)
    elif isinstance(item, slice):
        return _slice(expr, start=item.start, stop=item.stop, step=item.step)
    else:
        raise TypeError('Unknown argument: %r' % item)


def _swapcase(expr):
    """
    Convert strings in the sequence or scalar to be swapcased. Equivalent to str.swapcase().

    :param expr:
    :return: converted
    """

    return _string_op(expr, Swapcase)


def _title(expr):
    """
    Convert strings in the sequence or scalar to titlecase. Equivalent to str.title().


    :param expr:
    :return: converted
    """

    return _string_op(expr, Title)


def _zfill(expr, width):
    """
    Filling left side of strings in the sequence or scalar with 0. Equivalent to str.zfill().

    :param expr:
    :param width: Minimum width of resulting string; additional characters will be filled with 0
    :return: filled
    """

    return _string_op(expr, Zfill, _width=width)


def _strptime(expr, date_format):
    """
    Return datetimes specified by date_format,
    which supports the same string format as the python standard library.
    Details of the string format can be found in python string format doc

    :param expr:
    :param date_format: date format string (e.g. “%Y-%m-%d”)
    :type date_format: str
    :return:
    """

    return _string_op(expr, Strptime, _date_format=date_format,
                      output_type=types.datetime)


def _isalnum(expr):
    """
    Check whether all characters in each string in the sequence or scalar are alphanumeric.
    Equivalent to str.isalnum().

    :param expr:
    :return: boolean sequence or scalar
    """

    return _string_op(expr, Isalnum, output_type=types.boolean)


def _isalpha(expr):
    """
    Check whether all characters in each string in the sequence or scalar are alphabetic.
    Equivalent to str.isalpha().

    :param expr:
    :return: boolean sequence or scalar
    """

    return _string_op(expr, Isalpha, output_type=types.boolean)


def _isdigit(expr):
    """
    Check whether all characters in each string in the sequence or scalar are digits.
    Equivalent to str.isdigit().

    :param expr:
    :return: boolean sequence or scalar
    """

    return _string_op(expr, Isdigit, output_type=types.boolean)


def _isspace(expr):
    """
    Check whether all characters in each string in the sequence or scalar are whitespace.
    Equivalent to str.isspace().

    :param expr:
    :return: boolean sequence or scalar
    """

    return _string_op(expr, Isspace, output_type=types.boolean)


def _islower(expr):
    """
    Check whether all characters in each string in the sequence or scalar are lowercase.
    Equivalent to str.islower().

    :param expr:
    :return: boolean sequence or scalar
    """

    return _string_op(expr, Islower, output_type=types.boolean)


def _isupper(expr):
    """
    Check whether all characters in each string in the sequence or scalar are uppercase.
    Equivalent to str.isupper().

    :param expr:
    :return: boolean sequence or scalar
    """

    return _string_op(expr, Isupper, output_type=types.boolean)


def _istitle(expr):
    """
    Check whether all characters in each string in the sequence or scalar are titlecase.
    Equivalent to str.istitle().

    :param expr:
    :return: boolean sequence or scalar
    """

    return _string_op(expr, Istitle, output_type=types.boolean)


def _isnumeric(expr):
    """
    Check whether all characters in each string in the sequence or scalar are numeric.
    Equivalent to str.isnumeric().


    :param expr:
    :return: boolean sequence or scalar
    """

    return _string_op(expr, Isnumeric, output_type=types.boolean)


def _isdecimal(expr):
    """
    Check whether all characters in each string in the sequence or scalar are decimal.
    Equivalent to str.isdecimal().

    :param expr:
    :return: boolean sequence or scalar
    """

    return _string_op(expr, Isdecimal, output_type=types.boolean)


def _todict(expr, item_delim=',', kv_delim='='):
    """
    Convert the string sequence / expr into a string dict given item and key-value delimiters.

    :param expr:
    :param item_delim: delimiter between data items
    :param kv_delim: delimiter between keys and values
    :return: dict sequence or scalar
    """
    return _string_op(expr, StringToDict, _item_delim=item_delim, _kv_delim=kv_delim,
                      output_type=types.Dict(types.string, types.string))


_string_methods = dict(
    capitalize=_capitalize,
    contains=_contains,
    count=_count,
    endswith=_endswith,
    startswith=_startswith,
    extract=_extract,
    find=_find,
    rfind=_rfind,
    replace=_replace,
    get=_get,
    len=_len,
    ljust=_ljust,
    rjust=_rjust,
    lower=_lower,
    upper=_upper,
    lstrip=_lstrip,
    rstrip=_rstrip,
    split=_split,
    strip=_strip,
    pad=_pad,
    repeat=_repeat,
    slice=_slice,
    __getitem__=_getitem,
    swapcase=_swapcase,
    title=_title,
    zfill=_zfill,
    strptime=_strptime,
    isalnum=_isalnum,
    isalpha=_isalpha,
    isdigit=_isdigit,
    isspace=_isspace,
    islower=_islower,
    isupper=_isupper,
    istitle=_istitle,
    isnumeric=_isnumeric,
    isdecimal=_isdecimal,
    todict=_todict,
)


utils.add_method(StringSequenceExpr, _string_methods)
utils.add_method(StringScalar, _string_methods)
utils.add_method(StringScalar, {'cat': _cat})




          

      

      

    

  

    
      
          
            
  Source code for odps.df.expr.window

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from .groupby import *
from .reduction import _stats_type
from . import utils, errors
from .. import types
from ...utils import camel_to_underline, object_getattr


class Window(SequenceExpr):
    _args = '_input', '_partition_by', '_order_by', '_preceding', '_following'

    def _init(self, *args, **kwargs):
        self._preceding = None
        self._following = None

        super(Window, self)._init(*args, **kwargs)

        self._preceding, self._following = \
            self._de_scalar(self._preceding), self._de_scalar(self._following)

        if isinstance(self._preceding, list):
            self._preceding = tuple(self._preceding)
        elif isinstance(self._following, list):
            self._following = tuple(self._following)

        if (isinstance(self._preceding, tuple) and self._following is not None) or \
            (isinstance(self._following, tuple) and self._preceding is not None):
            raise ValueError('Cannot specify window of both sides')

        if isinstance(self._preceding, tuple):
            start, end = self._preceding
            if start is None:
                assert end >= 0
            else:
                assert start > end
        elif isinstance(self._following, tuple):
            start, end = self._following
            if end is None:
                assert start >= 0
            else:
                assert start < end
        else:
            if self._preceding is not None and self._preceding < 0:
                raise ValueError('Window offset must be positive')

            if self._following is not None and self._following < 0:
                raise ValueError('Window offset must be positive')
        self._preceding, self._following = \
            self._scalar(self._preceding), self._scalar(self._following)

    def _scalar(self, val):
        if val is None:
            return
        if isinstance(val, Scalar):
            return val
        if isinstance(val, tuple):
            return tuple(self._scalar(it) for it in val)
        else:
            return Scalar(_value=val)

    def _de_scalar(self, val):
        if val is None:
            return
        if isinstance(val, tuple):
            return tuple(self._de_scalar(it) for it in val)
        elif isinstance(val, Scalar):
            return val._value
        else:
            return val

    def iter_args(self):
        for it in zip(['Column', 'PartitionBy', 'OrderBy',
                       'preceding', 'following'], self.args):
            yield it

    @property
    def name(self):
        if self._name:
            return self._name
        source_name = self.source_name
        if source_name:
            name = self.node_name
            if name.startswith('Cum'):
                name = name[3:]
            return '%s_%s' % (source_name, name.lower())

    @property
    def source_name(self):
        input_name = None
        if isinstance(self._input, SequenceExpr):
            input_name = self._input.name
        return self._source_name or input_name

    @property
    def node_name(self):
        return self.__class__.__name__

    @property
    def input(self):
        return self._input

    @property
    def preceding(self):
        return self._de_scalar(self._preceding)

    @property
    def following(self):
        return self._de_scalar(self._following)


class CumulativeOp(Window):
    _args = '_input', '_partition_by', '_distinct', '_order_by', \
            '_preceding', '_following'

    def _init(self, *args, **kwargs):
        self._distinct = False

        super(CumulativeOp, self)._init(*args, **kwargs)

        self._distinct = self._de_scalar(self._distinct)
        self._check_unique()
        self._distinct = self._scalar(self._distinct)

    def _check_unique(self):
        if self._distinct and len(getattr(self, '_order_by', None) or []) > 0:
            raise errors.ExpressionError('Unique and sort cannot exist both')

    def unique(self):
        if self._distinct.value:
            return self

        self._check_unique()

        attr_values = dict((attr, getattr(self, attr, None))
                           for attr in utils.get_attrs(self))
        attr_values['_distinct'] = True
        return type(self)(**attr_values)

    def iter_args(self):
        for it in zip(['Column', 'PartitionBy', 'distinct', 'OrderBy',
                       'preceding', 'following'], self.args):
            yield it

    @property
    def distinct(self):
        return self._distinct.value

    def accept(self, visitor):
        return visitor.visit_cum_window(self)


class CumSum(CumulativeOp):
    __slots__ = ()


class CumMax(CumulativeOp):
    __slots__ = ()


class CumMin(CumulativeOp):
    __slots__ = ()


class CumMean(CumulativeOp):
    __slots__ = ()


class CumMedian(CumulativeOp):
    __slots__ = ()


class CumCount(CumulativeOp):
    __slots__ = ()


class CumStd(CumulativeOp):
    __slots__ = ()


class NthValue(CumulativeOp):
    __slots__ = '_nth', '_skip_nulls'


class RankOp(Window):
    __slots__ = ()

    @property
    def name(self):
        if self._name:
            return self._name
        return camel_to_underline(self.__class__.__name__)

    def accept(self, visitor):
        return visitor.visit_rank_window(self)


class Rank(RankOp):
    __slots__ = ()


class DenseRank(RankOp):
    __slots__ = ()


class PercentRank(RankOp):
    __slots__ = ()


class RowNumber(RankOp):
    __slots__ = ()


class QCut(RankOp):
    __slots__ = '_bins',


class CumeDist(RankOp):
    __slots__ = ()


class ShiftOp(Window):
    _args = '_input', '_partition_by', '_order_by', '_offset', '_default'

    def _init(self, *args, **kwargs):
        self._init_attr('_offset', None)
        self._init_attr('_default', None)
        super(ShiftOp, self)._init(*args, **kwargs)

        if self._offset is not None and not isinstance(self._offset, Expr):
            self._offset = self._scalar(self._offset)
        if self._default is not None and not isinstance(self._default, Expr):
            self._default = self._scalar(self._default)

    def accept(self, visitor):
        return visitor.visit_shift_window(self)


class Lag(ShiftOp):
    __slots__ = ()


class Lead(ShiftOp):
    __slots__ = ()


def _cumulative_op(expr, op_cls, sort=None, ascending=True, unique=False,
                   preceding=None, following=None, data_type=None, **kwargs):
    if isinstance(expr, SequenceGroupBy):
        if sort is not None:
            groupby = expr._input.sort(sort, ascending=ascending)
            expr = groupby[expr._name]

        collection = expr._input._input
        column = collection[expr._name]

        data_type = data_type or expr._data_type

        return op_cls(_input=column, _partition_by=expr._input._by,
                      _order_by=object_getattr(expr._input, '_sorted_fields', None),
                      _preceding=preceding, _following=following,
                      _data_type=data_type, _distinct=unique, **kwargs)


def cumsum(expr, sort=None, ascending=True, unique=False,
           preceding=None, following=None):
    """
    Calculate cumulative summation of a sequence expression.

    :param expr: expression for calculation
    :param sort: name of the sort column
    :param ascending: whether to sort in ascending order
    :param unique: whether to eliminate duplicate entries
    :param preceding: the start point of a window
    :param following: the end point of a window
    :return: calculated column
    """
    if expr._data_type == types.boolean:
        output_type = types.int64
    else:
        output_type = expr._data_type
    return _cumulative_op(expr, CumSum, sort=sort, ascending=ascending,
                          unique=unique, preceding=preceding,
                          following=following, data_type=output_type)


def cummax(expr, sort=None, ascending=True, unique=False,
           preceding=None, following=None):
    """
    Calculate cumulative maximum of a sequence expression.

    :param expr: expression for calculation
    :param sort: name of the sort column
    :param ascending: whether to sort in ascending order
    :param unique: whether to eliminate duplicate entries
    :param preceding: the start point of a window
    :param following: the end point of a window
    :return: calculated column
    """
    return _cumulative_op(expr, CumMax, sort=sort, ascending=ascending,
                          unique=unique, preceding=preceding,
                          following=following)


def cummin(expr, sort=None, ascending=True, unique=False,
           preceding=None, following=None):
    """
    Calculate cumulative minimum of a sequence expression.

    :param expr: expression for calculation
    :param sort: name of the sort column
    :param ascending: whether to sort in ascending order
    :param unique: whether to eliminate duplicate entries
    :param preceding: the start point of a window
    :param following: the end point of a window
    :return: calculated column
    """
    return _cumulative_op(expr, CumMin, sort=sort, ascending=ascending,
                          unique=unique, preceding=preceding,
                          following=following)


def cummean(expr, sort=None, ascending=True, unique=False,
            preceding=None, following=None):
    """
    Calculate cumulative mean of a sequence expression.

    :param expr: expression for calculation
    :param sort: name of the sort column
    :param ascending: whether to sort in ascending order
    :param unique: whether to eliminate duplicate entries
    :param preceding: the start point of a window
    :param following: the end point of a window
    :return: calculated column
    """
    data_type = _stats_type(expr)
    return _cumulative_op(expr, CumMean, sort=sort, ascending=ascending,
                          unique=unique, preceding=preceding,
                          following=following, data_type=data_type)


def cummedian(expr, sort=None, ascending=True, unique=False,
              preceding=None, following=None):
    """
    Calculate cumulative median of a sequence expression.

    :param expr: expression for calculation
    :param sort: name of the sort column
    :param ascending: whether to sort in ascending order
    :param unique: whether to eliminate duplicate entries
    :param preceding: the start point of a window
    :param following: the end point of a window
    :return: calculated column
    """
    data_type = _stats_type(expr)
    return _cumulative_op(expr, CumMedian, sort=sort, ascending=ascending,
                          unique=unique, preceding=preceding,
                          following=following, data_type=data_type)


def cumcount(expr, sort=None, ascending=True, unique=False,
             preceding=None, following=None):
    """
    Calculate cumulative count of a sequence expression.

    :param expr: expression for calculation
    :param sort: name of the sort column
    :param ascending: whether to sort in ascending order
    :param unique: whether to eliminate duplicate entries
    :param preceding: the start point of a window
    :param following: the end point of a window
    :return: calculated column
    """
    data_type = types.int64
    return _cumulative_op(expr, CumCount, sort=sort, ascending=ascending,
                          unique=unique, preceding=preceding,
                          following=following, data_type=data_type)


def cumstd(expr, sort=None, ascending=True, unique=False,
           preceding=None, following=None):
    """
    Calculate cumulative standard deviation of a sequence expression.

    :param expr: expression for calculation
    :param sort: name of the sort column
    :param ascending: whether to sort in ascending order
    :param unique: whether to eliminate duplicate entries
    :param preceding: the start point of a window
    :param following: the end point of a window
    :return: calculated column
    """
    data_type = _stats_type(expr)
    return _cumulative_op(expr, CumStd, sort=sort, ascending=ascending,
                          unique=unique, preceding=preceding,
                          following=following, data_type=data_type)


def nth_value(expr, nth, skip_nulls=False, sort=None, ascending=True):
    """
    Get nth value of a grouped and sorted expression.

    :param expr: expression for calculation
    :param nth: integer position
    :param skip_nulls: whether to skip null values, False by default
    :param sort: name of the sort column
    :param ascending: whether to sort in ascending order
    :return: calculated column
    """
    return _cumulative_op(expr, NthValue, data_type=expr._data_type, sort=sort,
                          ascending=ascending, _nth=nth, _skip_nulls=skip_nulls)


def _rank_op(expr, op_cls, data_type, sort=None, ascending=True, **kwargs):
    if isinstance(expr, SequenceGroupBy):
        grouped = expr._input
        sort = sort or object_getattr(grouped, '_sorted_fields', None) or expr.name
    elif not isinstance(expr, BaseGroupBy):
        raise NotImplementedError
    else:
        grouped = expr

    if not isinstance(grouped, SortedGroupBy) and sort is not None:
        grouped = grouped.sort(sort, ascending=ascending)
        if isinstance(expr, SequenceGroupBy):
            expr = grouped[expr.name]
    if not isinstance(grouped, SortedGroupBy):
        raise ExpressionError('`sort` arg is required for the rank operation')

    return op_cls(_input=grouped._input, _partition_by=grouped._by,
                  _order_by=object_getattr(grouped, '_sorted_fields', None),
                  _data_type=data_type, **kwargs)


def rank(expr, sort=None, ascending=True):
    """
    Calculate rank of a sequence expression.

    :param expr: expression for calculation
    :param sort: name of the sort column
    :param ascending: whether to sort in ascending order
    :return: calculated column
    """
    return _rank_op(expr, Rank, types.int64, sort=sort, ascending=ascending)


def dense_rank(expr, sort=None, ascending=True):
    """
    Calculate dense rank of a sequence expression.

    :param expr: expression for calculation
    :param sort: name of the sort column
    :param ascending: whether to sort in ascending order
    :return: calculated column
    """
    return _rank_op(expr, DenseRank, types.int64, sort=sort, ascending=ascending)


def percent_rank(expr, sort=None, ascending=True):
    """
    Calculate percentage rank of a sequence expression.

    :param expr: expression for calculation
    :param sort: name of the sort column
    :param ascending: whether to sort in ascending order
    :return: calculated column
    """
    return _rank_op(expr, PercentRank, types.float64, sort=sort, ascending=ascending)


def row_number(expr, sort=None, ascending=True):
    """
    Calculate row number of a sequence expression.

    :param expr: expression for calculation
    :param sort: name of the sort column
    :param ascending: whether to sort in ascending order
    :return: calculated column
    """
    return _rank_op(expr, RowNumber, types.int64, sort=sort, ascending=ascending)


def qcut(expr, bins, labels=False, sort=None, ascending=True):
    """
    Get quantile-based bin indices of every element of a grouped and sorted expression.
    The indices of bins start from 0. If cuts are not of equal sizes, extra items will
    be appended into the first group.

    :param expr: expression for calculation
    :param bins: number of bins
    :param sort: name of the sort column
    :param ascending: whether to sort in ascending order
    :return: calculated column
    """
    if labels is None or labels:
        raise NotImplementedError('Showing bins or customizing labels not supported')
    return _rank_op(expr, QCut, types.int64, sort=sort, ascending=ascending,
                    _bins=bins)


def cume_dist(expr, sort=None, ascending=True):
    """
    Calculate cumulative ratio of a sequence expression.

    :param expr: expression for calculation
    :param sort: name of the sort column
    :param ascending: whether to sort in ascending order
    :return: calculated column
    """
    return _rank_op(expr, CumeDist, types.float64, sort=sort, ascending=ascending)


def _shift_op(expr, op_cls, offset, default=None, sort=None, ascending=True):
    if isinstance(expr, SequenceGroupBy):
        if object_getattr(expr._input, '_sorted_fields', None) is None:
            sort = sort or expr.name
            groupby = expr._input.sort(sort, ascending=ascending)
            expr = groupby[expr._name]

        collection = expr._input._input
        column = collection[expr._name]

        return op_cls(_input=column, _partition_by=expr._input._by,
                      _order_by=object_getattr(expr._input, '_sorted_fields', None),
                      _offset=offset, _default=default,
                      _name=expr._name, _data_type=expr._data_type)


def lag(expr, offset, default=None, sort=None, ascending=True):
    """
    Get value in the row ``offset`` rows prior to the current row.

    :param offset: the offset value
    :param default: default value for the function, when there are no rows satisfying the offset
    :param expr: expression for calculation
    :param sort: name of the sort column
    :param ascending: whether to sort in ascending order
    :return: calculated column
    """
    return _shift_op(expr, Lag, offset, default=default,
                     sort=sort, ascending=ascending)


def lead(expr, offset, default=None, sort=None, ascending=True):
    """
    Get value in the row ``offset`` rows after to the current row.

    :param offset: the offset value
    :param default: default value for the function, when there are no rows satisfying the offset
    :param expr: expression for calculation
    :param sort: name of the sort column
    :param ascending: whether to sort in ascending order
    :return: calculated column
    """
    return _shift_op(expr, Lead, offset, default=default,
                     sort=sort, ascending=ascending)


_number_window_methods = dict(
    cumsum=cumsum,
    cummean=cummean,
    cummedian=cummedian,
    cumstd=cumstd,
)

_window_methods = dict(
    cummax=cummax,
    cummin=cummin,
    cumcount=cumcount,
    lag=lag,
    lead=lead,
)

_groupby_methods = dict(
    rank=rank,
    min_rank=rank,
    dense_rank=dense_rank,
    percent_rank=percent_rank,
    row_number=row_number,
    qcut=qcut,
    nth_value=nth_value,
    cume_dist=cume_dist,
)

number_windows = [globals().get(repr(t).capitalize() + SequenceGroupBy.__name__)
                  for t in types.number_types()]

for number_window in number_windows:
    utils.add_method(number_window, _number_window_methods)

utils.add_method(SequenceGroupBy, _window_methods)

StringSequenceGroupBy.cumsum = cumsum  # FIXME: should we support string?
BooleanSequenceGroupBy.cumsum = cumsum

utils.add_method(BaseGroupBy, _groupby_methods)
utils.add_method(SequenceGroupBy, _groupby_methods)




          

      

      

    

  

    
      
          
            
  Source code for odps.df.tools.libtools

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

import os
import uuid

from ..expr.expressions import SequenceExpr, Column, CollectionExpr
from ..expr.groupby import SequenceGroupBy
from ..utils import output
from .. import types
from ...compat import six


path = os.path.dirname(os.path.abspath(__file__))


def hll_count(expr, error_rate=0.01, splitter=None):
    """
    Calculate HyperLogLog count

    :param expr:
    :param error_rate: error rate
    :type error_rate: float
    :param splitter: the splitter to split the column value
    :return: sequence or scalar

    :Example:

    >>> df = DataFrame(pd.DataFrame({'a': np.random.randint(100000, size=100000)}))
    >>> df.a.hll_count()
    63270
    >>> df.a.nunique()
    63250
    """

    # to make the class pickled right by the cloudpickle
    with open(os.path.join(path, 'lib', 'hll.py')) as hll_file:
        local = {}
        six.exec_(hll_file.read(), local)
        HyperLogLog = local['HyperLogLog']

        return expr.agg(HyperLogLog, rtype=types.int64, args=(error_rate, splitter))


def bloomfilter(collection, on, column, capacity=3000, error_rate=0.01):
    """
    Filter collection on the `on` sequence by BloomFilter built by `column`

    :param collection:
    :param on: sequence or column name
    :param column: instance of Column
    :param capacity: numbers of capacity
    :type capacity: int
    :param error_rate: error rate
    :type error_rate: float
    :return: collection

    :Example:

    >>> df1 = DataFrame(pd.DataFrame({'a': ['name1', 'name2', 'name3', 'name1'], 'b': [1, 2, 3, 4]}))
    >>> df2 = DataFrame(pd.DataFrame({'a': ['name1']}))
    >>> df1.bloom_filter('a', df2.a)
           a  b
    0  name1  1
    1  name1  4
    """


    if not isinstance(column, Column):
        raise TypeError('bloomfilter can only filter on the column of a collection')

    # to make the class pickled right by the cloudpickle
    with open(os.path.join(path, 'lib', 'bloomfilter.py')) as bloomfilter_file:
        local = {}
        six.exec_(bloomfilter_file.read(), local)
        BloomFilter = local['BloomFilter']

        col_name = column.source_name or column.name

        on_name = on.name if isinstance(on, SequenceExpr) else on
        rand_name = '%s_%s'% (on_name, str(uuid.uuid4()).replace('-', '_'))
        on_col = collection._get_field(on).rename(rand_name)
        src_collection = collection
        collection = collection[collection, on_col]

        @output(src_collection.schema.names, src_collection.schema.types)
        class Filter(object):
            def __init__(self, resources):
                table = resources[0]

                bloom = BloomFilter(capacity, error_rate)
                for row in table:
                    bloom.add(str(getattr(row, col_name)))

                self.bloom = bloom

            def __call__(self, row):
                if str(getattr(row, rand_name)) not in self.bloom:
                    return
                return row[:-1]

        return collection.apply(Filter, axis=1, resources=[column.input, ])


SequenceExpr.hll_count = hll_count
SequenceGroupBy.hll_count = hll_count
CollectionExpr.bloom_filter = bloomfilter

__all__ = ('bloomfilter', 'hll_count')




          

      

      

    

  

    
      
          
            
  Source code for odps.ml.models

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

import itertools
import json

from ..compat import six
from ..errors import NoSuchObject
from .utils import build_model_table_name, TABLE_MODEL_PREFIX, TABLE_MODEL_SEPARATOR, \
    TEMP_TABLE_PREFIX, TEMP_TABLE_MODEL_PREFIX


class TablesModelObject(object):
    __slots__ = '_odps', 'name', '_parent', '_tables', '_params'

    def __init__(self, **kwargs):
        self._odps = kwargs.get('_odps')
        self.name = kwargs.get('name')

        self._parent = kwargs.get('_parent')
        if self._parent is None:
            project_name = kwargs.get('project')
            self._parent = self._odps.get_project(project_name)

        self._tables = kwargs.get('_tables') or dict()
        if not self._tables:
            prefix = build_model_table_name(self.name, '')
            for tb in self._odps.list_tables(project=self.project.name, prefix=prefix):
                item_name = tb.name[len(prefix):]
                self._tables[item_name] = tb
        if not isinstance(self._tables, dict):
            tables_dict = dict()
            prefix = build_model_table_name(self.name, '')
            for table_name in self._tables:
                tables_dict[table_name] = self._odps.get_table(prefix + table_name, project=self.project.name)
            self._tables = tables_dict

        self._params = kwargs.get('_params', None)

    @property
    def odps(self):
        return self._odps

    @property
    def project(self):
        return self._parent

    @property
    def tables(self):
        return self._tables

    def exists(self):
        if not self._tables:
            return False
        try:
            for t in six.itervalues(self._tables):
                t.reload()
        except NoSuchObject:
            return False
        return True

    @property
    def params(self):
        if self._params is None:
            try:
                tb = next(t for t in six.itervalues(self._tables) if self._odps.exist_table(t.name))
                if tb.comment:
                    self._params = json.loads(tb.comment)
                else:
                    self._params = dict()
            except StopIteration:
                pass
        return self._params


def _list_tables_model(self, prefix='', project=None):
    """
    List all TablesModel in the given project.

    :param prefix: model prefix
    :param str project: project name, if you want to look up in another project
    :rtype: list[str]
    """
    tset = set()

    if prefix.startswith(TEMP_TABLE_PREFIX):
        prefix = TEMP_TABLE_MODEL_PREFIX + prefix[len(TEMP_TABLE_PREFIX):]
        it = self.list_tables(project=project, prefix=prefix)
    else:
        it = self.list_tables(project=project, prefix=TABLE_MODEL_PREFIX + prefix)
        if TEMP_TABLE_PREFIX.startswith(prefix):
            new_iter = self.list_tables(project=project, prefix=TEMP_TABLE_MODEL_PREFIX)
            it = itertools.chain(it, new_iter)

    for table in it:
        if TABLE_MODEL_SEPARATOR not in table.name:
            continue
        if not table.name.startswith(TEMP_TABLE_MODEL_PREFIX) and not table.name.startswith(TABLE_MODEL_PREFIX):
            continue
        model_name, _ = table.name.rsplit(TABLE_MODEL_SEPARATOR, 1)
        if model_name.startswith(TEMP_TABLE_MODEL_PREFIX):
            model_name = TEMP_TABLE_PREFIX + model_name[len(TEMP_TABLE_MODEL_PREFIX):]
        else:
            model_name = model_name[len(TABLE_MODEL_PREFIX):]
        if model_name not in tset:
            tset.add(model_name)
            yield TablesModelObject(_odps=self, name=model_name, project=project)


def _get_tables_model(self, name, tables=None, project=None):
    return TablesModelObject(_odps=self, name=name, _tables=tables, project=project)


def _exist_tables_model(self, name, project=None):
    return _get_tables_model(self, name, project=project).exists()


def _delete_tables_model(self, name, project=None, async_=False, if_exists=False, **kw):
    async_ = kw.pop('async', async_)
    prefix = build_model_table_name(name, '')
    for tb in self.list_tables(project=project, prefix=prefix):
        tb.drop(async_=async_, if_exists=if_exists)


def install_plugin():
    from .. import ODPS
    ODPS.list_tables_model = _list_tables_model
    ODPS.get_tables_model = _get_tables_model
    ODPS.exist_tables_model = _exist_tables_model
    ODPS.delete_tables_model = _delete_tables_model

install_plugin()




          

      

      

    

  

    
      
          
            
  Source code for odps.ml.expr.mixin

# encoding: utf-8
# Copyright 1999-2017 Alibaba Group Holding Ltd.
# 
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
# 
#      http://www.apache.org/licenses/LICENSE-2.0
# 
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

import collections
import itertools
import uuid

from . import op
from .core import AlgoExprMixin
from ..enums import FieldRole
from ..utils import KVConfig, MLField
from ...compat import six, reduce, OrderedDict
from ...df import DataFrame
from ...df.backends.odpssql.types import odps_schema_to_df_schema, df_schema_to_odps_schema, \
    df_type_to_odps_type
from ...df.expr.collections import Node, CollectionExpr, SequenceExpr, Column
from ...df.expr.dynamic import DynamicMixin, DynamicCollectionExpr, DynamicSchema
from ...models.table import TableSchema


class DynamicDataFrame(DynamicMixin, DataFrame):
    def __init__(self, *args, **kw):
        DynamicMixin.__init__(self)
        DataFrame.__init__(self, *args, **kw)

    _project = DynamicCollectionExpr._project


def copy_df(df):
    if isinstance(df, AlgoExprMixin):
        new_df = df.copy(register_expr=True)
    else:
        new_df = df.copy()
    new_df._ml_fields = df._ml_fields
    new_df._ml_uplink = [df]
    return new_df


def _get_field_name(field):
    if isinstance(field, SequenceExpr):
        return field.name
    else:
        return field


def _render_field_set(fields):
    if isinstance(fields, six.string_types) or not isinstance(fields, collections.Iterable):
        fields = [fields, ]
    fields = [f.name if isinstance(f, SequenceExpr) else f for f in fields]
    field_arrays = map(lambda v: v.replace(',', ' ').split(' ') if isinstance(v, six.string_types) else v, fields)
    return reduce(lambda a, b: set(a) | set(b), field_arrays, set()) - set(['', ])


def _change_singleton_roles(df, role_map, clear_feature):
    new_df = copy_df(df)
    new_df._perform_operation(op.SingletonRoleOperation(role_map, clear_feature))
    return new_df


def _batch_change_roles(df, fields, role, augment):
    new_df = copy_df(df)
    new_df._perform_operation(op.BatchRoleOperation(fields, role, augment))
    return new_df


class MLCollectionMixin(Node):
    """
    PyODPS ML Plugin for odps.df.core.CollectionExpr. This plugin is installed automatically,
    you do not need to instantiate this class manually.
    """
    @property
    def _ml_fields(self):
        if getattr(self, '_ml_fields_cache', None) is None:
            fields = OrderedDict((col.name, MLField.from_column(col))
                                 for col in df_schema_to_odps_schema(self.schema))
            to_be_fixed = dict((k, k) for k in six.iterkeys(fields))

            for n in self.traverse(top_down=True, unique=True,
                                   stop_cond=lambda it: getattr(it, '_ml_fields_cache', None) is not None):
                if isinstance(n, Column):
                    if n.source_name != n.name and n.name in to_be_fixed:
                        to_be_fixed[n.source_name] = to_be_fixed[n.name]

            for n in self.traverse(top_down=True, unique=True,
                                   stop_cond=lambda it: getattr(it, '_ml_fields_cache', None) is not None):
                if isinstance(n, CollectionExpr) and getattr(n, '_ml_fields_cache', None) is not None:
                    for col in n.columns:
                        if col.name not in to_be_fixed:
                            continue
                        field_obj = [f for f in n._ml_fields_cache if f.name == col.name]
                        fields[to_be_fixed[col.name]].role = field_obj[0].role
            for f in six.itervalues(fields):
                if not f.role:
                    f.role = set([FieldRole.FEATURE])
            self._ml_fields_cache = list(six.itervalues(fields))
        return self._ml_fields_cache

    @_ml_fields.setter
    def _ml_fields(self, value):
        self._ml_fields_cache = value

    def _rebuild_df_schema(self, dynamic=False):
        self._schema = odps_schema_to_df_schema(
            TableSchema.from_dict(OrderedDict([(f.name, f.type) for f in self._ml_fields]))
        )
        if dynamic:
            self._schema = DynamicSchema.from_schema(self._schema)

    def _perform_operation(self, op):
        op.execute(self._ml_uplink, self)
        self._ml_operations.append(op)

    def _assert_ml_fields_valid(self, *fields):
        if any(f not in self.schema for f in fields):
            raise ValueError('Column not found in DataFrame.')

    ###################
    # meta operations #
    ###################
    def exclude_fields(self, *args):
        """
        Exclude one or more fields from feature fields.

        :rtype: DataFrame
        """
        if not args:
            raise ValueError("Field list cannot be None.")
        new_df = copy_df(self)
        fields = _render_field_set(args)
        self._assert_ml_fields_valid(*fields)
        new_df._perform_operation(op.ExcludeFieldsOperation(fields))
        return new_df

    def select_features(self, *args, **kwargs):
        """
        Select one or more fields as feature fields.

        :rtype: DataFrame
        """
        if not args:
            raise ValueError("Field list cannot be empty.")
        # generate selected set from args
        augment = kwargs.get('add', False)
        fields = _render_field_set(args)
        self._assert_ml_fields_valid(*fields)
        return _batch_change_roles(self, fields, FieldRole.FEATURE, augment)

    def weight_field(self, f):
        """
        Select one field as the weight field.

        Note that this field will be exclude from feature fields.

        :param f: Selected weight field
        :type f: str
        :rtype: DataFrame
        """
        if f is None:
            raise ValueError("Field name cannot be None.")
        self._assert_ml_fields_valid(f)
        return _change_singleton_roles(self, {f: FieldRole.WEIGHT}, clear_feature=True)

    def label_field(self, f):
        """
        Select one field as the label field.

        Note that this field will be exclude from feature fields.

        :param f: Selected label field
        :type f: str
        :rtype: DataFrame
        """
        if f is None:
            raise ValueError("Label field name cannot be None.")
        self._assert_ml_fields_valid(f)
        return _change_singleton_roles(self, {_get_field_name(f): FieldRole.LABEL}, clear_feature=True)

    def continuous(self, *args):
        """
        Set fields to be continuous.

        :rtype: DataFrame

        :Example:

        >>> # Table schema is create table test(f1 double, f2 string)
        >>> # Original continuity: f1=DISCRETE, f2=DISCRETE
        >>> # Now we want to set ``f1`` and ``f2`` into continuous
        >>> new_ds = df.continuous('f1 f2')
        """
        new_df = copy_df(self)
        fields = _render_field_set(args)
        self._assert_ml_fields_valid(*fields)
        new_df._perform_operation(op.FieldContinuityOperation(dict((_get_field_name(f), True) for f in fields)))
        return new_df

    def discrete(self, *args):
        """
        Set fields to be discrete.

        :rtype: DataFrame

        :Example:

        >>> # Table schema is create table test(f1 double, f2 string)
        >>> # Original continuity: f1=CONTINUOUS, f2=CONTINUOUS
        >>> # Now we want to set ``f1`` and ``f2`` into continuous
        >>> new_ds = df.discrete('f1 f2')
        """
        new_df = copy_df(self)
        fields = _render_field_set(args)
        self._assert_ml_fields_valid(*fields)
        new_df._perform_operation(op.FieldContinuityOperation(dict((_get_field_name(f), False) for f in fields)))
        return new_df

    def key_value(self, *args, **kwargs):
        """
        Set fields to be key-value represented.

        :rtype: DataFrame

        :Example:

        >>> new_ds = df.key_value('f1 f2', kv=':', item=',')
        """
        new_df = copy_df(self)
        fields = _render_field_set(args)
        self._assert_ml_fields_valid(*fields)
        new_df._perform_operation(
            op.FieldKVConfigOperation(dict((_get_field_name(f), KVConfig(**kwargs)) for f in fields)))
        return new_df

    def erase_key_value(self, *args):
        """
        Erase key-value represented fields.

        :rtype: DataFrame

        :Example:

        >>> new_ds = df.erase_key_value('f1 f2')
        """
        new_df = copy_df(self)
        fields = _render_field_set(args)
        self._assert_ml_fields_valid(*fields)
        new_df._perform_operation(op.FieldKVConfigOperation(dict((_get_field_name(f), None) for f in fields)))
        return new_df

    def roles(self, clear_features=True, **field_roles):
        """
        Set roles of fields

        :param clear_features: Clear feature roles on fields
        :param field_roles:
        :return:
        """
        field_roles = dict((k, v.name if isinstance(v, SequenceExpr) else v)
                           for k, v in six.iteritems(field_roles))
        self._assert_ml_fields_valid(*list(six.itervalues(field_roles)))
        field_roles = dict((_get_field_name(f), MLField.translate_role_name(role))
                           for role, f in six.iteritems(field_roles))
        if field_roles:
            return _change_singleton_roles(self, field_roles, clear_features)
        else:
            return self

    ##########################
    # simple transformations #
    ##########################
    def split(self, frac):
        """
        Split the DataFrame into two DataFrames with certain ratio.

        :param frac: Split ratio
        :type frac: float

        :return: two split DataFrame objects
        :rtype: list[DataFrame]
        """
        from .. import preprocess
        split_obj = getattr(preprocess, '_Split')(fraction=frac)
        return split_obj.transform(self)

    def append_id(self, id_col_name='append_id', cols=None):
        """
        Append an ID column to current DataFrame.

        :param str id_col_name: name of appended ID field.
        :param str cols: fields contained in output. All fields by default.

        :return: DataFrame with ID field
        :rtype: DataFrame
        """
        from .. import preprocess
        if id_col_name in self.schema:
            raise ValueError('ID column collides with existing columns.')
        append_id_obj = getattr(preprocess, '_AppendID')(id_col=id_col_name, selected_cols=cols)
        return append_id_obj.transform(self)

    def merge_with(self, *dfs, **kwargs):
        return merge_data(self, *dfs, **kwargs)

    def _xflow_sample(self, columns=None, n=None, frac=None, replace=False, weights=None, strata=None,
                      random_state=None):
        try:
            import pandas as pd
        except ImportError:
            pd = None
        if pd is not None and all(isinstance(df, pd.DataFrame) for df in self.data_source()):
            sample_func = getattr(self, '__sample')
            return sample_func(columns=columns, n=n, frac=frac, replace=replace,
                               weights=weights, strata=strata, random_state=random_state)
        from .. import preprocess

        if weights is not None:
            if not isinstance(weights, (six.string_types, SequenceExpr)):
                raise ValueError('weights should be the name of the weight column.')
            algo_cls = getattr(preprocess, '_WeightedSample')
            algo_obj = algo_cls(sample_size=n, sample_ratio=frac, prob_col=_get_field_name(weights),
                                replace=replace, random_seed=random_state)
        elif strata is not None:
            def dict_to_kv(d):
                if not isinstance(d, dict):
                    return d
                return ','.join('{0}:{1}'.format(k, v) for k, v in six.iteritems(d))

            if replace:
                raise ValueError('Stratified sampling with replacement is not supported.')
            algo_cls = getattr(preprocess, '_StratifiedSample')
            algo_obj = algo_cls(sample_size=dict_to_kv(n), sample_ratio=dict_to_kv(frac),
                                strata_col_name=_get_field_name(strata), random_seed=random_state)
        else:
            algo_cls = getattr(preprocess, '_RandomSample')
            algo_obj = algo_cls(sample_size=n, sample_ratio=frac, replace=replace,
                                random_seed=random_state)
        return algo_obj.transform(self)


class MLSequenceMixin(Node):
    def _perform_operation(self, op):
        op.execute(self._ml_uplink, self)
        self._ml_operations.append(op)

    @property
    def _ml_fields(self):
        if getattr(self, '_ml_fields_cache', None) is None:
            if hasattr(self, 'input'):
                for fobj in self.input._ml_fields:
                    if fobj.name == self.name:
                        self._ml_fields_cache = [fobj.copy()]
                        break
            self._ml_fields_cache = [MLField(self.name, df_type_to_odps_type(self.dtype).name, FieldRole.FEATURE)]
        return self._ml_fields_cache

    @_ml_fields.setter
    def _ml_fields(self, value):
        self._ml_fields_cache = value

    def continuous(self):
        """
        Set sequence to be continuous.

        :rtype: Column

        :Example:

        >>> # Table schema is create table test(f1 double, f2 string)
        >>> # Original continuity: f1=DISCRETE, f2=DISCRETE
        >>> # Now we want to set ``f1`` and ``f2`` into continuous
        >>> new_ds = df.continuous('f1 f2')
        """
        field_name = self.name
        new_df = copy_df(self)
        new_df._perform_operation(op.FieldContinuityOperation({field_name: True}))
        return new_df

    def discrete(self):
        """
        Set sequence to be discrete.

        :rtype: Column

        :Example:

        >>> # Table schema is create table test(f1 double, f2 string)
        >>> # Original continuity: f1=CONTINUOUS, f2=CONTINUOUS
        >>> # Now we want to set ``f1`` and ``f2`` into continuous
        >>> new_ds = df.discrete('f1 f2')
        """
        field_name = self.name
        new_df = copy_df(self)
        new_df._perform_operation(op.FieldContinuityOperation({field_name: False}))
        return new_df

    def key_value(self, **kwargs):
        """
        Set fields to be key-value represented.

        :rtype: Column

        :Example:

        >>> new_ds = df.key_value('f1 f2', kv=':', item=',')
        """
        field_name = self.name
        new_df = copy_df(self)
        new_df._perform_operation(op.FieldKVConfigOperation({field_name: KVConfig(**kwargs)}))
        return new_df

    def erase_key_value(self):
        """
        Erase key-value represented fields.

        :rtype: Column

        :Example:

        >>> new_ds = df.erase_key_value('f1 f2')
        """
        field_name = self.name
        new_df = copy_df(self)
        new_df._perform_operation(op.FieldKVConfigOperation({field_name: None}))
        return new_df

    def role(self, role_name):
        """
        Set role of current column

        :param role_name: name of the role to be selected.
        :return:
        """
        field_name = self.name
        field_roles = {field_name: MLField.translate_role_name(role_name)}
        if field_roles:
            return _change_singleton_roles(self, field_roles, True)
        else:
            return self

    ##########################
    # simple transformations #
    ##########################
    def merge_with(self, *dfs, **kwargs):
        return merge_data(self, *dfs, **kwargs)


def _xflow_split(expr, frac, seed=None):
    try:
        import pandas as pd
    except ImportError:
        pd = None

    if pd is not None and all(isinstance(df, pd.DataFrame) for df in expr.data_source()):
        split_func = getattr(expr, '_split')
        return split_func(frac, seed=seed)

    from .. import preprocess
    split_obj = getattr(preprocess, '_Split')(fraction=frac, random_seed=seed)
    return split_obj.transform(expr)


def _xflow_append_id(expr, id_col='append_id'):
    try:
        import pandas as pd
    except ImportError:
        pd = None

    if pd is not None and all(isinstance(df, pd.DataFrame) for df in expr.data_source()):
        append_id_func = getattr(expr, '_append_id')
        return append_id_func(id_col)

    from .. import preprocess
    append_id_obj = getattr(preprocess, '_AppendID')(id_col=id_col)
    return append_id_obj.transform(expr)


def _xflow_concat(left, rights):
    try:
        import pandas as pd
    except ImportError:
        pd = None

    chained = itertools.chain((left, ), rights)
    if pd is not None and all(isinstance(df, pd.DataFrame) for i in chained for df in i.data_source()):
        concat_func = getattr(left, '__horz_concat')
        return concat_func(rights)

    return merge_data(left, *rights)

MLCollectionMixin._xflow_concat = _xflow_concat
MLCollectionMixin._xflow_append_id = _xflow_append_id
MLCollectionMixin._xflow_split = _xflow_split


def ml_collection_mixin(cls):
    def setter_generator(role, clear_feature=True):
        def role_setter(self, field_name):
            if field_name is None:
                raise ValueError("Field name cannot be None.")
            if isinstance(field_name, six.string_types):
                return _change_singleton_roles(self, {field_name: role}, clear_feature=clear_feature)
            else:
                return _batch_change_roles(self, field_name, role, False)
        return role_setter

    if hasattr(cls, 'field_role_enum'):
        field_role_enum = cls.field_role_enum
        delattr(cls, 'field_role_enum')

        MLField.register_roles(field_role_enum)
        if hasattr(cls, 'non_feature_roles'):
            non_feature_roles = set(cls.non_feature_roles)
            delattr(cls, 'non_feature_roles')
        else:
            non_feature_roles = set()
        for role in field_role_enum:
            setter = setter_generator(role, role in non_feature_roles)
            setter.__name__ = '%s_field' % role.name.lower()
            setattr(cls, setter.__name__, setter)

    if cls not in MLCollectionMixin.__bases__:
        MLCollectionMixin.__bases__ += (cls, )
    return cls


def merge_data(*data_frames, **kwargs):
    """
    Merge DataFrames by column. Number of rows in tables must be the same.

    This method can be called both outside and as a DataFrame method.

    :param list[DataFrame] data_frames: DataFrames to be merged.
    :param bool auto_rename: if True, fields in source DataFrames will be renamed in the output.

    :return: merged data frame.
    :rtype: DataFrame

    :Example:
    >>> merged1 = merge_data(df1, df2)
    >>> merged2 = df1.merge_with(df2, auto_rename_col=True)
    """
    from .specialized import build_merge_expr
    from ..utils import ML_ARG_PREFIX

    if len(data_frames) <= 1:
        raise ValueError('Count of DataFrames should be at least 2.')

    norm_data_pairs = []
    df_tuple = collections.namedtuple('MergeTuple', 'df cols exclude')
    for pair in data_frames:
        if isinstance(pair, tuple):
            if len(pair) == 2:
                df, cols = pair
                exclude = False
            else:
                df, cols, exclude = pair
            if isinstance(cols, six.string_types):
                cols = cols.split(',')
        else:
            df, cols, exclude = pair, None, False
        norm_data_pairs.append(df_tuple(df, cols, exclude))

    auto_rename = kwargs.get('auto_rename', False)

    sel_cols_dict = dict((idx, tp.cols) for idx, tp in enumerate(norm_data_pairs) if tp.cols and not tp.exclude)
    ex_cols_dict = dict((idx, tp.cols) for idx, tp in enumerate(norm_data_pairs) if tp.cols and tp.exclude)

    merge_expr = build_merge_expr(len(norm_data_pairs))
    arg_dict = dict(_params={'autoRenameCol': str(auto_rename)},
                    selected_cols=sel_cols_dict, excluded_cols=ex_cols_dict)
    for idx, dp in enumerate(norm_data_pairs):
        arg_dict[ML_ARG_PREFIX + 'input%d' % (1 + idx)] = dp.df

    out_df = merge_expr(register_expr=True, _exec_id=uuid.uuid4(), _output_name='output', **arg_dict)

    out_df._ml_uplink = [dp.df for dp in norm_data_pairs]
    out_df._perform_operation(op.MergeFieldsOperation(auto_rename, sel_cols_dict, ex_cols_dict))
    out_df._rebuild_df_schema()
    return out_df


class MLSchema(TableSchema):
    __slots__ = '_collection',

    class MLAttrCollection(object):
        def __init__(self, collection=None):
            if collection is not None:
                self._ml_fields = dict((f.name, f) for f in collection._ml_fields)
            else:
                self._ml_fields = dict()

        def __getitem__(self, item):
            return self._ml_fields.get(item)

        def __contains__(self, item):
            return item in self._ml_fields

    @property
    def ml_attr(self):
        if hasattr(self, '_collection'):
            return self.MLAttrCollection(self._collection)
        else:
            return self.MLAttrCollection()

    def _repr(self):
        original_repr = super(MLSchema, self)._repr()
        sio = six.StringIO()
        ml_attrs = self.ml_attr
        for line in original_repr.splitlines():
            if not line.startswith(' '):
                sio.write(line + '\n')
                continue
            ftypes = [s.strip() for s in line.strip().rsplit(' ', 1)]
            if ftypes[0].startswith('"') and ftypes[0].endswith('"'):
                if isinstance(ftypes[0], bytes):
                    ftypes[0] = ftypes[0][1:-1].decode('unicode-escape').encode('utf-8')
                else:
                    ftypes[0] = ftypes[0][1:-1].decode('unicode-escape')

            if ftypes[0] not in ml_attrs:
                sio.write(line + '\n')
                continue

            ml_attr = ml_attrs[ftypes[0]]
            if ml_attr.kv_config:
                kv_repr = ml_attr._repr_type_()
                slen = len(line) - line.find(ftypes[1])
                if len(kv_repr) > slen:
                    line = line.replace(ftypes[1] + ' ' * (slen - len(ftypes[1])), kv_repr)
                elif len(kv_repr) > len(ftypes[1]):
                    line = line.replace(ftypes[1] + ' ' * (len(kv_repr) - len(ftypes[1])), kv_repr)
                else:
                    line = line.replace(ftypes[1], kv_repr + ' ' * (len(ftypes[1]) - len(kv_repr)))
            [sio.write(s) for s in (line, ' ', ml_attr._repr_role_(), '\n')]
        return sio.getvalue()


def collection_dtypes_wrapper(self):
    if getattr(self, '_ml_fields_cache', None) is None:
        return self.schema
    else:
        schema = MLSchema(columns=self.schema.columns, partitions=self.schema.partitions)
        schema._collection = self
        return schema


def install_mixin():
    CollectionExpr.__bases__ += (MLCollectionMixin, )
    SequenceExpr.__bases__ += (MLSequenceMixin, )
    CollectionExpr.dtypes = property(fget=collection_dtypes_wrapper)


install_mixin()




          

      

      

    

  

    
      
          
            
  Source code for odps.models.function

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from .core import LazyLoad
from .resource import Resource
from .. import serializers, utils


[docs]class Function(LazyLoad):
    """
    Function can be used in UDF when user writes a SQL.
    """
    __slots__ = '_resources_objects', '_owner_changed'

    _root = 'Function'

    name = serializers.XMLNodeField('Alias')
    _owner = serializers.XMLNodeField('Owner')
    creation_time = serializers.XMLNodeField('CreationTime', parse_callback=utils.parse_rfc822)
    class_type = serializers.XMLNodeField('ClassType')
    _resources = serializers.XMLNodesField('Resources', 'ResourceName')

    def __init__(self, **kwargs):
        self._resources_objects = None
        self._owner_changed = False

        resources = kwargs.pop('resources', None)
        if 'owner' in kwargs:
            kwargs['_owner'] = kwargs.pop('owner')
        super(Function, self).__init__(**kwargs)
        if resources is not None:
            self.resources = resources

    @property
    def project(self):
        return self.parent.parent

    def reload(self):
        resp = self._client.get(self.resource())
        self.parse(self._client, resp, obj=self)

    @property
    def resources(self):
        """
        Return all the resources which this function refer to.

        :return: resources
        :rtype: list

        .. seealso:: :class:`odps.models.Resource`
        """

        if self._resources_objects is not None:
            return self._resources_objects

        resources = self.parent.parent.resources
        resources = [resources[name] for name in self._resources]
        self._resources_objects = resources
        return resources

    @resources.setter
    def resources(self, value):
        def get_resource_name(res):
            if isinstance(res, Resource):
                if res.project == self.project.name:
                    return res.name
                else:
                    return '%s/resources/%s' % (res.project, res.name)
            else:
                return res

        self._resources_objects = None
        self._resources = [get_resource_name(res) for res in value]

    @property
    def owner(self):
        return self._owner

    @owner.setter
    def owner(self, value):
        self._owner_changed = True
        self._owner = value

[docs]    def update(self):
        """
        Update this function.

        :return: None
        """
        if self._owner_changed:
            self.update_owner(self.owner)

        self._resources = [res.name for res in self.resources]
        return self.parent.update(self)


    def update_owner(self, new_owner):
        params = {
            'updateowner': ''
        }
        headers = {
            'x-odps-owner': new_owner
        }
        self._client.put(self.resource(), None, params=params, headers=headers)

[docs]    def drop(self):
        """
        Delete this Function.

        :return: None
        """

        return self.parent.delete(self)






          

      

      

    

  

    
      
          
            
  Source code for odps.models.instance

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

import sys
import base64
import json
import time
import warnings
from datetime import datetime

import requests

from .core import LazyLoad, XMLRemoteModel, JSONRemoteModel
from .job import Job
from .worker import WorkerDetail2, LOG_TYPES_MAPPING
from .. import serializers, utils, errors, compat, readers, options
from ..accounts import BearerTokenAccount
from ..compat import ElementTree, Enum, six, OrderedDict
from ..utils import to_str


[docs]class Instance(LazyLoad):
    """
    Instance means that a ODPS task will sometimes run as an instance.

    ``status`` can reflect the current situation of a instance.
    ``is_terminated`` method indicates if the instance has finished.
    ``is_successful`` method indicates if the instance runs successfully.
    ``wait_for_success`` method will block the main process until the instance has finished.

    For a SQL instance, we can use open_reader to read the results.

    :Example:

    >>> instance = odps.execute_sql('select * from dual')  # this sql return the structured data
    >>> with instance.open_reader() as reader:
    >>>     # handle the record
    >>>
    >>> instance = odps.execute_sql('desc dual')  # this sql do not return structured data
    >>> with instance.open_reader() as reader:
    >>>    print(reader.raw)  # just return the raw result
    """

    __slots__ = '_task_results', '_is_sync', '_instance_tunnel', '_id_thread_local'

    _download_id = utils.thread_local_attribute('_id_thread_local', lambda: None)

    def __init__(self, **kwargs):
        if 'task_results' in kwargs:
            kwargs['_task_results'] = kwargs.pop('task_results')
        super(Instance, self).__init__(**kwargs)

        try:
            del self._id_thread_local
        except AttributeError:
            pass

        if self._task_results is not None and len(self._task_results) > 0:
            self._is_sync = True
            self._status = Instance.Status.TERMINATED
        else:
            self._is_sync = False

    @property
    def id(self):
        return self.name

[docs]    class Status(Enum):
        RUNNING = 'Running'
        SUSPENDED = 'Suspended'
        TERMINATED = 'Terminated'


    class InstanceStatus(XMLRemoteModel):
        _root = 'Instance'

        status = serializers.XMLNodeField('Status')

    class InstanceResult(XMLRemoteModel):

        class TaskResult(XMLRemoteModel):

            class Result(XMLRemoteModel):

                transform = serializers.XMLNodeAttributeField(attr='Transform')
                format = serializers.XMLNodeAttributeField(attr='Format')
                text = serializers.XMLNodeField('.', default='')

                def __str__(self):
                    if six.PY2:
                        text = utils.to_binary(self.text)
                    else:
                        text = self.text
                    if self.transform is not None and self.transform == 'Base64':
                        try:
                            return utils.to_str(base64.b64decode(text))
                        except TypeError:
                            return text
                    return text

                def __bytes__(self):
                    text = utils.to_binary(self.text)
                    if self.transform is not None and self.transform == 'Base64':
                        try:
                            return utils.to_binary(base64.b64decode(text))
                        except TypeError:
                            return text
                    return text

            type = serializers.XMLNodeAttributeField(attr='Type')
            name = serializers.XMLNodeField('Name')
            result = serializers.XMLNodeReferenceField(Result, 'Result')

        task_results = serializers.XMLNodesReferencesField(TaskResult, 'Tasks', 'Task')

[docs]    class Task(XMLRemoteModel):
        """
        Task stands for each task inside an instance.

        It has a name, a task type, the start to end time, and a running status.
        """

        name = serializers.XMLNodeField('Name')
        type = serializers.XMLNodeAttributeField(attr='Type')
        start_time = serializers.XMLNodeField('StartTime', parse_callback=utils.parse_rfc822)
        end_time = serializers.XMLNodeField('EndTime', parse_callback=utils.parse_rfc822)
        status = serializers.XMLNodeField(
            'Status', parse_callback=lambda s: Instance.Task.TaskStatus(s.upper()))
        histories = serializers.XMLNodesReferencesField('Instance.Task', 'Histories', 'History')

[docs]        class TaskStatus(Enum):
            WAITING = 'WAITING'
            RUNNING = 'RUNNING'
            SUCCESS = 'SUCCESS'
            FAILED = 'FAILED'
            SUSPENDED = 'SUSPENDED'
            CANCELLED = 'CANCELLED'


[docs]        class TaskProgress(XMLRemoteModel):
            """
            TaskProgress reprents for the progress of a task.

            A single TaskProgress may consist of several stages.

            :Example:

            >>> progress = instance.get_task_progress('task_name')
            >>> progress.get_stage_progress_formatted_string()
            2015-11-19 16:39:07 M1_Stg1_job0:0/0/1[0%]	R2_1_Stg1_job0:0/0/1[0%]
            """

            class StageProgress(XMLRemoteModel):

                name = serializers.XMLNodeAttributeField(attr='ID')
                backup_workers = serializers.XMLNodeField('BackupWorkers', parse_callback=int)
                terminated_workers = serializers.XMLNodeField('TerminatedWorkers', parse_callback=int)
                running_workers = serializers.XMLNodeField('RunningWorkers', parse_callback=int)
                total_workers = serializers.XMLNodeField('TotalWorkers', parse_callback=int)
                input_records = serializers.XMLNodeField('InputRecords', parse_callback=int)
                output_records = serializers.XMLNodeField('OutputRecords', parse_callback=int)
                finished_percentage = serializers.XMLNodeField('FinishedPercentage', parse_callback=int)

            stages = serializers.XMLNodesReferencesField(StageProgress, 'Stage')

            def get_stage_progress_formatted_string(self):
                buf = six.StringIO()

                buf.write(datetime.now().strftime('%Y-%m-%d %H:%M:%S'))
                buf.write(' ')

                for stage in self.stages:
                    buf.write('{0}:{1}/{2}/{3}{4}[{5}%]\t'.format(
                        stage.name,
                        stage.running_workers,
                        stage.terminated_workers,
                        stage.total_workers,
                        '(+%s backups)' % stage.backup_workers if stage.backup_workers > 0 else '',
                        stage.finished_percentage
                    ))

                return buf.getvalue()



    class TaskInfo(serializers.XMLSerializableModel):
        _root = 'Instance'
        __slots__ = 'key', 'value'

        key = serializers.XMLNodeField('Key')
        value = serializers.XMLNodeField('Value')

    class TaskCost(object):
        __slots__ = 'cpu_cost', 'memory_cost', 'input_size'

        def __init__(self, cpu_cost=None, memory_cost=None, input_size=None):
            self.cpu_cost = cpu_cost
            self.memory_cost = memory_cost
            self.input_size = input_size

    class SQLCost(object):
        __slots__ = 'udf_num', 'complexity', 'input_size'

        def __init__(self, udf_num=None, complexity=None, input_size=None):
            self.udf_num = udf_num
            self.complexity = complexity
            self.input_size = input_size

[docs]    class DownloadSessionCreationError(errors.InternalServerError):
        pass


    name = serializers.XMLNodeField('Name')
    owner = serializers.XMLNodeField('Owner')
    start_time = serializers.XMLNodeField('StartTime', parse_callback=utils.parse_rfc822)
    end_time = serializers.XMLNodeField('EndTime', parse_callback=utils.parse_rfc822)
    _status = serializers.XMLNodeField('Status', parse_callback=lambda s: Instance.Status(s))
    _tasks = serializers.XMLNodesReferencesField(Task, 'Tasks', 'Task')

[docs]    class TaskSummary(dict):
        def __init__(self, *args, **kwargs):
            super(Instance.TaskSummary, self).__init__(*args, **kwargs)
            self.summary_text, self.json_summary = None, None


    class AnonymousSubmitInstance(XMLRemoteModel):
        _root = 'Instance'
        job = serializers.XMLNodeReferenceField(Job, 'Job')

    class InstanceQueueingInfo(JSONRemoteModel):
        __slots__ = '_instance',

        class Status(Enum):
            RUNNING = 'Running'
            SUSPENDED = 'Suspended'
            TERMINATED = 'Terminated'
            UNKNOWN = 'Unknown'

        _properties = serializers.JSONRawField()  # hold the raw dict
        instance_id = serializers.JSONNodeField('instanceId')
        priority = serializers.JSONNodeField('instancePriority')
        progress = serializers.JSONNodeField('instanceProcess')
        job_name = serializers.JSONNodeField('jobName')
        project = serializers.JSONNodeField('projectName')
        skynet_id = serializers.JSONNodeField('skynetId')
        start_time = serializers.JSONNodeField('startTime', parse_callback=utils.strptime_with_tz)
        task_type = serializers.JSONNodeField('taskType')
        task_name = serializers.JSONNodeField('taskName')
        user_account = serializers.JSONNodeField('userAccount')
        status = serializers.JSONNodeField('status', parse_callback=Status)

        @property
        def instance(self):
            if hasattr(self, '_instance') and self._instance:
                return self._instance

            from .projects import Projects
            self._instance = Projects(client=self._client)[self.project].instances[self.instance_id]
            return self._instance

        def __getattr__(self, item):
            item = utils.underline_to_camel(item)

            if item in self._properties:
                return self._properties[item]

            return super(Instance.InstanceQueueingInfo, self).__getattr__(item)

    def reload(self):
        resp = self._client.get(self.resource())

        self.owner = resp.headers.get('x-odps-owner')
        self.start_time = utils.parse_rfc822(resp.headers.get('x-odps-start-time'))
        end_time_header = 'x-odps-end-time'
        if end_time_header in resp.headers and \
                len(resp.headers[end_time_header].strip()) > 0:
            self.end_time = utils.parse_rfc822(resp.headers.get(end_time_header))

        self.parse(self._client, resp, obj=self)
        # remember not to set `_loaded = True`

[docs]    def stop(self):
        """
        Stop this instance.

        :return: None
        """

        instance_status = Instance.InstanceStatus(status='Terminated')
        xml_content = instance_status.serialize()

        headers = {'Content-Type': 'application/xml'}
        self._client.put(self.resource(), xml_content, headers=headers)


    @property
    def project(self):
        return self.parent.parent

    def get_task_results_without_format(self):
        if self._is_sync:
            return self._task_results

        params = {'result': ''}
        resp = self._client.get(self.resource(), params=params)

        instance_result = Instance.InstanceResult.parse(self._client, resp)
        return compat.OrderedDict([(r.name, r.result) for r in instance_result.task_results])

[docs]    def get_task_results(self):
        """
        Get all the task results.

        :return: a dict which key is task name, and value is the task result as string
        :rtype: dict
        """

        results = self.get_task_results_without_format()
        if options.tunnel.string_as_binary:
            return compat.OrderedDict([(k, bytes(result)) for k, result in six.iteritems(results)])
        else:
            return compat.OrderedDict([(k, str(result)) for k, result in six.iteritems(results)])


[docs]    def get_task_result(self, task_name):
        """
        Get a single task result.

        :param task_name: task name
        :return: task result
        :rtype: str
        """
        return self.get_task_results().get(task_name)


[docs]    def get_task_summary(self, task_name):
        """
        Get a task's summary, mostly used for MapReduce.

        :param task_name: task name
        :return: summary as a dict parsed from JSON
        :rtype: dict
        """

        params = {'instancesummary': '', 'taskname': task_name}
        resp = self._client.get(self.resource(), params=params)

        map_reduce = resp.json().get('Instance')
        if map_reduce:
            json_summary = map_reduce.get('JsonSummary')
            if json_summary:
                summary = Instance.TaskSummary(json.loads(json_summary))
                summary.summary_text = map_reduce.get('Summary')
                summary.json_summary = json_summary

                return summary


[docs]    def get_task_statuses(self):
        """
        Get all tasks' statuses

        :return: a dict which key is the task name and value is the :class:`odps.models.Instance.Task` object
        :rtype: dict
        """

        params = {'taskstatus': ''}

        resp = self._client.get(self.resource(), params=params)
        self.parse(self._client, resp, obj=self)

        return dict([(task.name, task) for task in self._tasks])


[docs]    def get_task_names(self):
        """
        Get names of all tasks

        :return: task names
        :rtype: list
        """

        return compat.lkeys(self.get_task_statuses())


[docs]    def get_task_cost(self, task_name):
        """
        Get task cost

        :param task_name: name of the task
        :return: task cost
        :rtype: Instance.TaskCost

        :Example:

        >>> cost = instance.get_task_cost(instance.get_task_names()[0])
        >>> cost.cpu_cost
        200
        >>> cost.memory_cost
        4096
        >>> cost.input_size
        0
        """
        summary = self.get_task_summary(task_name)
        if summary is None:
            return None

        if 'Cost' in summary:
            task_cost = summary['Cost']

            cpu_cost = task_cost.get('CPU')
            memory = task_cost.get('Memory')
            input_size = task_cost.get('Input')

            return Instance.TaskCost(cpu_cost, memory, input_size)


[docs]    def get_task_info(self, task_name, key):
        """
        Get task related information.

        :param task_name: name of the task
        :param key: key of the information item
        :return: a string of the task information
        """
        params = OrderedDict([('info', ''), ('taskname', task_name), ('key', key)])

        resp = self._client.get(self.resource(), params=params)
        return resp.text


[docs]    def put_task_info(self, task_name, key, value):
        """
        Put information into a task.

        :param task_name: name of the task
        :param key: key of the information item
        :param value: value of the information item
        """
        params = OrderedDict([('info', ''), ('taskname', task_name)])
        headers = {'Content-Type': 'application/xml'}
        body = self.TaskInfo(key=key, value=value).serialize()

        self._client.put(self.resource(), params=params, headers=headers, data=body)


[docs]    def get_task_quota(self, task_name):
        """
        Get queueing info of the task.
        Note that time between two calls should larger than 30 seconds, otherwise empty dict is returned.

        :param task_name: name of the task
        :return: quota info in dict format
        """
        params = OrderedDict([('instancequota', ''), ('taskname', task_name)])
        resp = self._client.get(self.resource(), params=params)
        return json.loads(resp.text)


[docs]    def get_sql_task_cost(self):
        """
        Get cost information of the sql task.
        Including input data size, number of UDF, Complexity of the sql task

        :return: cost info in dict format
        """
        resp = self.get_task_result(self.get_task_names()[0])
        cost = json.loads(resp)
        sql_cost = cost['Cost']['SQL']

        udf_num = sql_cost.get('UDF')
        complexity = sql_cost.get('Complexity')
        input_size = sql_cost.get('Input')
        return Instance.SQLCost(udf_num, complexity, input_size)


    @property
    def status(self):
        if self._status != Instance.Status.TERMINATED:
            self.reload()

        return self._status

[docs]    def is_terminated(self, retry=False):
        """
        If this instance has finished or not.

        :return: True if finished else False
        :rtype: bool
        """
        retry_num = options.retry_times
        while retry_num > 0:
            try:
                return self.status == Instance.Status.TERMINATED
            except (errors.InternalServerError, errors.RequestTimeTooSkewed):
                retry_num -= 1
                if not retry or retry_num <= 0:
                    raise


[docs]    def is_running(self, retry=False):
        """
        If this instance is still running.

        :return: True if still running else False
        :rtype: bool
        """
        retry_num = options.retry_times
        while retry_num > 0:
            try:
                return self.status == Instance.Status.RUNNING
            except (errors.InternalServerError, errors.RequestTimeTooSkewed):
                retry_num -= 1
                if not retry or retry_num <= 0:
                    raise


[docs]    def is_successful(self, retry=False):
        """
        If the instance runs successfully.

        :return: True if successful else False
        :rtype: bool
        """

        if not self.is_terminated(retry=retry):
            return False
        retry_num = options.retry_times
        while retry_num > 0:
            try:
                statuses = self.get_task_statuses()
                return all(task.status == Instance.Task.TaskStatus.SUCCESS
                           for task in statuses.values())
            except (errors.InternalServerError, errors.RequestTimeTooSkewed):
                retry_num -= 1
                if not retry or retry_num <= 0:
                    raise


    @property
    def is_sync(self):
        return self._is_sync

[docs]    def wait_for_completion(self, interval=1):
        """
        Wait for the instance to complete, and neglect the consequence.

        :param interval: time interval to check
        :return: None
        """

        while not self.is_terminated(retry=True):
            try:
                time.sleep(interval)
            except KeyboardInterrupt:
                break


[docs]    def wait_for_success(self, interval=1):
        """
        Wait for instance to complete, and check if the instance is successful.

        :param interval: time interval to check
        :return: None
        :raise: :class:`odps.errors.ODPSError` if the instance failed
        """

        self.wait_for_completion(interval=interval)

        if not self.is_successful(retry=True):
            for task_name, task in six.iteritems(self.get_task_statuses()):
                exc = None
                if task.status == Instance.Task.TaskStatus.FAILED:
                    exc = errors.parse_instance_error(self.get_task_result(task_name))
                elif task.status != Instance.Task.TaskStatus.SUCCESS:
                    exc = errors.ODPSError('%s, status=%s' % (task_name, task.status.value))
                if exc:
                    exc.instance_id = self.id
                    raise exc


[docs]    def get_task_progress(self, task_name):
        """
        Get task's current progress

        :param task_name: task_name
        :return: the task's progress
        :rtype: :class:`odps.models.Instance.Task.TaskProgress`
        """

        params = {'instanceprogress': task_name, 'taskname': task_name}

        resp = self._client.get(self.resource(), params=params)
        return Instance.Task.TaskProgress.parse(self._client, resp)


[docs]    def get_task_detail(self, task_name):
        """
        Get task's detail

        :param task_name: task name
        :return: the task's detail
        :rtype: list or dict according to the JSON
        """
        def _get_detail():
            from ..compat import json  # fix object_pairs_hook parameter for Py2.6

            params = {'instancedetail': '',
                      'taskname': task_name}

            resp = self._client.get(self.resource(), params=params)
            return json.loads(resp.text if six.PY3 else resp.content,
                              object_pairs_hook=OrderedDict)

        result = _get_detail()
        if not result:
            # todo: this is a workaround for the bug that get_task_detail returns nothing.
            return self.get_task_detail2(task_name)
        else:
            return result


[docs]    def get_task_detail2(self, task_name):
        """
        Get task's detail v2

        :param task_name: task name
        :return: the task's detail
        :rtype: list or dict according to the JSON
        """

        from ..compat import json  # fix object_pairs_hook parameter for Py2.6

        params = {'detail': '',
                  'taskname': task_name}

        resp = self._client.get(self.resource(), params=params)
        res = resp.text if six.PY3 else resp.content
        try:
            return json.loads(res, object_pairs_hook=OrderedDict)
        except ValueError:
            return res


[docs]    def get_task_workers(self, task_name=None, json_obj=None):
        """
        Get workers from task
        :param task_name: task name
        :param json_obj: json object parsed from get_task_detail2
        :return: list of workers

        .. seealso:: :class:`odps.models.Worker`
        """
        if task_name is None and json_obj is None:
            raise ValueError('Either task_name or json_obj should be provided')

        if json_obj is None:
            json_obj = self.get_task_detail2(task_name)
        return WorkerDetail2.extract_from_json(json_obj, client=self._client, parent=self)


[docs]    def get_worker_log(self, log_id, log_type, size=0):
        """
        Get logs from worker.

        :param log_id: id of log, can be retrieved from details.
        :param log_type: type of logs. Possible log types contains {log_types}
        :param size: length of the log to retrieve
        :return: log content
        """
        params = OrderedDict([('log', ''), ('id', log_id)])
        if log_type is not None:
            log_type = log_type.lower()
            if log_type not in LOG_TYPES_MAPPING:
                raise ValueError('log_type should choose a value in ' +
                                 ' '.join(six.iterkeys(LOG_TYPES_MAPPING)))
            params['logtype'] = LOG_TYPES_MAPPING[log_type]
        if size > 0:
            params['size'] = str(size)
        resp = self._client.get(self.resource(), params=params)
        return resp.text

    get_worker_log.__doc__ = get_worker_log.__doc__.format(log_types=', '.join(sorted(six.iterkeys(LOG_TYPES_MAPPING))))

[docs]    def get_logview_address(self, hours=None):
        """
        Get logview address of the instance object by hours.

        :param hours:
        :return: logview address
        :rtype: str
        """
        project = self.project
        if isinstance(project.odps.account, BearerTokenAccount):
            token = to_str(project.odps.account.token)
        else:
            hours = hours or options.log_view_hours

            url = '%s/authorization' % project.resource()

            policy = {
                'expires_in_hours': hours,
                'policy': {
                    'Statement': [{
                        'Action': ['odps:Read'],
                        'Effect': 'Allow',
                        'Resource': 'acs:odps:*:projects/%s/instances/%s' % \
                                    (project.name, self.id)
                    }],
                    'Version': '1',
                }
            }
            headers = {'Content-Type': 'application/json'}
            params = {'sign_bearer_token': ''}
            data = json.dumps(policy)
            res = self._client.post(url, data, headers=headers, params=params)

            content = res.text if six.PY3 else res.content
            root = ElementTree.fromstring(content)
            token = root.find('Result').text

        link = self.project.odps.logview_host + "/logview/?h=" + self._client.endpoint + "&p=" \
               + project.name + "&i=" + self.id + "&token=" + token
        return link


    def __str__(self):
        return self.id

    def _get_job(self):
        url = self.resource()
        params = {'source': ''}
        resp = self._client.get(url, params=params)

        job = Job.parse(self._client, resp, parent=self)
        return job

    def get_tasks(self):
        return self.tasks

    @property
    def tasks(self):
        job = self._get_job()
        return job.tasks

    @property
    def priority(self):
        job = self._get_job()
        return job.priority

    def _get_queueing_info(self):
        url = self.resource()
        params = {'cached': ''}
        resp = self._client.get(url, params=params)
        return Instance.InstanceQueueingInfo.parse(
            self._client, resp, parent=self.project.instance_queueing_infos), resp

    def get_queueing_info(self):
        info, _ = self._get_queueing_info()
        return info

    def _create_instance_tunnel(self, endpoint=None):
        if self._instance_tunnel is not None:
            return self._instance_tunnel

        from ..tunnel import InstanceTunnel

        self._instance_tunnel = InstanceTunnel(client=self._client, project=self.project,
                                               endpoint=endpoint or self.project._tunnel_endpoint)
        return self._instance_tunnel

    @utils.survey
    def _open_result_reader(self, schema=None, task_name=None, **_):
        if not self.is_successful(retry=True):
            raise errors.ODPSError(
                'Cannot open reader, instance(%s) may fail or has not finished yet' % self.id)

        sql_tasks = dict([(name, task) for name, task in six.iteritems(self.get_task_statuses())
                          if task.type.lower() == 'sql'])
        if len(sql_tasks) > 1:
            if task_name is None:
                raise errors.ODPSError(
                    'Cannot open reader, job has more than one sql tasks, please specify one')
            elif task_name not in sql_tasks:
                raise errors.ODPSError(
                    'Cannot open reader, unknown task name: %s' % task_name)
        elif len(sql_tasks) == 1:
            task_name = list(sql_tasks)[0]
        else:
            raise errors.ODPSError(
                'Cannot open reader, job has no sql task')

        result = self.get_task_result(task_name)
        return readers.RecordReader(schema, result)

    def _open_tunnel_reader(self, **kw):
        from ..tunnel.instancetunnel import InstanceDownloadSession

        reopen = kw.pop('reopen', False)
        endpoint = kw.pop('endpoint', None)
        rest_client = self._client
        project = self.project
        instance_id = self.id
        tunnel_endpoint = self.project._tunnel_endpoint

        tunnel = self._create_instance_tunnel(endpoint=endpoint)
        download_id = self._download_id if not reopen else None

        try:
            download_session = tunnel.create_download_session(instance=self,
                                                              download_id=download_id, **kw)
            if download_id and download_session.status != InstanceDownloadSession.Status.Normal:
                download_session = tunnel.create_download_session(instance=self, **kw)
        except errors.InternalServerError:
            e, tb = sys.exc_info()[1:]
            e.__class__ = Instance.DownloadSessionCreationError
            six.reraise(Instance.DownloadSessionCreationError, e, tb)

        self._download_id = download_session.id

        class RecordReader(readers.AbstractRecordReader):
            def __init__(self):
                self._it = iter(self)
                self._schema = download_session.schema

            @property
            def count(self):
                return download_session.count

            @property
            def status(self):
                return download_session.status

            @property
            def schema(self):
                return self._schema

            def __iter__(self):
                for record in self.read():
                    yield record

            def __next__(self):
                return next(self._it)

            next = __next__

            def _iter(self, start=None, end=None, step=None):
                count = self._calc_count(start, end, step)
                return self.read(start=start, count=count, step=step)

            def read(self, start=None, count=None, step=None,
                     compress=False, columns=None):
                start = start or 0
                step = step or 1
                count = count * step if count is not None else self.count-start

                if count == 0:
                    return

                with download_session.open_record_reader(
                        start, count, compress=compress, columns=columns) as reader:
                    for record in reader[::step]:
                        yield record

            def to_pandas(self, n_process=1):
                import pandas as pd
                import multiprocessing
                from multiprocessing import Pipe

                _mp_context = multiprocessing.get_context('fork')

                if n_process == 1:
                    return super(RecordReader, self).to_pandas()

                session_id, count = download_session.id, download_session.count

                def read_instance_split(conn, download_id, start, count, idx):
                    # read part data
                    from odps.tunnel import InstanceTunnel
                    instance_tunnel = InstanceTunnel(client=rest_client, project=project,
                                                     endpoint=tunnel_endpoint)
                    session = instance_tunnel.create_download_session(instance=instance_id,
                                                                      download_id=download_id)
                    with session.open_record_reader(start, count) as reader:
                        conn.send((idx, reader.to_pandas()))

                split_count = count // n_process + (count % n_process != 0)
                start = 0
                conns = []
                for i in range(n_process):
                    parent_conn, child_conn = Pipe()
                    p = _mp_context.Process(target=read_instance_split, args=(child_conn, session_id,
                                                                              start, split_count, i))
                    p.start()
                    start += split_count
                    conns.append(parent_conn)

                results = [c.recv() for c in conns]
                splits = sorted(results, key=lambda x: x[0])
                return pd.concat([d[1] for d in splits]).reset_index(drop=True)

            def __enter__(self):
                return self

            def __exit__(self, exc_type, exc_val, exc_tb):
                pass

        return RecordReader()

[docs]    def open_reader(self, *args, **kwargs):
        """
        Open the reader to read records from the result of the instance. If `tunnel` is `True`,
        instance tunnel will be used. Otherwise conventional routine will be used. If instance tunnel
        is not available and `tunnel` is not specified,, the method will fall back to the
        conventional routine.
        Note that the number of records returned is limited unless `options.limited_instance_tunnel`
        is set to `True` or `limit=True` is configured under instance tunnel mode. Otherwise
        the number of records returned is always limited.

        :param tunnel: if true, use instance tunnel to read from the instance.
                       if false, use conventional routine.
                       if absent, `options.tunnel.use_instance_tunnel` will be used and automatic fallback
                       is enabled.
        :param limit: if True, enable the limitation
        :type limit: bool
        :param reopen: the reader will reuse last one, reopen is true means open a new reader.
        :type reopen: bool
        :param endpoint: the tunnel service URL
        :param compress_option: compression algorithm, level and strategy
        :type compress_option: :class:`odps.tunnel.CompressOption`
        :param compress_algo: compression algorithm, work when ``compress_option`` is not provided,
                              can be ``zlib``, ``snappy``
        :param compress_level: used for ``zlib``, work when ``compress_option`` is not provided
        :param compress_strategy: used for ``zlib``, work when ``compress_option`` is not provided
        :return: reader, ``count`` means the full size, ``status`` means the tunnel status

        :Example:

        >>> with instance.open_reader() as reader:
        >>>     count = reader.count  # How many records of a table or its partition
        >>>     for record in reader[0: count]:
        >>>         # read all data, actually better to split into reading for many times
        """
        use_tunnel = kwargs.get('use_tunnel', kwargs.get('tunnel'))
        auto_fallback_result = use_tunnel is None
        if use_tunnel is None:
            use_tunnel = options.tunnel.use_instance_tunnel
        result_fallback_errors = (errors.InvalidProjectTable, errors.InvalidArgument)
        if use_tunnel:
            # for compatibility
            if 'limit_enabled' in kwargs:
                kwargs['limit'] = kwargs['limit_enabled']
                del kwargs['limit_enabled']

            if 'limit' not in kwargs:
                kwargs['limit'] = options.tunnel.limit_instance_tunnel

            auto_fallback_protection = False
            if kwargs['limit'] is None:
                kwargs['limit'] = False
                auto_fallback_protection = True

            try:
                return self._open_tunnel_reader(**kwargs)
            except result_fallback_errors:
                # service version too low to support instance tunnel.
                if not auto_fallback_result:
                    raise
                if not kwargs.get('limit'):
                    warnings.warn('Instance tunnel not supported, will fallback to '
                                  'conventional ways. 10000 records will be limited.')
            except requests.Timeout:
                # tunnel creation timed out, which might be caused by too many files
                # on the service.
                if not auto_fallback_result:
                    raise
                if not kwargs.get('limit'):
                    warnings.warn('Instance tunnel timed out, will fallback to '
                                  'conventional ways. 10000 records will be limited.')
            except (Instance.DownloadSessionCreationError, errors.InstanceTypeNotSupported):
                # this is for DDL sql instances such as `show partitions` which raises
                # InternalServerError when creating download sessions.
                if not auto_fallback_result:
                    raise
            except errors.NoPermission:
                # project is protected
                if not auto_fallback_protection:
                    raise
                if not kwargs.get('limit'):
                    warnings.warn('Project under protection, 10000 records will be limited.')
                    kwargs['limit'] = True
                    return self._open_tunnel_reader(**kwargs)

        return self._open_result_reader(*args, **kwargs)






          

      

      

    

  

    
      
          
            
  Source code for odps.models.partition

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from datetime import datetime

from .core import LazyLoad, XMLRemoteModel, JSONRemoteModel
from .. import serializers, types


[docs]class Partition(LazyLoad):
    """
    A partition is a collection of rows in a table whose partition columns are equal to specific
    values.

    In order to write data into partition, users should call the ``open_writer``
    method with **with statement**. At the same time, the ``open_reader`` method is used
    to provide the ability to read records from a partition. The behavior of these
    methods are the same as those in Table class except that there are no 'partition' params.
    """
    __slots__ = 'spec', 'creation_time', 'last_meta_modified_time', 'last_modified_time', \
                'size', '_is_extend_info_loaded', \
                'is_archived', 'is_exstore', 'lifecycle', \
                'physical_size', 'file_num', 'reserved' 

    class Column(XMLRemoteModel):

        name = serializers.XMLNodeAttributeField(attr='Name')
        value = serializers.XMLNodeAttributeField(attr='Value')

    class PartitionMeta(JSONRemoteModel):

        creation_time = serializers.JSONNodeField(
            'createTime', parse_callback=datetime.fromtimestamp, set_to_parent=True)
        last_meta_modified_time = serializers.JSONNodeField(
            'lastDDLTime', parse_callback=datetime.fromtimestamp, set_to_parent=True)
        last_modified_time = serializers.JSONNodeField(
            'lastModifiedTime', parse_callback=datetime.fromtimestamp, set_to_parent=True)
        size = serializers.JSONNodeField(
            'partitionSize', parse_callback=int, set_to_parent=True)

    class PartitionExtendedMeta(PartitionMeta):

        is_archived = serializers.JSONNodeField(
            'IsArchived', parse_callback=bool, set_to_parent=True)
        is_exstore = serializers.JSONNodeField(
            'IsExstore', parse_callback=bool, set_to_parent=True)
        lifecycle = serializers.JSONNodeField(
            'LifeCycle', parse_callback=int, set_to_parent=True)
        physical_size = serializers.JSONNodeField(
            'PhysicalSize', parse_callback=int, set_to_parent=True)
        file_num = serializers.JSONNodeField(
            'FileNum', parse_callback=int, set_to_parent=True)
        reserved = serializers.JSONNodeField(
            'Reserved', type='json', set_to_parent=True)

    columns = serializers.XMLNodesReferencesField(Column, 'Column')
    _schema = serializers.XMLNodeReferenceField(PartitionMeta, 'Schema')
    _extended_schema = serializers.XMLNodeReferenceField(PartitionExtendedMeta, 'Schema')

    def __init__(self, **kwargs):
        self._is_extend_info_loaded = False

        super(Partition, self).__init__(**kwargs)

    def __str__(self):
        return str(self.partition_spec)

    def __repr__(self):
        return '<Partition %s.`%s`(%s)>' % (
            str(self.table.project.name), str(self.table.name), str(self.partition_spec))

    def __getattribute__(self, attr):
        if attr in ('is_archived', 'is_exstore', 'lifecycle',
                    'physical_size', 'file_num', 'reserved'):
            if not self._is_extend_info_loaded:
                self.reload_extend_info()

            return object.__getattribute__(self, attr)

        val = object.__getattribute__(self, attr)
        if val is None and not self._loaded:
            if attr in getattr(Partition.PartitionMeta, '__fields'):
                self.reload()
                return object.__getattribute__(self, attr)

        return super(Partition, self).__getattribute__(attr)

    def _set_state(self, name, parent, client):
        self.__init__(spec=name, _parent=parent, _client=client)

    def _name(self):
        return

    @classmethod
    def get_partition_spec(cls, columns=None, spec=None):
        if spec is not None:
            return spec

        spec = types.PartitionSpec()
        for col in columns:
            spec[col.name] = col.value

        return spec

    @property
    def partition_spec(self):
        return self.get_partition_spec(self._getattr('columns'), self._getattr('spec'))

    @property
    def name(self):
        return str(self.partition_spec)

    @property
    def table(self):
        return self.parent.parent

    def reload(self):
        url = self.resource()
        params = {'partition': str(self.partition_spec)}
        resp = self._client.get(url, params=params)

        self.parse(self._client, resp, obj=self)

        self._loaded = True

    def reload_extend_info(self):
        url = self.resource()
        params = {'extended': '',
                  'partition': str(self.partition_spec)}
        resp = self._client.get(url, params=params)

        self.parse(self._client, resp, obj=self)
        self._is_extend_info_loaded = True

[docs]    def to_df(self):
        """
        Create a PyODPS DataFrame from this partition.

        :return: DataFrame object
        """
        from ..df import DataFrame

        return DataFrame(self.table).filter_parts(self)


[docs]    def drop(self, async_=False, if_exists=False, **kw):
        """
        Drop this partition.

        :param async_: run asynchronously if True
        :return: None
        """
        async_ = kw.get('async', async_)
        return self.parent.delete(self, if_exists=if_exists, async_=async_)


[docs]    def open_reader(self, **kw):
        """
        Open the reader to read the entire records from this partition.

        :param reopen: the reader will reuse last one, reopen is true means open a new reader.
        :type reopen: bool
        :param endpoint: the tunnel service URL
        :param compress_option: compression algorithm, level and strategy
        :type compress_option: :class:`odps.tunnel.CompressOption`
        :param compress_algo: compression algorithm, work when ``compress_option`` is not provided,
                              can be ``zlib``, ``snappy``
        :param compress_level: used for ``zlib``, work when ``compress_option`` is not provided
        :param compress_strategy: used for ``zlib``, work when ``compress_option`` is not provided
        :return: reader, ``count`` means the full size, ``status`` means the tunnel status

        :Example:

        >>> with partition.open_reader() as reader:
        >>>     count = reader.count  # How many records of a partition
        >>>     for record in reader[0: count]:
        >>>         # read all data, actually better to split into reading for many times
        """
        return self.table.open_reader(str(self), **kw)


    def open_writer(self, blocks=None, **kw):
        return self.table.open_writer(str(self), blocks=blocks, **kw)





          

      

      

    

  

    
      
          
            
  Source code for odps.models.project

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

import json

from .core import LazyLoad, XMLRemoteModel
from .functions import Functions
from .instances import Instances, CachedInstances
from .ml import OfflineModels
from .resources import Resources
from .tables import Tables
from .volumes import Volumes
from .xflows import XFlows
from .security.users import Users, User
from .security.roles import Roles
from .. import serializers, utils
from ..compat import six


[docs]class Project(LazyLoad):
    """
    Project is the counterpart of **database** in a RDBMS.

    By get an object of Project, users can get the properties like ``name``, ``owner``,
    ``comment``, ``creation_time``, ``last_modified_time``, and so on.

    These properties will not load from remote ODPS service, unless users
    try to get them explicitly. If users want to check the newest status,
    try use ``reload`` method.

    :Example:

    >>> project = odps.get_project('my_project')
    >>> project.last_modified_time  # this property will be fetched from the remote ODPS service
    >>> project.last_modified_time  # Once loaded, the property will not bring remote call
    >>> project.owner  # so do the other properties, they are fetched together
    >>> project.reload()  # force to update each properties
    >>> project.last_modified_time  # already updated
    """

    _user_cache = dict()
    __slots__ = '_policy_cache', '_tunnel_endpoint'

    class Cluster(XMLRemoteModel):

        name = serializers.XMLNodeField('Name')
        quota_id = serializers.XMLNodeField('QuotaID')

        @classmethod
        def deserial(cls, content, obj=None, **kw):
            ret = super(Project.Cluster, cls).deserial(content, obj=obj, **kw)
            if not getattr(ret, 'name', None) or not getattr(ret, 'quota_id', None):
                raise ValueError('Missing arguments: name or quotaID')
            return ret

    class ExtendedProperties(XMLRemoteModel):
        extended_properties = serializers.XMLNodePropertiesField('ExtendedProperties', 'Property',
                                                                 key_tag='Name', value_tag='Value',
                                                                 set_to_parent=True)

    class AuthQueryRequest(serializers.XMLSerializableModel):
        _root = 'Authorization'
        query = serializers.XMLNodeField('Query')
        use_json = serializers.XMLNodeField('ResponseInJsonFormat', type='bool')

    class AuthQueryResponse(serializers.XMLSerializableModel):
        _root = 'Authorization'
        result = serializers.XMLNodeField('Result')

    name = serializers.XMLNodeField('Name')
    owner = serializers.XMLNodeField('Owner')
    comment = serializers.XMLNodeField('Comment')
    creation_time = serializers.XMLNodeField('CreationTime',
                                             parse_callback=utils.parse_rfc822)
    last_modified_time = serializers.XMLNodeField('LastModifiedTime',
                                                  parse_callback=utils.parse_rfc822)
    project_group_name = serializers.XMLNodeField('ProjectGroupName')
    properties = serializers.XMLNodePropertiesField('Properties', 'Property',
                                                    key_tag='Name', value_tag='Value')
    extended_properties = serializers.XMLNodePropertiesField('ExtendedProperties', 'Property',
                                                             key_tag='Name', value_tag='Value')
    state = serializers.XMLNodeField('State')
    clusters = serializers.XMLNodesReferencesField(Cluster, 'Clusters', 'Cluster')

    def __init__(self, *args, **kwargs):
        self._tunnel_endpoint = None
        super(Project, self).__init__(*args, **kwargs)

    def reload(self):
        self._policy_cache = None

        url = self.resource()
        resp = self._client.get(url)

        self.parse(self._client, resp, obj=self)

        self.owner = resp.headers['x-odps-owner']
        self.creation_time = utils.parse_rfc822(resp.headers['x-odps-creation-time'])
        self.last_modified_time = utils.parse_rfc822(resp.headers['Last-Modified'])

        self._loaded = True

    def __getattribute__(self, attr):
        if attr == 'extended_properties':
            url = self.resource()
            params = {'extended': ''}

            resp = self._client.get(url, params=params)
            Project.ExtendedProperties.parse(self._client, resp, parent=self)

            return self._getattr('extended_properties')

        return super(Project, self).__getattribute__(attr)

    def __init__(self, **kw):
        super(Project, self).__init__(**kw)
        self._policy_cache = None

    @property
    def tables(self):
        return Tables(client=self._client, parent=self)

    @property
    def instances(self):
        return Instances(client=self._client, parent=self)

    @property
    def instance_queueing_infos(self):
        return CachedInstances(client=self._client, parent=self)

    @property
    def functions(self):
        return Functions(client=self._client, parent=self)

    @property
    def resources(self):
        return Resources(client=self._client, parent=self)

    @property
    def volumes(self):
        return Volumes(client=self._client, parent=self)

    @property
    def xflows(self):
        return XFlows(client=self._client, parent=self)

    @property
    def offline_models(self):
        return OfflineModels(client=self._client, parent=self)

    @property
    def users(self):
        return Users(client=self._client, parent=self)

    @property
    def roles(self):
        return Roles(client=self._client, parent=self)

    @property
    def security_options(self):
        from .security import SecurityConfiguration
        return SecurityConfiguration(client=self._client, parent=self)

    @property
    def system_info(self):
        resp = self._client.get(self.resource() + '/system')
        return json.loads(resp.text if six.PY3 else resp.content)

    @property
    def policy(self):
        if self._policy_cache is None:
            params = dict(policy='')
            resp = self._client.get(self.resource(), params=params)
            self._policy_cache = resp.text if six.PY3 else resp.content
        if self._policy_cache:
            return json.loads(self._policy_cache)
        else:
            return None

    @policy.setter
    def policy(self, value):
        if isinstance(value, (dict, list)):
            value = json.dumps(value)
        elif value is None:
            value = ''
        self._policy_cache = value
        params = dict(policy='')
        self._client.put(self.resource(), data=value, params=params)

    @property
    def current_user(self):
        user_cache = type(self)._user_cache
        user_key = self._client.account.access_id + '##' + self.name
        if user_key not in user_cache:
            user = self.run_security_query('whoami')
            user_cache[user_key] = User(_client=self._client, parent=self.users,
                                        id=user['ID'], display_name=user['DisplayName'])
        return user_cache[user_key]

    def run_security_query(self, query, token=None):
        url = self.resource() + '/authorization'
        req_obj = self.AuthQueryRequest(query=query, use_json=True).serialize()
        headers = dict()
        if token:
            headers['odps-x-supervision-token'] = token

        resp = self.AuthQueryResponse.parse(self._client.post(url, headers=headers, data=req_obj))
        return json.loads(resp.result)





          

      

      

    

  

    
      
          
            
  Source code for odps.models.resource

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from .core import LazyLoad
from .cache import cache, cache_parent
from .. import serializers, utils, types, errors, compat
from ..compat import Enum, six


RESOURCE_SIZE_MAX = 512 * 1024 * 1024  # a single resource's size must be at most 512M


[docs]class Resource(LazyLoad):
    """
    Resource is useful when writing UDF or MapReduce. This is an abstract class.

    Basically, resource can be either a file resource or a table resource.
    File resource can be ``file``, ``py``, ``jar``, ``archive`` in details.

    .. seealso:: :class:`odps.models.FileResource`, :class:`odps.models.PyResource`,
                 :class:`odps.models.JarResource`, :class:`odps.models.ArchiveResource`,
                 :class:`odps.models.TableResource`
    """

    __slots__ = 'content_md5', 'is_temp_resource', 'volume_path', '_type_indicator'

[docs]    class Type(Enum):
        FILE = 'FILE'
        JAR = 'JAR'
        PY = 'PY'
        ARCHIVE = 'ARCHIVE'
        TABLE = 'TABLE'
        VOLUMEFILE = 'VOLUMEFILE'
        VOLUMEARCHIVE = 'VOLUMEARCHIVE'
        UNKOWN = 'UNKOWN'


    _type_indicator = 'type'

    name = serializers.XMLNodeField('Name')
    owner = serializers.XMLNodeField('Owner')
    comment = serializers.XMLNodeField('Comment')
    type = serializers.XMLNodeField('ResourceType', parse_callback=lambda t: Resource.Type(t.upper()))
    creation_time = serializers.XMLNodeField('CreationTime', parse_callback=utils.parse_rfc822)
    last_modified_time = serializers.XMLNodeField('LastModifiedTime', parse_callback=utils.parse_rfc822)
    last_updator = serializers.XMLNodeField('LastUpdator')
    size = serializers.XMLNodeField('ResourceSize', parse_callback=int)
    source_table_name = serializers.XMLNodeField('TableName')

    @classmethod
    def _get_cls(cls, typo):
        if typo is None:
            return cls

        if isinstance(typo, six.string_types):
            typo = Resource.Type(typo.upper())

        clz = lambda name: globals()[name]
        if typo == Resource.Type.FILE:
            return clz('FileResource')
        elif typo == Resource.Type.JAR:
            return clz('JarResource')
        elif typo == Resource.Type.PY:
            return clz('PyResource')
        elif typo == Resource.Type.ARCHIVE:
            return clz('ArchiveResource')
        elif typo == Resource.Type.TABLE:
            return clz('TableResource')
        elif typo == Resource.Type.VOLUMEARCHIVE:
            return clz('VolumeArchiveResource')
        elif typo == Resource.Type.VOLUMEFILE:
            return clz('VolumeFileResource')
        else:
            return cls

    def create(self, overwrite=False, **kw):
        raise NotImplementedError

    @staticmethod
    def _filter_cache(_, **kwargs):
        return kwargs.get('type') is not None and kwargs['type'] != Resource.Type.UNKOWN

    @cache
    def __new__(cls, *args, **kwargs):
        typo = kwargs.get('type')
        if typo is not None or (cls != Resource and issubclass(cls, Resource)):
            return object.__new__(cls._get_cls(typo))

        kwargs['type'] = Resource.Type.UNKOWN
        obj = Resource(**kwargs)
        obj.reload()
        return Resource(**obj.extract())

    def __init__(self, **kwargs):
        typo = kwargs.get('type')
        if isinstance(typo, six.string_types):
            kwargs['type'] = Resource.Type(typo.upper())
        super(Resource, self).__init__(**kwargs)

    @property
    def _project(self):
        return self._parent._parent.name

    @property
    def project(self):
        return self._project

    def reload(self):
        url = self.resource()
        resp = self._client.get(url, params={'meta': ''})
        self.owner = resp.headers.get('x-odps-owner')
        resource_type = resp.headers.get('x-odps-resource-type')
        self.type = Resource.Type(resource_type.upper())
        self.comment = resp.headers.get('x-odps-comment')
        self.last_updator = resp.headers.get('x-odps-updator')

        size = resp.headers.get('x-odps-resource-size')
        self.size = None if size is None else int(size)

        self.creation_time = utils.parse_rfc822(
            resp.headers.get('x-odps-creation-time'))
        self.last_modified_time = utils.parse_rfc822(
            resp.headers.get('Last-Modified'))

        self.source_table_name = resp.headers.get('x-odps-copy-table-source')
        self.volume_path = resp.headers.get('x-odps-copy-file-source')
        self.content_md5 = resp.headers.get('Content-MD5')

        self._loaded = True

    def _reload_size(self):
        url = self.resource()
        resp = self._client.get(url, params={'meta': ''})

        size = resp.headers.get('x-odps-resource-size')
        self.size = None if size is None else int(size)

    def update(self, **kw):
        raise NotImplementedError

    def drop(self):
        return self.parent.delete(self)



[docs]@cache_parent
class FileResource(Resource):
    """
    File resource represents for a file.

    Use ``open`` method to open this resource as an file-like object.
    """

    __slots__ = '_fp', '_mode', '_opened', '_size', '_need_commit', \
                '_open_binary', '_encoding'

[docs]    class Mode(Enum):
        READ = 'r'
        WRITE = 'w'
        APPEND = 'a'
        READWRITE = 'r+'
        TRUNCEREADWRITE = 'w+'
        APPENDREADWRITE = 'a+'


    def create(self, overwrite=False, **kw):
        file_obj = kw.pop('file_obj', kw.pop('fileobj', None))

        if file_obj is None:
            raise ValueError('parameter `file_obj` cannot be None, either string or file-like object')
        if isinstance(file_obj, six.text_type):
            file_obj = file_obj.encode('utf-8')
        if isinstance(file_obj, six.binary_type):
            file_obj = six.BytesIO(file_obj)

        if self.name is None or len(self.name.strip()) == 0:
            raise errors.ODPSError('File Resource Name should not empty.')

        method = self._client.post if not overwrite else self._client.put
        url = self.parent.resource() if not overwrite else self.resource()

        headers = {'Content-Type': 'application/octet-stream',
                   'Content-Disposition': 'attachment;filename=%s' % self.name,
                   'x-odps-resource-type': self.type.value.lower(),
                   'x-odps-resource-name': self.name}
        if self._getattr('comment') is not None:
            headers['x-odps-comment'] = self.comment
        if self._getattr('is_temp_resource'):
            headers['x-odps-resource-istemp'] = 'true' if self.is_temp_resource else 'false'

        if not isinstance(file_obj, six.string_types):
            file_obj.seek(0)
            content = file_obj.read()
        else:
            content = file_obj
        method(url, content, headers=headers)

        if overwrite:
            self.reload()
        return self

    def __init__(self, **kw):
        super(FileResource, self).__init__(**kw)
        self.type = Resource.Type.FILE

        self._fp = None
        self._mode = FileResource.Mode.READ
        self._open_binary = False
        self._encoding = None
        self._size = 0
        self._opened = False
        self._need_commit = False

    def _is_create(self):
        if self._loaded:
            return False
        try:
            self._reload_size()
            return False
        except errors.NoSuchObject:
            return True

[docs]    def open(self, mode='r', encoding='utf-8'):
        """
        The argument ``mode`` stands for the open mode for this file resource.
        It can be binary mode if the 'b' is inside. For instance,
        'rb' means opening the resource as read binary mode
        while 'r+b' means opening the resource as read+write binary mode.
        This is most import when the file is actually binary such as tar or jpeg file,
        so be aware of opening this file as a correct mode.

        Basically, the text mode can be 'r', 'w', 'a', 'r+', 'w+', 'a+'
        just like the builtin python ``open`` method.

        * ``r`` means read only
        * ``w`` means write only, the file will be truncated when opening
        * ``a`` means append only
        * ``r+`` means read+write without constraint
        * ``w+`` will truncate first then opening into read+write
        * ``a+`` can read+write, however the written content can only be appended to the end

        :param mode: the mode of opening file, described as above
        :param encoding: utf-8 as default
        :return: file-like object

        :Example:

        >>> with resource.open('r') as fp:
        >>>     fp.read(1)  # read one unicode character
        >>>     fp.write('test')  # wrong, cannot write under read mode
        >>>
        >>> with resource.open('wb') as fp:
        >>>     fp.readlines() # wrong, cannot read under write mode
        >>>     fp.write('hello world') # write bytes
        >>>
        >>> with resource.open('test_resource', 'r+') as fp: # open as read-write mode
        >>>     fp.seek(5)
        >>>     fp.truncate()
        >>>     fp.flush()
        """

        # TODO: when reading, do not read all the data at once

        if 'b' in mode:
            self._open_binary = True
        mode = mode.replace('b', '')
        self._mode = FileResource.Mode(mode)
        self._encoding = encoding

        if self._mode in (FileResource.Mode.WRITE, FileResource.Mode.TRUNCEREADWRITE):
            io_clz = six.BytesIO if self._open_binary else six.StringIO
            self._fp = io_clz()
            self._size = 0
        else:
            self._fp = self.parent.read_resource(
                self, text_mode=not self._open_binary, encoding=self._encoding)
            self._reload_size()
            self._sync_size()

        self._opened = True

        return self


    def _check_read(self):
        if not self._opened:
            raise IOError('I/O operation on non-open resource')
        if self._mode in (FileResource.Mode.WRITE, FileResource.Mode.APPEND):
            raise IOError('Resource not open for reading')

    def _sync_size(self):
        curr_pos = self.tell()
        self.seek(0, compat.SEEK_END)
        self._size = self.tell()
        self.seek(curr_pos)

[docs]    def read(self, size=-1):
        """
        Read the file resource, read all as default.

        :param size: unicode or byte length depends on text mode or binary mode.
        :return: unicode or bytes depends on text mode or binary mode
        :rtype: str or unicode(Py2), bytes or str(Py3)
        """

        self._check_read()
        return self._fp.read(size)


[docs]    def readline(self, size=-1):
        """
        Read a single line.

        :param size: If the size argument is present and non-negative,
                     it is a maximum byte count (including the trailing newline)
                     and an incomplete line may be returned.
                     When size is not 0,
                     an empty string is returned only when EOF is encountered immediately
        :return: unicode or bytes depends on text mode or binary mode
        :rtype: str or unicode(Py2), bytes or str(Py3)
        """

        self._check_read()
        return self._fp.readline(size)


[docs]    def readlines(self, sizehint=-1):
        """
        Read as lines.

        :param sizehint: If the optional sizehint argument is present, instead of reading up to EOF,
                     whole lines totalling approximately sizehint bytes
                     (possibly after rounding up to an internal buffer size) are read.
        :return: lines
        :rtype: list
        """

        self._check_read()
        return self._fp.readlines(sizehint)


    def _check_write(self):
        if not self._opened:
            raise IOError('I/O operation on non-open resource')
        if self._mode == FileResource.Mode.READ:
            raise IOError('Resource not open for writing')

    def _check_size(self):
        if self._size > RESOURCE_SIZE_MAX:
            raise IOError('Single resource\'s max size is %sM' %
                          (RESOURCE_SIZE_MAX / (1024 ** 2)))

    def _convert(self, content):
        if self._open_binary and isinstance(content, six.text_type):
            return content.encode(self._encoding)
        elif not self._open_binary and isinstance(content, six.binary_type):
            return content.decode(self._encoding)
        return content

[docs]    def write(self, content):
        """
        Write content into the file resource

        :param content: content to write
        :return: None
        """

        content = self._convert(content)

        length = len(content)
        self._check_write()
        if self._mode in (FileResource.Mode.APPEND, FileResource.Mode.APPENDREADWRITE):
            self.seek(0, compat.SEEK_END)

        if length > 0:
            self._need_commit = True

        res = self._fp.write(content)
        self._sync_size()
        self._check_size()
        return res


[docs]    def writelines(self, seq):
        """
        Write lines into the file resource.

        :param seq: lines
        :return: None
        """

        seq = [self._convert(s) for s in seq]

        length = sum(len(s) for s in seq)
        self._check_write()
        if self._mode in (FileResource.Mode.APPEND, FileResource.Mode.APPENDREADWRITE):
            self.seek(0, compat.SEEK_END)

        if length > 0:
            self._need_commit = True

        res = self._fp.writelines(seq)
        self._sync_size()
        self._check_size()
        return res


[docs]    def seek(self, pos, whence=compat.SEEK_SET):  # io.SEEK_SET
        """
        Seek to some place.

        :param pos: position to seek
        :param whence: if set to 2, will seek to the end
        :return: None
        """

        return self._fp.seek(pos, whence)


    @staticmethod
    def seekable():
        return True

[docs]    def tell(self):
        """
        Tell the current position

        :return: current position
        """

        return self._fp.tell()


[docs]    def truncate(self, size=None):
        """
        Truncate the file resource's size.

        :param size: If the optional size argument is present,
                     the file is truncated to (at most) that size.
                     The size defaults to the current position.
        :return: None
        """

        self._check_write()

        curr_pos = self.tell()
        self._fp.truncate(size)

        self.seek(0, compat.SEEK_END)
        self._size = self.tell()

        self.seek(curr_pos)

        self._need_commit = True


[docs]    def flush(self):
        """
        Commit the change to ODPS if any change happens.
        Close will do this automatically.

        :return: None
        """

        if self._need_commit:
            is_create = self._is_create()

            resources = self.parent

            if is_create:
                resources.create(self=self, file_obj=self._fp)
            else:
                resources.update(obj=self, file_obj=self._fp)

            self._need_commit = False


[docs]    def close(self):
        """
        Close this file resource.

        :return: None
        """

        self.flush()

        self._fp = None
        self._size = 0
        self._need_commit = False
        self._opened = False


    def __iter__(self):
        self._check_read()
        return self._fp.__iter__()

    def __next__(self):
        self._check_read()
        return next(self._fp)

    next = __next__

    def __enter__(self):
        return self

    def __exit__(self, *_):
        self.close()

    def update(self, file_obj):
        return self._parent.update(self, file_obj=file_obj)



[docs]@cache_parent
class JarResource(FileResource):
    """
    File resource representing for the .jar file.
    """

    def __init__(self, **kw):
        super(JarResource, self).__init__(**kw)
        self.type = Resource.Type.JAR



[docs]@cache_parent
class PyResource(FileResource):
    """
    File resource representing for the .py file.
    """

    def __init__(self, **kw):
        super(PyResource, self).__init__(**kw)
        self.type = Resource.Type.PY



[docs]@cache_parent
class ArchiveResource(FileResource):
    """
    File resource representing for the compressed file like .zip/.tgz/.tar.gz/.tar/jar
    """

    def __init__(self, **kw):
        super(ArchiveResource, self).__init__(**kw)
        self.type = Resource.Type.ARCHIVE



[docs]@cache_parent
class TableResource(Resource):
    """
    Take a table as a resource.
    """

    def __init__(self, **kw):
        project_name = kw.pop('project_name', None)
        table_name = kw.pop('table_name', None)
        partition_spec = kw.pop('partition', None)

        super(TableResource, self).__init__(**kw)

        self._init(project_name=project_name, table_name=table_name,
                   partition=partition_spec, create=True)

    def create(self, overwrite=False, **kw):
        if self.name is None or len(self.name.strip()) == 0:
            raise errors.ODPSError('Table Resource Name should not be empty.')

        method = self._client.post if not overwrite else self._client.put
        url = self.parent.resource() if not overwrite else self.resource()

        headers = {'Content-Type': 'text/plain',
                   'x-odps-resource-type': self.type.value.lower(),
                   'x-odps-resource-name': self.name,
                   'x-odps-copy-table-source': self.source_table_name}
        if self._getattr('comment') is not None:
            headers['x-odps-comment'] = self._getattr('comment')

        method(url, '', headers=headers)

        if overwrite:
            del self.parent[self.name]
            return self.parent[self.name]
        return self

    def _init(self, create=False, project_name=None, table_name=None, **kw):
        if table_name is not None and '.' in table_name:
            project_name, table_name = table_name.split('.', 1)

        try:
            if not create:
                old_project_name, old_table_name, old_partition = self.get_project_table_partition()
            else:
                old_project_name, old_table_name, old_partition = None, None, None
        except AttributeError:
            old_project_name, old_table_name, old_partition = None, None, None

        project_name = project_name or old_project_name or self._project
        table_name = table_name or old_table_name
        partition = kw.get('partition', old_partition)

        if table_name is not None:
            self.source_table_name = '%s.%s' % (project_name, table_name)

        if partition is not None:
            if not isinstance(partition, types.PartitionSpec):
                partition_spec = types.PartitionSpec(partition)
            else:
                partition_spec = partition
            self.source_table_name = '%s partition(%s)' \
                                     % (self.source_table_name.split(' partition(')[0],
                                        partition_spec)

    def get_project_table_partition(self):
        if self.source_table_name is None:
            raise AttributeError('source_table_name not defined.')

        splits = self.source_table_name.split(' partition(')
        if len(splits) < 2:
            partition = None
        else:
            partition = splits[1].split(')', 1)[0].strip()

        src = splits[0]
        if '.' not in src:
            raise ValueError('Malformed source table name: %s' % src)

        return tuple(src.split('.', 1)) + (partition, )

    def get_source_table(self):
        try:
            project_name, table_name, _ = self.get_project_table_partition()
        except AttributeError:
            return
        from .projects import Projects
        return Projects(client=self._client)[project_name].tables[table_name]

    def get_source_table_partition(self):
        if self.source_table_name is None:
            return

        splits = self.source_table_name.split(' partition(')
        if len(splits) < 2:
            return

        partition = splits[1].split(')', 1)[0].strip()
        return types.PartitionSpec(partition)

    @property
    def table(self):
        """
        Get the table object.

        :return: source table
        :rtype: :class:`odps.models.Table`

        .. seealso:: :class:`odps.models.Table`
        """

        return self.get_source_table()

    @property
    def partition(self):
        """
        Get the source table partition.

        :return: the source table partition
        """

        pt = self.get_source_table_partition()
        if pt is None:
            return
        return self.get_source_table().get_partition(pt)

[docs]    def open_reader(self, **kwargs):
        """
        Open reader on the table resource
        """
        return self.get_source_table().open_reader(partition=self.get_source_table_partition(), **kwargs)


[docs]    def open_writer(self, **kwargs):
        """
        Open writer on the table resource
        """
        return self.get_source_table().open_writer(partition=self.get_source_table_partition(), **kwargs)


[docs]    def update(self, project_name=None, table_name=None, *args, **kw):
        """
        Update this resource.

        :param project_name: the source table's project
        :param table_name: the source table's name
        :param partition: the source table's partition
        :return: self
        """
        if len(args) > 0:
            kw['partition'] = args[0]
        self._init(project_name=project_name, table_name=table_name, **kw)
        resources = self.parent
        return resources.update(self)




@cache_parent
class VolumeResource(Resource):
    def create(self, overwrite=False, **kw):
        if self.name is None or len(self.name.strip()) == 0:
            raise errors.ODPSError('Volume Resource Name should not be empty.')

        method = self._client.post if not overwrite else self._client.put
        url = self.parent.resource() if not overwrite else self.resource()

        headers = {'Content-Type': 'text/plain',
                   'x-odps-resource-type': self.type.value.lower(),
                   'x-odps-resource-name': self.name,
                   'x-odps-copy-file-source': self.volume_path}
        if self._getattr('comment') is not None:
            headers['x-odps-comment'] = self._getattr('comment')

        method(url, '', headers=headers)

        if overwrite:
            del self.parent[self.name]
            return self.parent[self.name]
        return self


@cache_parent
class VolumeFileResource(VolumeResource):
    """
    Volume resource represents for a volume archive
    """

    def __init__(self, **kw):
        okw = kw.copy()
        okw.pop('volume_file', None)
        super(VolumeFileResource, self).__init__(**okw)
        self.type = Resource.Type.VOLUMEFILE

    def create(self, overwrite=False, **kw):
        if 'volume_file' in kw:
            vf = kw.pop('volume_file')
            self.volume_path = vf.path
        return super(VolumeFileResource, self).create(overwrite, **kw)


@cache_parent
class VolumeArchiveResource(VolumeFileResource):
    """
    Volume archive resource represents for a volume archive
    """

    def __init__(self, **kw):
        super(VolumeArchiveResource, self).__init__(**kw)
        self.type = Resource.Type.VOLUMEARCHIVE




          

      

      

    

  

    
      
          
            
  Source code for odps.models.table

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from datetime import datetime

from .core import LazyLoad, JSONRemoteModel
from .record import Record
from .partitions import Partitions
from .. import types as odps_types, serializers, utils, readers
from ..compat import six, dir2


[docs]class TableSchema(odps_types.OdpsSchema, JSONRemoteModel):
    """
    Schema includes the columns and partitions information of a :class:`odps.models.Table`.

    There are two ways to initialize a Schema object, first is to provide columns and partitions,
    the second way is to call the class method ``from_lists``. See the examples below:

    :Example:

    >>> columns = [Column(name='num', type='bigint', comment='the column')]
    >>> partitions = [Partition(name='pt', type='string', comment='the partition')]
    >>> schema = Schema(columns=columns, partitions=partitions)
    >>> schema.columns
    [<column num, type bigint>, <partition pt, type string>]
    >>>
    >>> schema = Schema.from_lists(['num'], ['bigint'], ['pt'], ['string'])
    >>> schema.columns
    [<column num, type bigint>, <partition pt, type string>]
    """

    class Shard(JSONRemoteModel):

        hub_lifecycle = serializers.JSONNodeField('HubLifecycle')
        shard_num = serializers.JSONNodeField('ShardNum')
        distribute_cols = serializers.JSONNodeField('DistributeCols')
        sort_cols = serializers.JSONNodeField('SortCols')

    class TableColumn(odps_types.Column, JSONRemoteModel):
        name = serializers.JSONNodeField('name')
        type = serializers.JSONNodeField('type', parse_callback=odps_types.validate_data_type)
        comment = serializers.JSONNodeField('comment')
        label = serializers.JSONNodeField('label')

        def __init__(self, **kwargs):
            JSONRemoteModel.__init__(self, **kwargs)
            if self.type is not None:
                self.type = odps_types.validate_data_type(self.type)

    class TablePartition(odps_types.Partition, TableColumn):
        def __init__(self, **kwargs):
            TableSchema.TableColumn.__init__(self, **kwargs)

    def __init__(self, **kwargs):
        kwargs['_columns'] = columns = kwargs.pop('columns', None)
        kwargs['_partitions'] = partitions = kwargs.pop('partitions', None)
        JSONRemoteModel.__init__(self, **kwargs)
        odps_types.OdpsSchema.__init__(self, columns=columns, partitions=partitions)

    def load(self):
        self.update(self._columns, self._partitions)
        self.build_snapshot()

    comment = serializers.JSONNodeField('comment', set_to_parent=True)
    owner = serializers.JSONNodeField('owner', set_to_parent=True)
    creation_time = serializers.JSONNodeField(
        'createTime', parse_callback=datetime.fromtimestamp,
        set_to_parent=True)
    last_modified_time = serializers.JSONNodeField(
        'lastModifiedTime', parse_callback=datetime.fromtimestamp,
        set_to_parent=True)
    last_meta_modified_time = serializers.JSONNodeField(
        'lastDDLTime', parse_callback=datetime.fromtimestamp,
        set_to_parent=True)
    is_virtual_view = serializers.JSONNodeField(
        'isVirtualView', parse_callback=bool, set_to_parent=True)
    lifecycle = serializers.JSONNodeField(
        'lifecycle', parse_callback=int, set_to_parent=True)
    view_text = serializers.JSONNodeField('viewText', set_to_parent=True)
    size = serializers.JSONNodeField("size", parse_callback=int, set_to_parent=True)
    is_archived = serializers.JSONNodeField(
        'IsArchived', parse_callback=bool, set_to_parent=True)
    physical_size = serializers.JSONNodeField(
        'PhysicalSize', parse_callback=int, set_to_parent=True)
    file_num = serializers.JSONNodeField(
        'FileNum', parse_callback=int, set_to_parent=True)
    record_num = serializers.JSONNodeField(
        'recordNum', parse_callback=int, set_to_parent=True)
    location = serializers.JSONNodeField(
        'location', set_to_parent=True)
    storage_handler = serializers.JSONNodeField(
        'storageHandler', set_to_parent=True)
    resources = serializers.JSONNodeField(
        'resources', set_to_parent=True)
    serde_properties = serializers.JSONNodeField(
        'serDeProperties', type='json', set_to_parent=True)
    reserved = serializers.JSONNodeField(
        'Reserved', type='json', set_to_parent=True)
    shard = serializers.JSONNodeReferenceField(
        Shard, 'shardInfo', check_before=['shardExist'], set_to_parent=True)
    table_label = serializers.JSONNodeField(
        'tableLabel', callback=lambda t: t if t != '0' else '', set_to_parent=True)
    _columns = serializers.JSONNodesReferencesField(TableColumn, 'columns')
    _partitions = serializers.JSONNodesReferencesField(TablePartition, 'partitionKeys')

    def __getstate__(self):
        return self._columns, self._partitions

    def __setstate__(self, state):
        columns, partitions = state
        self.__init__(columns=columns, partitions=partitions)

    def __dir__(self):
        return sorted(set(dir2(self)) - set(type(self)._parent_attrs))



[docs]class Table(LazyLoad):
    """
    Table means the same to the RDBMS table, besides, a table can consist of partitions.

    Table's properties are the same to the ones of :class:`odps.models.Project`,
    which will not load from remote ODPS service until users try to get them.

    In order to write data into table, users should call the ``open_writer``
    method with **with statement**. At the same time, the ``open_reader`` method is used
    to provide the ability to read records from a table or its partition.

    :Example:

    >>> table = odps.get_table('my_table')
    >>> table.owner  # first will load from remote
    >>> table.reload()  # reload to update the properties
    >>>
    >>> for record in table.head(5):
    >>>     # check the first 5 records
    >>> for record in table.head(5, partition='pt=test', columns=['my_column'])
    >>>     # only check the `my_column` column from certain partition of this table
    >>>
    >>> with table.open_reader() as reader:
    >>>     count = reader.count  # How many records of a table or its partition
    >>>     for record in record[0: count]:
    >>>         # read all data, actually better to split into reading for many times
    >>>
    >>> with table.open_writer() as writer:
    >>>     writer.write(records)
    >>> with table.open_writer(partition='pt=test', blocks=[0, 1]):
    >>>     writer.write(0, gen_records(block=0))
    >>>     writer.write(1, gen_records(block=1))  # we can do this parallel
    """
    _extend_args = 'is_archived', 'physical_size', 'file_num', 'location', \
                   'storage_handler', 'resources', 'serde_properties', \
                   'reserved'
    __slots__ = '_is_extend_info_loaded', 'last_meta_modified_time', 'is_virtual_view', \
                'lifecycle', 'view_text', 'size', 'shard', '_table_tunnel', \
                '_id_thread_local', 'record_num'
    __slots__ += _extend_args

    name = serializers.XMLNodeField('Name')
    table_id = serializers.XMLNodeField('TableId')
    format = serializers.XMLNodeAttributeField(attr='format')
    schema = serializers.XMLNodeReferenceField(TableSchema, 'Schema')
    comment = serializers.XMLNodeField('Comment')
    owner = serializers.XMLNodeField('Owner')
    table_label = serializers.XMLNodeField('TableLabel')
    creation_time = serializers.XMLNodeField('CreationTime',
                                             parse_callback=utils.parse_rfc822)
    last_modified_time = serializers.XMLNodeField('LastModifiedTime',
                                                  parse_callback=utils.parse_rfc822)

    _download_ids = utils.thread_local_attribute('_id_thread_local', dict)
    _upload_ids = utils.thread_local_attribute('_id_thread_local', dict)

    def __init__(self, **kwargs):
        self._is_extend_info_loaded = False
        super(Table, self).__init__(**kwargs)

        try:
            del self._id_thread_local
        except AttributeError:
            pass

    def reload(self):
        url = self.resource()
        resp = self._client.get(url)

        self.parse(self._client, resp, obj=self)
        self.schema.load()
        self._loaded = True

    def reload_extend_info(self):
        params = {'extended': ''}
        resp = self._client.get(self.resource(), params=params)

        self.parse(self._client, resp, obj=self)
        self._is_extend_info_loaded = True

        if not self._loaded:
            self.schema = None

    def __getattribute__(self, attr):
        if attr in type(self)._extend_args:
            if not self._is_extend_info_loaded:
                self.reload_extend_info()
                return object.__getattribute__(self, attr)

        val = object.__getattribute__(self, attr)
        if val is None and not self._loaded:
            if attr in getattr(TableSchema, '__fields'):
                self.reload()
                return object.__getattribute__(self, attr)

        return super(Table, self).__getattribute__(attr)

    def _repr(self):
        buf = six.StringIO()

        buf.write('odps.Table\n')
        buf.write('  name: {0}.`{1}`\n'.format(self.project.name, self.name))

        name_space = 2 * max(len(col.name) for col in self.schema.columns)
        type_space = 2 * max(len(repr(col.type)) for col in self.schema.columns)

        not_empty = lambda field: field is not None and len(field.strip()) > 0

        buf.write('  schema:\n')
        cols_strs = []
        for col in self.schema._columns:
            cols_strs.append('{0}: {1}{2}'.format(
                col.name.ljust(name_space),
                repr(col.type).ljust(type_space),
                '# {0}'.format(utils.to_str(col.comment)) if not_empty(col.comment) else ''
            ))
        buf.write(utils.indent('\n'.join(cols_strs), 4))
        buf.write('\n')

        if self.schema.partitions:
            buf.write('  partitions:\n')

            partition_strs = []
            for partition in self.schema.partitions:
                partition_strs.append('{0}: {1}{2}'.format(
                    partition.name.ljust(name_space),
                    repr(partition.type).ljust(type_space),
                    '# {0}'.format(utils.to_str(partition.comment)) if not_empty(partition.comment) else ''
                ))
            buf.write(utils.indent('\n'.join(partition_strs), 4))

        return buf.getvalue()

    @property
    def stored_as(self):
        return (self.reserved or dict()).get('StoredAs')

    @staticmethod
    def gen_create_table_sql(table_name, table_schema, comment=None, if_not_exists=False,
                             lifecycle=None, shard_num=None, hub_lifecycle=None,
                             with_column_comments=True, project=None, **kw):
        from ..utils import escape_odps_string

        buf = six.StringIO()
        table_name = utils.to_text(table_name)
        project = utils.to_text(project)
        comment = utils.to_text(comment)

        stored_as = kw.get('stored_as')
        external_stored_as = kw.get('external_stored_as')
        storage_handler = kw.get('storage_handler')

        buf.write(u'CREATE%s TABLE ' % (' EXTERNAL' if storage_handler or external_stored_as else ''))
        if if_not_exists:
            buf.write(u'IF NOT EXISTS ')
        if project is not None:
            buf.write(u'%s.`%s` ' % (project, table_name))
        else:
            buf.write(u'`%s` ' % table_name)

        if isinstance(table_schema, six.string_types):
            buf.write(u'(\n')
            buf.write(table_schema)
            buf.write(u'\n)\n')
            if comment:
                buf.write(u"COMMENT '%s'\n" % escape_odps_string(comment))
        elif isinstance(table_schema, tuple):
            buf.write(u'(\n')
            buf.write(table_schema[0])
            buf.write(u'\n)\n')
            if comment:
                buf.write(u"COMMENT '%s'\n" % escape_odps_string(comment))
            buf.write(u'PARTITIONED BY ')
            buf.write(u'(\n')
            buf.write(table_schema[1])
            buf.write(u'\n)\n')
        else:
            def write_columns(col_array):
                size = len(col_array)
                buf.write(u'(\n')
                for idx, column in enumerate(col_array):
                    buf.write(u'  `%s` %s' % (utils.to_text(column.name), utils.to_text(column.type)))
                    if with_column_comments and column.comment:
                        buf.write(u" COMMENT '%s'" % utils.to_text(column.comment))
                    if idx < size - 1:
                        buf.write(u',\n')
                buf.write(u'\n)\n')

            write_columns(table_schema.simple_columns)
            if comment:
                buf.write(u"COMMENT '%s'\n" % comment)
            if table_schema.partitions:
                buf.write(u'PARTITIONED BY ')
                write_columns(table_schema.partitions)

        serde_properties = kw.get('serde_properties')
        location = kw.get('location')
        resources = kw.get('resources')
        if storage_handler or external_stored_as:
            if storage_handler:
                buf.write("STORED BY '%s'\n" % escape_odps_string(storage_handler))
            else:
                buf.write("STORED AS %s\n" % escape_odps_string(external_stored_as))
            if serde_properties:
                buf.write('WITH SERDEPROPERTIES (\n')
                for idx, k in enumerate(serde_properties):
                    buf.write("  '%s' = '%s'" % (escape_odps_string(k), escape_odps_string(serde_properties[k])))
                    if idx + 1 < len(serde_properties):
                        buf.write(',')
                    buf.write('\n')
                buf.write(')\n')
            if location:
                buf.write("LOCATION '%s'\n" % location)
            if resources:
                buf.write("USING '%s'\n" % resources)
        if stored_as:
            buf.write("STORED AS %s\n" % escape_odps_string(stored_as))
        if lifecycle is not None and lifecycle > 0:
            buf.write(u'LIFECYCLE %s\n' % lifecycle)
        if shard_num is not None:
            buf.write(u'INTO %s SHARDS' % shard_num)
            if hub_lifecycle is not None:
                buf.write(u' HUBLIFECYCLE %s\n' % hub_lifecycle)

        return buf.getvalue().strip()

[docs]    def get_ddl(self, with_comments=True, if_not_exists=False):
        """
        Get DDL SQL statement for the given table.

        :param with_comments: append comment for table and each column
        :return: DDL statement
        """
        shard_num = self.shard.shard_num if self.shard is not None else None
        return self.gen_create_table_sql(
            self.name, self.schema, self.comment if with_comments else None,
            if_not_exists=if_not_exists, with_column_comments=with_comments,
            lifecycle=self.lifecycle, shard_num=shard_num, project=self.project.name,
            storage_handler=self.storage_handler, serde_properties=self.serde_properties,
            location=self.location, resources=self.resources,
        )


[docs]    def head(self, limit, partition=None, columns=None):
        """
        Get the head records of a table or its partition.

        :param limit: records' size, 10000 at most
        :param partition: partition of this table
        :param columns: the columns which is subset of the table columns
        :type columns: list
        :return: records
        :rtype: list

        .. seealso:: :class:`odps.models.Record`
        """

        if limit <= 0:
            raise ValueError('limit number should >= 0.')

        params = {'data': '', 'linenum': limit}
        if partition is not None:
            if not isinstance(partition, odps_types.PartitionSpec):
                partition = odps_types.PartitionSpec(partition)
            params['partition'] = str(partition)
        if columns is not None and len(columns) > 0:
            col_name = lambda col: col.name if isinstance(col, odps_types.Column) else col
            params['cols'] = ','.join(col_name(col) for col in columns)

        resp = self._client.get(self.resource(), params=params, stream=True)
        with readers.RecordReader(self.schema, resp) as reader:
            for record in reader:
                yield record


    def _create_table_tunnel(self, endpoint=None):
        if self._table_tunnel is not None:
            return self._table_tunnel

        from ..tunnel import TableTunnel

        self._table_tunnel = TableTunnel(client=self._client, project=self.project,
                                         endpoint=endpoint or self.project._tunnel_endpoint)
        return self._table_tunnel

[docs]    def open_reader(self, partition=None, **kw):
        """
        Open the reader to read the entire records from this table or its partition.

        :param partition: partition of this table
        :param reopen: the reader will reuse last one, reopen is true means open a new reader.
        :type reopen: bool
        :param endpoint: the tunnel service URL
        :param compress_option: compression algorithm, level and strategy
        :type compress_option: :class:`odps.tunnel.CompressOption`
        :param compress_algo: compression algorithm, work when ``compress_option`` is not provided,
                              can be ``zlib``, ``snappy``
        :param compress_level: used for ``zlib``, work when ``compress_option`` is not provided
        :param compress_strategy: used for ``zlib``, work when ``compress_option`` is not provided
        :param download_id: use existing download_id to download table contents
        :return: reader, ``count`` means the full size, ``status`` means the tunnel status

        :Example:

        >>> with table.open_reader() as reader:
        >>>     count = reader.count  # How many records of a table or its partition
        >>>     for record in reader[0: count]:
        >>>         # read all data, actually better to split into reading for many times
        """

        from ..tunnel.tabletunnel import TableDownloadSession

        reopen = kw.pop('reopen', False)
        endpoint = kw.pop('endpoint', None)
        download_id = kw.pop('download_id', None)
        timeout = kw.pop('timeout', None)
        schema = self.schema

        table_name = self.name
        rest_client = self._client
        project = self.project
        tunnel_endpoint = self.project._tunnel_endpoint

        tunnel = self._create_table_tunnel(endpoint=endpoint)
        if download_id is None:
            download_ids = self._download_ids
            download_id = download_ids.get(partition) if not reopen else None
        download_session = tunnel.create_download_session(
            table=self, partition_spec=partition, download_id=download_id, timeout=timeout, **kw)

        if download_id and download_session.status != TableDownloadSession.Status.Normal:
            download_session = tunnel.create_download_session(
                table=self, partition_spec=partition, timeout=timeout, **kw)
        download_ids[partition] = download_session.id

        class RecordReader(readers.AbstractRecordReader):
            def __init__(self):
                self._it = iter(self)
                self._schema = schema

            @property
            def download_id(self):
                return download_session.id

            @property
            def count(self):
                return download_session.count

            @property
            def status(self):
                return download_session.status

            def __iter__(self):
                for record in self.read():
                    yield record

            def __next__(self):
                return next(self._it)

            next = __next__

            def _iter(self, start=None, end=None, step=None):
                count = self._calc_count(start, end, step)
                return self.read(start=start, count=count, step=step)

            def read(self, start=None, count=None, step=None,
                     compress=False, columns=None):
                start = start or 0
                step = step or 1
                count = count*step if count is not None else self.count-start

                if count == 0:
                    return

                with download_session.open_record_reader(
                        start, count, compress=compress, columns=columns) as reader:
                    for record in reader[::step]:
                        yield record

            def to_pandas(self, n_process=1):
                import pandas as pd
                import multiprocessing
                from multiprocessing import Pipe

                _mp_context = multiprocessing.get_context('fork')

                session_id, count = download_session.id, download_session.count
                if n_process == 1:
                    return super(RecordReader, self).to_pandas()

                def read_table_split(conn, download_id, start, count, idx):
                    # read part data
                    from odps.tunnel import TableTunnel
                    tunnel = TableTunnel(client=rest_client, project=project,
                                         endpoint=tunnel_endpoint)
                    session = tunnel.create_download_session(table_name, download_id=download_id)
                    data = session.open_record_reader(start, count).to_pandas()
                    conn.send((idx, data))

                split_count = count // n_process + (count % n_process != 0)
                start = 0
                conns = []
                for i in range(n_process):
                    parent_conn, child_conn = Pipe()
                    p = _mp_context.Process(target=read_table_split, args=(child_conn, session_id,
                                                               start, split_count, i))
                    p.start()
                    start += split_count
                    conns.append(parent_conn)

                results = [c.recv() for c in conns]
                splits = sorted(results, key=lambda x: x[0])
                return pd.concat([d[1] for d in splits]).reset_index(drop=True)

            def __enter__(self):
                return self

            def __exit__(self, exc_type, exc_val, exc_tb):
                pass

        return RecordReader()


[docs]    def open_writer(self, partition=None, blocks=None, **kw):
        """
        Open the writer to write records into this table or its partition.

        :param partition: partition of this table
        :param blocks: block ids to open
        :param reopen: the reader will reuse last one, reopen is true means open a new reader.
        :type reopen: bool
        :param create_partition: if true, the partition will be created if not exist
        :type create_partition: bool
        :param endpoint: the tunnel service URL
        :param upload_id: use existing upload_id to upload data
        :param compress_option: compression algorithm, level and strategy
        :type compress_option: :class:`odps.tunnel.CompressOption`
        :param compress_algo: compression algorithm, work when ``compress_option`` is not provided,
                              can be ``zlib``, ``snappy``
        :param compress_level: used for ``zlib``, work when ``compress_option`` is not provided
        :param compress_strategy: used for ``zlib``, work when ``compress_option`` is not provided
        :return: writer, status means the tunnel writer status

        :Example:

        >>> with table.open_writer() as writer:
        >>>     writer.write(records)
        >>> with table.open_writer(partition='pt=test', blocks=[0, 1]):
        >>>     writer.write(0, gen_records(block=0))
        >>>     writer.write(1, gen_records(block=1))  # we can do this parallel
        """

        from ..tunnel.tabletunnel import TableUploadSession
        table_object = self

        reopen = kw.pop('reopen', False)
        commit = kw.pop('commit', True)
        create_partition = kw.pop('create_partition', False)
        endpoint = kw.pop('endpoint', None)
        upload_id = kw.pop('upload_id', None)

        if partition and not isinstance(partition, odps_types.PartitionSpec):
            partition = odps_types.PartitionSpec(partition)
        if create_partition and not self.exist_partition(create_partition):
            self.create_partition(partition, if_not_exists=True)

        tunnel = self._create_table_tunnel(endpoint=endpoint)
        if upload_id is None:
            upload_ids = self._upload_ids
            upload_id = upload_ids.get(partition) if not reopen else None
        upload_session = tunnel.create_upload_session(table=self, partition_spec=partition,
                                                      upload_id=upload_id, **kw)

        if upload_id and upload_session.status.value != TableUploadSession.Status.Normal.value:
            # check upload session status
            upload_session = tunnel.create_upload_session(table=self, partition_spec=partition, **kw)
            upload_id = None
        upload_ids[partition] = upload_session.id

        blocks = blocks or upload_session.blocks or [0, ]
        blocks_writes = [False] * len(blocks)
        blocks_writers = [None] * len(blocks)

        if upload_id:
            for block in upload_session.blocks:
                blocks_writes[blocks.index(block)] = True

        class RecordWriter(object):
            def __init__(self, table):
                self._table = table
                self._closed = False

            @property
            def upload_id(self):
                return upload_session.id

            @property
            def status(self):
                return upload_session.status

            def write(self, *args, **kwargs):
                from types import GeneratorType
                from itertools import chain

                if self._closed:
                    raise IOError('Cannot write to a closed writer.')

                block_id = kwargs.get('block_id')
                if block_id is None:
                    if isinstance(args[0], six.integer_types):
                        block_id = args[0]
                        args = args[1:]
                    else:
                        block_id = 0

                if len(args) == 1:
                    arg = args[0]
                    if isinstance(arg, Record):
                        records = [arg, ]
                    elif isinstance(arg, (list, tuple)):
                        if isinstance(arg[0], Record):
                            records = arg
                        elif isinstance(arg[0], (list, tuple)):
                            records = (table_object.new_record(vals) for vals in arg)
                        else:
                            records = [table_object.new_record(arg), ]
                    elif isinstance(arg, GeneratorType):
                        try:
                            # peek the first element and then put back
                            next_arg = six.next(arg)
                            chained = chain((next_arg, ), arg)
                            if isinstance(next_arg, Record):
                                records = chained
                            else:
                                records = (table_object.new_record(vals) for vals in chained)
                        except StopIteration:
                            records = ()
                    else:
                        raise ValueError('Unsupported record type.')
                elif len(args) > 1:
                    records = args
                else:
                    raise ValueError('Cannot write no records to table.')

                compress = kwargs.get('compress', False)
                idx = blocks.index(block_id)
                writer = blocks_writers[idx]
                if writer is None:
                    writer = blocks_writers[idx] = \
                        upload_session.open_record_writer(block_id, compress=compress)

                for record in records:
                    writer.write(record)
                blocks_writes[idx] = True

            def close(self):
                [writer.close() for writer in blocks_writers if writer is not None]

                if commit:
                    written_blocks = [block for block, block_write in zip(blocks, blocks_writes) if block_write]
                    upload_session.commit(written_blocks)
                    upload_ids[partition] = None

                self._closed = True

            def __enter__(self):
                return self

            def __exit__(self, exc_type, exc_val, exc_tb):
                # if an error occurs inside the with block, we do not commit
                if exc_val is not None:
                    return
                self.close()

        return RecordWriter(self)


    @property
    def project(self):
        return self.parent.parent

    @property
    def partitions(self):
        return Partitions(parent=self, client=self._client)

[docs]    def create_partition(self, partition_spec, if_not_exists=False, async_=False, **kw):
        """
        Create a partition within the table.

        :param partition_spec: specification of the partition.
        :param if_not_exists:
        :param async_:
        :return: partition object
        :rtype: odps.models.partition.Partition
        """
        async_ = kw.get('async', async_)
        return self.partitions.create(partition_spec, if_not_exists=if_not_exists, async_=async_)


[docs]    def delete_partition(self, partition_spec, if_exists=False, async_=False, **kw):
        """
        Delete a partition within the table.

        :param partition_spec: specification of the partition.
        :param if_exists:
        :param async_:
        """
        async_ = kw.get('async', async_)
        return self.partitions.delete(partition_spec, if_exists=if_exists, async_=async_)


[docs]    def exist_partition(self, partition_spec):
        """
        Check if a partition exists within the table.

        :param partition_spec: specification of the partition.
        """
        return partition_spec in self.partitions


[docs]    def exist_partitions(self, prefix_spec=None):
        """
        Check if partitions with provided conditions exist.

        :param prefix_spec: prefix of partition
        :return: whether partitions exist
        """
        try:
            next(self.partitions.iterate_partitions(spec=prefix_spec))
        except StopIteration:
            return False
        return True


[docs]    def iterate_partitions(self, spec=None):
        """
        Create an iterable object to iterate over partitions.

        :param spec: specification of the partition.
        """
        return self.partitions.iterate_partitions(spec=spec)


[docs]    def get_partition(self, partition_spec):
        """
        Get a partition with given specifications.

        :param partition_spec: specification of the partition.
        :return: partition object
        :rtype: odps.models.partition.Partition
        """
        return self.partitions[partition_spec]


[docs]    def truncate(self, async_=False, **kw):
        """
        truncate this table.

        :param async_: run asynchronously if True
        :return: None
        """
        from .tasks import SQLTask
        async_ = kw.get('async', async_)
        task = SQLTask(name='SQLTruncateTableTask', query='truncate table %s.%s' % (self.project.name, self.name))
        instance = self.project.parent[self._client.project].instances.create(task=task)

        if not async_:
            instance.wait_for_success()
        else:
            return instance


[docs]    def drop(self, async_=False, if_exists=False, **kw):
        """
        Drop this table.

        :param async_: run asynchronously if True
        :return: None
        """
        async_ = kw.get('async', async_)
        return self.parent.delete(self, async_=async_, if_exists=if_exists)


[docs]    def new_record(self, values=None):
        """
        Generate a record of the table.

        :param values: the values of this records
        :type values: list
        :return: record
        :rtype: :class:`odps.models.Record`

        :Example:

        >>> table = odps.create_table('test_table', schema=Schema.from_lists(['name', 'id'], ['sring', 'string']))
        >>> record = table.new_record()
        >>> record[0] = 'my_name'
        >>> record[1] = 'my_id'
        >>> record = table.new_record(['my_name', 'my_id'])

        .. seealso:: :class:`odps.models.Record`
        """
        return Record(schema=self.schema, values=values)


[docs]    def to_df(self):
        """
        Create a PyODPS DataFrame from this table.

        :return: DataFrame object
        """
        from ..df import DataFrame

        return DataFrame(self)






          

      

      

    

  

    
      
          
            
  Source code for odps.models.worker

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from ..compat import six
from .. import serializers

LOG_TYPES_MAPPING = {
    'hs_err_log': 'hs_err_*.log',
    'coreinfo': 'coreinfo.tmp',
}
LOG_TYPES_MAPPING.update(dict((k, k) for k in 'stdout stderr waterfall_summary jstack pstack'.split()))


[docs]class Worker(serializers.JSONSerializableModel):
    """
    Worker information class for worker information and log retrieval.
    """
    __slots__ = '_client',

    @classmethod
    def extract_from_json(cls, json_obj, client=None, parent=None):
        raise NotImplementedError

[docs]    def get_log(self, log_type, size=0):
        """
        Get logs from worker.

        :param log_type: type of logs. Possible log types contains {log_types}
        :param size: length of the log to retrieve
        :return: log content
        """
        return self.parent.get_worker_log(self.log_id, log_type, size=size)

    get_log.__doc__ = get_log.__doc__.format(log_types=', '.join(sorted(six.iterkeys(LOG_TYPES_MAPPING))))



class WorkerDetail2(Worker):
    id = serializers.JSONNodeField('id')
    log_id = serializers.JSONNodeField('logId')
    type = serializers.JSONNodeField('type')
    start_time = serializers.JSONNodeField('startTime', parse_callback=int)
    end_time = serializers.JSONNodeField('endTime', parse_callback=int)
    status = serializers.JSONNodeField('status')
    gbi_counter = serializers.JSONNodeField('gblCounter')
    input_bytes = serializers.JSONNodeField('input_bytes', parse_callback=int)
    input_records = serializers.JSONNodeField('input_records', parse_callback=int)
    output_bytes = serializers.JSONNodeField('output_bytes', parse_callback=int)
    output_records = serializers.JSONNodeField('output_records', parse_callback=int)

    @classmethod
    def extract_from_json(cls, json_obj, client=None, parent=None):
        workers = []

        def _extract(o):
            if isinstance(o, list):
                for v in o:
                    _extract(v)
            elif isinstance(o, dict):
                worker_type = o.get('name', '')
                if 'instances' in o:
                    for v in o['instances']:
                        w = cls.parse(v, parent=parent)
                        w.type = worker_type
                        w._client = client
                        workers.append(w)
                    return
                for _, v in six.iteritems(o):
                    _extract(v)

        _extract(json_obj)
        return workers




          

      

      

    

  

    
      
          
            
  Source code for odps.models.ml.offlinemodel

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from ..core import LazyLoad
from ... import serializers, utils
from ...compat import urlparse


class OfflineModelInfo(serializers.XMLSerializableModel):
    _root = 'Offlinemodel'

    name = serializers.XMLNodeField('Name', default='')
    model_path = serializers.XMLNodeField('ModelPath', default='')
    role_arn = serializers.XMLNodeField('Rolearn')
    type = serializers.XMLNodeField('Type')
    version = serializers.XMLNodeField('Version')
    processor = serializers.XMLNodeField('Processor')
    configuration = serializers.XMLNodeField('Configuration')
    src_project = serializers.XMLNodeField('SrcProject')
    src_model = serializers.XMLNodeField('SrcModel')
    dest_project = serializers.XMLNodeField('DestProject')
    dest_model = serializers.XMLNodeField('DestModel')


[docs]class OfflineModel(LazyLoad):
    """
    Representing an ODPS offline model.
    """

    name = serializers.XMLNodeField('Name')
    owner = serializers.XMLNodeField('Owner')
    creation_time = serializers.XMLNodeField(
        'CreationTime', parse_callback=utils.parse_rfc822)
    last_modified_time = serializers.XMLNodeField(
        'LastModifiedTime', parse_callback=utils.parse_rfc822)

    @property
    def project(self):
        return self.parent.parent

    def reload(self):
        resp = self._client.get(self.resource())
        self.parse(self._client, resp, obj=self)

[docs]    def get_model(self):
        """
        Get PMML text of the current model. Note that model file obtained
        via this method might be incomplete due to size limitations.
        """
        url = self.resource()
        params = {'data': ''}
        resp = self._client.get(url, params=params)

        return resp.text


[docs]    def copy(self, new_name, new_project=None, async_=False):
        """
        Copy current model into a new location.

        :param new_name: name of the new model
        :param new_project: new project name. if absent, original project name will be used
        :param async_: if True, return the copy instance. otherwise return the newly-copied model
        """
        url = self.parent.resource()
        new_project = new_project or self.project.name

        info = OfflineModelInfo(src_model=self.name, src_project=self.project.name,
                                dest_model=new_name, dest_project=new_project)
        headers = {'Content-Type': 'application/xml'}
        resp = self._client.post(url, info.serialize(), headers=headers)

        inst_url = resp.headers['Location'].rstrip('/')
        inst_id = urlparse(inst_url).path.rsplit('/', 1)[-1]
        inst = self.project.instances[inst_id]

        if not async_:
            inst.wait_for_success()
            return self.parent[new_name]
        else:
            return inst


    def drop(self):
        self.parent.delete(self)





          

      

      

    

  

    
      
          
            
  Source code for odps.models.security.users

#!/usr/bin/env python
# -*- coding: utf-8 -*-
# Copyright 1999-2017 Alibaba Group Holding Ltd.
# 
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
# 
#      http://www.apache.org/licenses/LICENSE-2.0
# 
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from ..core import Iterable, LazyLoad
from ...compat import six
from ... import serializers, errors


[docs]class User(LazyLoad):
    id = serializers.XMLNodeField('ID')
    display_name = serializers.XMLNodeField('DisplayName')
    comment = serializers.XMLNodeField('Comment')

    def _name(self):
        return self.id

    @property
    def project(self):
        return self.parent.parent

    def reload(self):
        if self._getattr('id') is None:
            resp = self._client.get(self.parent.resource() + '/' + self._encode(self.display_name),
                                    params=dict(type='displayname'))
            self.parse(self._client, resp, obj=self)
        else:
            resp = self._client.get(self.resource())
            self.parse(self._client, resp, obj=self)

    @property
    def roles(self):
        from .roles import Roles
        params = dict(roles='', type='displayname')
        resp = self._client.get(self.resource(), params=params)
        roles = Roles.parse(self._client, resp, parent=self.project)
        roles._iter_local = True
        return roles

    def grant_role(self, name):
        from .roles import Role
        if isinstance(name, Role):
            name = name.name
        self.project.run_security_query('grant %s to %s' % (name, self.display_name))

    def revoke_role(self, name):
        from .roles import Role
        if isinstance(name, Role):
            name = name.name
        self.project.run_security_query('revoke %s from %s' % (name, self.display_name))



class Users(Iterable):
    __slots__ = '_iter_local',
    users = serializers.XMLNodesReferencesField(User, 'User')

    def __init__(self, **kw):
        self._iter_local = False
        super(Users, self).__init__(**kw)

    def _get(self, item):
        return User(client=self._client, parent=self, display_name=item)

    def __contains__(self, item):
        if isinstance(item, six.string_types):
            user = self._get(item)
        elif isinstance(item, User):
            user = item
        else:
            return False

        if not self._iter_local:
            try:
                user.reload()
                return True
            except errors.NoSuchObject:
                return False
        else:
            return any(u.display_name == user.display_name for u in self.users)

    def __iter__(self):
        return self.iterate()

    @property
    def project(self):
        return self.parent

    def create(self, name):
        self.project.run_security_query('add user %s' % name)
        return User(client=self._client, parent=self, display_name=name)

    def iterate(self):
        """
        :return:
        """
        if not self._iter_local:
            params = dict()
            url = self.resource()
            resp = self._client.get(url, params=params)

            Users.parse(self._client, resp, obj=self)

        for user in self.users:
            yield user

    def delete(self, name):
        if isinstance(name, User):
            name = name.display_name

        self.project.run_security_query('remove user %s' % name)
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